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Abstract

Causal inference with interference between units is difficult, and it is particularly

hard to estimate global treatment effects. The contribution of this paper is to under-

stand when this interference will bias the estimates, and to outline a method to estimate

unbiased treatment effects that can be used without making any assumptions about

the form of the interference. We show that randomizing the timing of the treatment

and comparing the outcome variable in a short interval before and after the treatment

will lead to an unbiased treatment effect if the outcome is continuous in time.

We use this method to investigate whether a government can increase the electoral

turnout with a text message. We conduct a large-scale field experiment (N = 199.618)

in Norway and estimate that the encouragement increased turnout with 2-3 percentage

points. Our choice of identification strategy also enables us to understand the under-

lying mechanisms and the effect on other electoral outcome variables.
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1 Introduction

Many treatment effects are most interesting to investigate at the population level. A re-

searcher identifying the effect of a treatment on a small scale may want to understand if

the treatment effect is the same if the number of recipients is increased. A government may

be interested in whether an encouragement to make some action has an effect if everyone

receives the same encouragement. But it is difficult to estimate this global treatment effect.

Ideally we would observe the outcome when we assign the entire population to the treatment,

and then observe the outcome of the same population in the absence of any treatment. We

cannot measure this counterfactual. If everyone receives the treatment, then we do not have

a control group that enables us to estimate an effect. But if everyone does not receive the

treatment, then we do not measure the global treatment effect.

Under the Stable Unit Treatment Value Assumption (SUTVA) there is no interference

between units, and then the global treatment effect equals the average treatment effect,

which can be estimated on a smaller scale (Cox (1958); Rubin (1990)). In real life people

may interact, and SUTVA has been shown to be violated in a large number of economic,

social and medical settings.
1

Causal inference is generally assumed to be impossible without

making assumptions about the interference (Imbens and Rubin (2015); Sävje et al. (2017);

Basse and Airoldi (2018)), and these assumptions are often implausible when we are searching

for global treatment effects (Eckles et al. (2017)).

In this paper we show that a simple method can be used to estimate unbiased treatment

effects when there is interference between units without making any assumptions about the

interference. This method can be employed to find unbiased treatment effects, including

global effects, when there is interference between units. Unless we make assumptions about

the form of the interference, any observation at the time of the treatment (and after) de-

pends on the treatment assignment, which leads to the conclusion that causal inference is

1
See e.g.Manski (1993), Heckman et al. (1998), Sobel (2006), Rosenbaum (2007), Bond et al. (2012),

Aral and Walker (2012) and Aral (2016) for settings where SUTVA is violated.
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impossible. But outcomes observed before the treatment may still be used as possible coun-

terfactuals. We can think of a binary treatment given at a random point in time t
⋆
. If we

make the assumption that the outcome variable is continuous in time, then the outcome in

time t
⋆−ε will be a proper counterfactual for the treated unit in the absence of the treatment

when ε → 0. If we also assume that the effect of the treatment is close to instantaneous then

we can compare the outcome in t
⋆

and t
⋆ − ε to get an unbiased treatment effect at time

t
⋆
. This method can be used to estimate an unbiased global treatment effect by treating

everyone at t
⋆
, and it can also be used to find an unbiased treatment effects for a subset of

the population.

The method of randomization in time provides unbiased treatment effects under all forms

of interference, but the method also comes with disadvantages compared to individual ran-

domization. This method only provides one unbiased treatment estimate for an entire pop-

ulation in a short time interval after t
⋆

and the method is dependent on a large amount of

precisely measured data. If the bias is small it might not be worthwhile to alter the ran-

domization strategy. Another contribution of this paper is to identify which settings that

are vulnerable to the bias from the interference effects. If the treatment group is small com-

pared to the population we show that we only need to make weak assumptions for individual

randomization to provide unbiased treatment effects under the presence of interference. But

we will show formally that we are forced to make more restrictive assumptions for individual

randomization to provide an unbiased global treatment effect. This implies that the most

natural application of this method is to estimate global treatment effects. We also construct

a model to quantify the size of the bias arising from interference when the treatment group

is large for different parameter values and given functional forms. We show that the relative

importance of the bias is largest when the true treatment effect is small and the outcome

under control is large. This model may serve as a guideline to investigate if the biases at

the population level arising from interference are large enough to justify this alternative

randomization strategy.
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We can think of a large number of application of this randomization method. Modern

technology enables precise measurement in time of certain types of outcomes. Decisions

about whether to file taxes, give money to charity, sign-up for a training program, take a

loan, start a saving plan or change investment strategy can be measured precisely in time

if done electronically. Booking an appointment to the doctor for vaccination can also be

measured, and in some countries electoral votes are also counted in an electronic database.

More generally any outcome that involves electronical sign-up or using online search engines

can be measured precisely in time. The same argument holds for any transaction involving

monetary payments using a credit card, which implies that a large class of interesting outcome

variables can be precisely measured in time. If the treatment is provided in the form of

an e-mail, a text message or a phone call the timing of the treatment is also possible to

measure precisely in time. This also holds if the treatment is provided in the form of e.g an

advertisement on a web page or a TV channel.

Randomization in time allows us to find one unbiased effect for the entire population

at time t
⋆
. We also want to say something about the total effect of the treatment for the

population over a larger time interval. We generally need to analyze the entire population as

one unit if there is unrestricted interference between units, which makes it hard to provide

a causal estimate of the total effect. We can use standard methods for evaluating effects

at the population level, like the Synthetic Control Method (Abadie et al. (2010)), but we

can additionally exploit the fact that the timing of the treatment was randomized. If the

treatment has an effect we should not only expect the total outcome to be large, but also

the post-treatment outcome to be large compared to the prediction using pre-treatment

data. We can e.g count the number of people complying with an encouragement from the

government in a given year in a given city, and check if this number is higher than in other

years or other cities. Alternatively we can count the number of people complying with the

encouragement after the treatment within a given year compared to the predictions from

pre-treatment data. These two estimates are not independent. But we will use Monte Carlo
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simulation to provide evidence that the probability of a large value on both estimates may

be relatively small under the null hypothesis of no treatment effect when the outcome follows

certain classes of stochastic processes. We also show that the effect on the total outcome

will be close to uncorrelated with the effect at time t
⋆

under the null hypothesis when the

underlying outcome is distributed according to a Lévy process with continuous paths. This

enables us to analyze the total effect separately from the local effect at t
⋆
.

Randomization in time also comes with other advantages. Experiments are sometimes

criticized for limited external validity (Deaton and Cartwright (2018)). Violations of SUTVA

(through scale and equilibrium effects) is one particular threat to external validity. Other

threats to external validity may include a non-representative sample and practical issues

with replicating the same implementation in other environments.
2

By treating everyone at

the same time these problems are avoided. An additional advantage is that this method

can provide a causal effect without a control group, which can be useful in settings where a

control group is difficult for ethical or practical reasons.

Related literature The existence of peer effects or social network effects that violate

SUTVA have been shown in a range of different economic settings. Peer effects have for

example observed for educational choices (Sacerdote (2001); Carrell et al. (2009)), financial

decisions (Bursztyn et al. (2014)), retirement plan decisions (Duflo and Saez (2003)) and

paternity leave (Dahl et al. (2014)).
3

The reflection problem shows that it may be impossi-

ble to identify the effects of peers or social networks (Manski (1993)). We want to identify

the total effect in the presence of social effects rather than separating the different effects.

The related literature has used different approaches to the problem of identifying and esti-

mating treatment effects with interference. One approach uses structural models assuming

a functional form for the interference (Manski (1993)). Bramoullé et al. (2009) and Blume

2
Al-Ubaydli et al. (2017), Muralidharan and Niehaus (2017) and Davis et al. (2017) discuss scaling of

experiments in more details.
3
A survey of the experimental peer effects literature is given by Sacerdote (2014), while Jackson (2011)

provides an overview of the theoretical and empirical social networks literature.
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et al. (2015) analyze social effects in linear social interaction models, but assuming certain

functional forms of the interference is restrictive (Angrist (2014)). The structural approach

can be relaxed by assuming the existence of independent clusters where SUTVA holds across

clusters. Two-stage randomization can be employed by assuming such partial interference

(Sobel (2006); Hudgens and Halloran (2008); VanderWeele and Tchetgen (2011); Liu and

Hudgens (2014); Ferracci et al. (2014)). The partial interference assumption can be relaxed

by making certain assumptions about the network where the units are interfering (Manski

(2013); Aronow and Samii (2013); Leung (n.d.)). Athey et al. (2018) compute exact p-values

when all units are connected in one network, but where the form of the network is known.

Assuming that only neighbors in network are affected by the treatment, Sussman and Airoldi

(2017) develop various unbiased estimators, and Ugander et al. (2013) analyze graph clus-

ter randomization. Eckles et al. (2017) argue that the processes that produce interference

also make it problematic to make restrictions on the extent of the interference. Sävje et al.

(2017) consider unknown and arbitrary interference, but their estimand cannot be applied to

evaluate global treatment effects. Basse and Airoldi (2018) show that detailed information

about the interference is necessary for consistency. Eckles et al. (2017) show how the bias

arising from interference can be reduced through design and analysis. Chin (2019) analyzes

methods for regression adjustment for removing bias for global treatment effects.

Application of method in a voting experiment In the second part of this paper

we present an application of the outlined framework and identification strategy. We want

to understand if a government can increase the electoral turnout in a population with an

encouraging text message. Together with the local government in Bergen, Norway we sent

a text message to all voters in Bergen with an encouragement to vote. This is an example

of a setting where the global treatment effect may be particularly interesting. Low and

unequal turnout is widely considered as a serious problem for democracies.
4

There is a

4
See e.g Verba et al. (1978), Wolfinger and Rosenstone (1980), Lijphart (1997)),Lijphart (1998),Hicks

and Swank (1992), Hill et al. (1995), Mahler (2008), Fowler (2013).
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vast literature about encouraging individuals to vote, but it is not studied whether such an

encouragement will have the same effect for the entire population.
5

If an encouraging text

message is able to increase the electoral turnout when a large share of the population receives

the same treatment, then such an intervention can serve an important policy function. But

it is not unreasonable to believe that the true effect of an encouragement may be different

at the population level. Two main arguments are presented in the literature for why an

encouragement may be able to increase turnout. One argument states that encouragements

work when they are personal and social. The underlying mechanism is that voters think of

the encouragement as an invitation to a social event (Green and Gerber (2015)) and that

voters join this event if they believe that others do the same (Gerber and Rogers (2009)).

Another argument says that an encouragement functions as a noticeable reminder of the

election (Dale and Strauss (2009)). Both of these mechanisms may argue that we should not

necessarily expect the same effect at the population level.

Measuring the population-level effect is not easy. A major concern is that interference

from the treatment to the control units makes it difficult to test the effect at the aggregate

level if the treatment group is large. A growing literature argues that political participation

and voting must be understood as social decisions, and that a voting encouragement affects

the non-treated.
6

Nickerson (2008) and Sinclair et al. (2012) find that voting is contagious

within households- encouraging one person in the household increases the voting propensity

of the other members. Voting encouragements also spreads within social networks (Bond et

al. (2012); Bhatti et al. (2017a)), with some studies even finding that the effect of an encour-

agement on close friends is larger than the direct treatment effect (Jones et al. (2017)). Our

model for the size of the bias shows that the electoral setting is particularly vulnerable for

such effects, and the direction of the bias is ambiguous. The non-receivers are assigned to

control by an authoritative figure (the government) with a clear goal of increasing turnout,

5
The large individual-level literature is summarized in Green et al. (2013), Green and Gerber (2015) and

Gerber and Green (2017).
6
See e.g.Gerber et al. (2008), DellaVigna et al. (2016) and Perez-Truglia and Cruces (2017).
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which means that the setting is vulnerable to experimenter demand effects (Karakostas and

Zizzo (2016); De Quidt et al. (2017)). For typical parameter values in voting settings we

show that only 2.5% of voters need to act according to their treatment status for the bias

to be equally large as the expected treatment effect of an individual-level voting encour-

agement. In this case individual randomization may identify a significant effect although

the encouragement has no true effect. These arguments imply that this is a setting where

individual randomization with a large treatment group may be an unsuitable strategy. In

addition this setting is well-suited for our randomization strategy because a large share of

the population in Norway vote prior to the day of the election. We can measure both the

timing of the treatment and the timing of the voting precisely in time, and the treatment

effect can be assumed to be close to instantaneous.
7

The results indicate a positive effect from the treatment. Immediately after the text

message voting increased in Bergen, and this increase is larger than any measured increase

at other points in time. Using both hourly and daily voting data we can observe that

Bergen mobilized unusually many voters immediately after the treatment. We estimate the

total treatment effect using two different methods. The Synthetic Control Method is used to

compute counterfactuals for 19 cities across 6 elections, and neither of these 114 observations

deviate as much from their synthesized counterfactuals as Bergen did in 2017. The treatment

effect using this method is 2.3 percentage points, which is in line with the results from small-

scale experiments. We also compare the predictions from pre-treatment voting in each city

with actual post-treatment voting. Of all 114 observations it only happens once that a city

deviates more from its predicted value than Bergen did in 2017. These results indicates that

Bergen not only mobilized unusually many voters in the 2017 election, but also that Bergen

mobilized unusually many voters after the text message compared to the predictions from

pre-treatment voting.

We also want to investigate the underlying mechanisms for this effect. Half of the pop-

7
There is a large number of places to vote early in Bergen, including libraries, universities, malls and

IKEA.
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ulation received a text message focusing on descriptive social norms, while the other half

received a non-social content. We do not find any evidence indicating a different effect from

the two messages. We also present evidence indicating that the population appreciate the

informational content of a text message. We can elicit the people’s opinion about the text

message as a source of information by comparing two surveys. Some months prior to the

election a representative sample (n = 600) was asked how they wanted the local government

to provide information about important events, and 4% wanted to be informed through text

messages. A few months after the election the survey asked another representative sample

the same question, and in this case 41% of the recipients stated that they wanted the gov-

ernment to use a text message to provide information about the election. This indicates that

the mechanism driving the effect of the text message may be more related to provision of

information than descriptive social norms.
8

Our identification strategy also provides additional benefits in the turnout setting. Ran-

domization on the individual level cannot answer whether an encouragement affects the vote

shares of the parties. Voting is anonymous, so the effect of neutral voting encouragement on

vote shares is unknown in the literature.
9

We can measure the effect on vote shares because

the votes cast later in the campaign are counted separately from the early votes. We do

not find any evidence indicating that the treatment affected the vote shares of the different

parties.

This paper is structured as follows. In section 2 we show that we need to make strong

assumptions about the interference if we want to use individual randomization to estimate

global treatment effects, and we also investigate which settings that are particularly vul-

nerable to these effects. In section 3 we show how randomization in time will lead to an

unbiased treatment effect in the presence of any type of interference, while section 4 outlines

8
We do not claim that information is more important than social norms in explaining turnout, but just

that the effect of a text message (which is a non-social tool) may be more related to information than norms.
9
There is some evidence indicating that left-wing parties gain from compulsory voting (Fowler (2013),

Bechtel et al. (2016)), but the mobilized voters are not necessarily representative of non-voters (Enos et al.
(2013)).
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our method for drawing inference. In section 5 we describe the experimental design of the

voting encouragement, while section 6 presents the results from this experiment.

2 Bias from interference

The outcome variable of interest is given by a continuous function f [t,X(k)], which is a

function of time (t) and other variables (X(k)).10
These other variables may include the

behavior of others, so we will explicitly model X(k) as a function of k ∈ [0, N], which is the

number of recipients of the treatment in a population consisting of N units. In this section

we suppose that only the number of recipients (and not the distribution) affects the other

units, but when we identify our unbiased treatment effect in section 3 we will not make any

such assumptions. There is a binary treatment given by D ∈ {0, 1}. The causal effect of this

treatment at time t + s when k persons receive the treatment is given by

α(t + s, k) = f1[t + s,X(k)] − f0[t + s,X(0)].

The fundamental problem of causal inference states that we cannot observe the outcome

under treatment and control for the same unit, but randomization allows us to estimate the

average causal effect. An underlying assumption for individual randomization to be unbiased

is that the outcome for a given treatment assignment is not a function of the treatment status

of others (which is captured by SUTVA), and this is formally described in assumption 1.
11

Assumption 1. There is no interference between units if ∄ k ∈ [0, N] s.t. fD[t+ s,X(k)] ≠

fD[t + s,X(0)] ∀D ∈ {0, 1}.

Hidden in assumption 1 are several different assumptions. It is assumed that the size

of the treatment group has no effect on the control units, because otherwise a bias may

10
The outcome may be a binary decision on the individual level, but may still be close to continuous on

the population level.
11

SUTVA also captures that there is only one version of the treatment, but this part of the assumption
is less relevant for this paper.Heckman (2005) points out other implicit assumptions behind SUTVA.
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occur when the effect of the treatment spreads to the control group. But it is also assumed

that the effect of the treatment is the same regardless of the size of the treatment group.

When assumption 1 is satisfied interference between units is ruled out, which means that an

unbiased global treatment effect can be estimated using a smaller sample size.

Assumption 1 is restrictive, but it is not a necessary condition for unbiased estimation.

Individual randomization with k recipients will estimate treatment effect f1[t+s,X(k)]−f0[t+

s,X(k)], but usually the treatment group is small compared to the size of the population.

Individual randomization will also lead to unbiased effect under assumption 2.

Assumption 2. limk̂→k fD[t + s,X(k̂)] = fD[t + s,X(k)]

If the treatment group is small (k̂ → 0) compared to the size of the population, the prob-

ability of interference between a random person from the control group and the treatment

group is probably small, which makes this assumption innocuous.

2.1 Bias from interference for the global effect

Assumption 2 shows that we can relax SUTVA and still estimate unbiased treatment effects

on a small scale. In this section we want to investigate whether an unbiased global treatment

effect can be estimated using similar assumptions. We can think of assumption 2 as a weak

assumption because it only assumes that the outcome under an assignment k̂
′

is equal to

outcome under assignment k̂
′′

when limε→0(k̂′ + ε) = k̂′′. Suppose we want to find the global

treatment effect when assumption 2 is satisfied. Letting k̂ approach zero we will estimate

limk̂→0 α̃(t + s, k̂). Under assumption 2 there are no spillover effects when the treatment

group is small. To estimate a global treatment effect we must additionally assume that

the treatment effect is the same when there are few and very many recipients, and this is

not satisfied if there are scale or equilibrium effects from the treatment. A slightly weaker

assumption is that the outcome under a global treatment follows a known function, h(⋅), of

the outcome under treatment with k treated units. This may allow us to find an unbiased

10



global treatment effect using a small sample. But it is generally restrictive to assume a known

function h(⋅). We want to find the effect when everyone receives the treatment, so we can

alternatively let a large majority receive the treatment and compare with the transformed

outcome under control. We can make the weak assumption of limk̂→N f1(t + s,X(k̂)) =

f1(t + s,X(N )), which implies that we can estimate the outcome under treatment. But this

leaves us with a small set of control units, and to be able to estimate an unbiased global

treatment effect we need to assume that the spillover effects from treatment to control display

a certain functional form given by f0(t+ s,X(0)) = g[limk̂→N f0(t+ s,X(k̂)]. The function g(⋅)

is assumed to be a known function transforming the observed outcome of the control units

given that there are k̂ treated units to what we would observe under control in the absence

of any treatment.

Proposition 1. Assume that SUTVA is not satisfied. As long as assumption 2 is satisfied

we can estimate an unbiased treatment effect if the treatment group is small relative to the

population, but we need to make more assumptions to estimate an unbiased global treatment

effect.

Proof. The first part of the proof follows directly by observing that limk̂→0 α(t + s,X(k̂)) =

limk̂→0[f1(t+s,X(k̂))−f0(t+s,X(k̂))] = f1(t+s,X(0))−f0(t+s,X(0)) = α(t+s,X(0)). Assume

that the second part of the proposition is false, which means that we do not need to make

more assumptions than 2 to estimate an unbiased global treatment effect. This means that

there exists a k̂ such that f1(t + s,X(k̂)) − f0(t + s,X(k̂)) = f1(t + s,X(N )) − f0(t + s,X(0)).

Letting k̂ → N means that we will estimate f1(t + s,X(k̂ → N )) − f0(t + s,X(k̂ → N )). We

have assumed that the first term approaches f1(t + s,X(N )), which means that we get an

unbiased treatment effect if and only if f0(t + s,X(k̂ → N )) = f0(t + s,X(0)). This is not

satisfied without making more assumptions, and hence we have reached a contradiction for

k̂ → N . The same argument applies for k̂ → 0. An intermediate k̂ = k̂′ will estimate f1(t +

s,X(k̂′))−f0(t+s,X(k̂′)). Analyzing the two terms separately leads to the same contradiction

as above. Alternatively we can analyze both terms together, and this will lead to an unbiased

11



treatment effect if and only if f1(t+s,X(k̂′))−f0(t+s,X(k̂′)) = f1(t+s,X(N ))−f0(t+s,X(0)).

For this to be satisfied we need to make further assumptions about f1(⋅) and f0(⋅), and hence

we have reached a contradiction.

Neither a low k nor a high k is sufficient to establish unbiased, global treatment effects

under weak assumptions about continuity of functions. Choosing an intermediate k will only

make the set of necessary assumptions larger. The argument is intuitive. In a small scale

experiment we want to compare f1(t+ s,X(k)) and f0(t+ s,X(0). If k → 0 and the functions

are continuous we will estimate something that approximates what we want to estimate.

But for the global treatment we want to compare f1(t+ s,X(k)) and f0(t+ s,X(0)) and there

does not exist a k that at the same time is close to 0 and N .

2.1.1 Continuity and symmetry of fD[t + s,X(k)]

We have showed that assumption 2 is not enough to provide an unbiased global treatment

effect. In this section we will show that it can even be hard to argue that assumption

2 is satisfied at the population level. Assumption 2 is symmetric, which implies that the

assumption of limk→N f1(t + s,X(k)) = f1(t + s,X(N )) mirrors limk→0 f1(t + s,X(k)) = f1(t +

s,X(0)), but this is not necessarily the case. We can e.g think of a government wanting

to encourage people to take part in a provision of a costly public good, like serving in the

military. The latter assumption states that the effect of being treated when few persons

receive the treatment approaches the effect when nobody else is encouraged. This is maybe

not an unreasonable assumption. If e.g. 100 other persons from the country is encouraged

the probability that someone are aware of the encouragement of others is small, and if 50

other persons receive the treatment the probability of awareness is even smaller. But it is

possible that the effect of being encouraged is different if everyone knows that an arbitrary

small group of people are exempt from the encouragement. Assume there is a population

of 100.000 where 100 are exempt from military service. Increasing the population size to

100.000.000 or decreasing the number of exemptions to 10 will not necessarily approximate
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the effect of exempting noone. The outrage over possible exemption for military service for

pop stars in South Korea serves as an example of this effect.
12

This argument shows an additional problem of estimating global treatment effects. Even

if we make the restrictive assumption that the outcome for the control group without treat-

ment can be estimated (because it is given by some transformation of the outcome under

control with a control group of size ε), we cannot necessarily claim that the outcome under

treatment is the same when there are N and N − ε recipients. When ε are treated and N − ε

are untreated, the treatment assignment itself will receive limited attention, so this situation

may approximate the situation where nobody else is treated. But when N − ε are treated

and ε are untreated the treatment status of some of the N persons may be more likely to be

known given that the treatment itself is provided to a large majority of the people.

2.1.2 The fundamental problem of (global) causal inference

The previous sections show that we need to make stronger assumptions to estimate unbiased

global treatment effects. If these assumptions are not satisfied we need to analyze the entire

population as one unit. If some units are treated, the treatment may affect the both the

treated and untreated. The concept of the fundamental problem of causal inference (Holland

(1986)) can then be applied on the population level. To estimate a global treatment effect

the entire population must receive the treatment, but then there is no control group. For the

remainder of this paper we will generally not make any assumptions about the interference,

which means that we will treat the population as one unit. The only exceptions are section

2.2, where we will identify the consequences of the effect of the interference for the global

treatment estimates, and section 3.1, where we will try to identify which no-interference

assumptions that are most likely to be satisfied.

12
https://www.telegraph.co.uk/news/2018/09/05/south-korea-debates-military-exemptions-k-pop-

boybands/

13



2.2 Magnitude of the bias

We have shown that it is hard to estimate an unbiased global treatment effect when there is

interference between units, but establishing the existence of a bias does not imply that the

bias will have large effects on the estimates. On the other hand, estimating global treatment

effects typically mean that the sample will be large, and large sample sizes mean that the

effect of even a small bias may be statistically significant. In this section we suppose we

want to estimate a global treatment effect with a large treatment group using individual

randomization and that assumption 2 is satisfied. We will then analyze which parameter

values that will make our estimates particularly vulnerable to the effect of interference. The

causal effect of the treatment is given by α = f1[t + s,X(k)] − f0[t + s,X(0)], but the effect

we estimate (given that k is large) is given by αk = α + f0[t + s,X(0)] − f0[t + s,X(k)],

which means that the bias is given by b(f0) = f0[t + s,X(0)] − f0[t + s,X(k)]. A measure of

the relative importance of the bias is then given by y[b(f0), α] = ∣b(f0)∣
α+b(f0)

, which is the ratio

between the absolute value of the bias and the observed treatment effect. We have so far

not made any assumptions about the functional form of the bias. A simple way to model

the bias is to assume that the outcome under control with k recipients of the treatment is

given by a linear function of the outcome in the absence of the treatment, which implies that

f0(k) = cf0. A slightly more general functional form is to model the bias to be monotone in

f0 and assume that the bias does not change sign.

Proposition 2. The relative importance of the bias (y[b(f0), α]) is decreasing in α, and it

will be increasing in f0 if the bias (b(f0)) is a monotone function with constant sign.

Proof.

∂y[b(f0), α]
∂α

=
−∣b(f0)∣

[α + b(f0)]
≤ 0

∂y[b(f0), α]
∂f0

=
αb(f0)

∣b(f0)∣[α + b(f0)]2

∂b(f0)
∂f0

≥ 0

14



This proposition has an intuitive explanation. A small expected true effect (α) will make

the bias larger relative to the true effect. The second part of the lemma is also intuitive.

For a given α a large f0 will increase the bias importance of the bias relative to the true

effect. The problem for drawing inference in this case is that the control units are affected

by the treatment, so a larger number of affected control units will magnify the bias. The

importance of the bias is increasing in f0 regardless of its direction.

2.2.1 Example

Suppose the bias is given by the linear function f0(k) = (1−a)f0, which means that y[b(f0), α] =
∣af0∣
α+af0

. If a = 0.01, f
1
0 = 0.1 and α

1
= 0.5 the relative importance of this bias is given by

y
1
= 0.002. However, increasing outcome under control to f

2
0 = 0.9 and reducing the true

effect to α
2
= 0.01 leads to y

2
= 0.47, which means that almost half of the observed effect is

given by the bias.

3 Unbiased treatment effects with interference

In this section we will show one solution to the problem of estimating unbiased treatment

effects with arbitrary interference. We will exploit the time dimension to estimate an un-

biased treatment effect in a small time interval around the treatment. We will make two

assumptions about the timing of the treatment effect and continuity of the outcome, but we

will also show that we may relax these assumptions in quite general settings.

Assumption 3. The effect of a treatment in time t
⋆

is instantaneous.

This assumption does not say anything about the shape or duration of the treatment

effect, but states that it begins immediately after the treatment. We also assume that the

outcome variable is a continuous function in time.

Assumption 4. f [t,X(k)] is continuous in time, which means that lims→0 f0[t⋆ − s,X(k)] =

f0[t⋆, X(k)].
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We construct an estimator given by α̃(t⋆ + s, k) = f1[t⋆ + s,X(k)] − f0[t⋆ − s,X(0)].

Proposition 3. α̃(t⋆ + s, k) is an unbiased estimator of α(t⋆ + s, k) at time t = t
⋆ + s when

assumptions 3 and 4 are satisfied and s → 0.

Proof. We can compute lims→0 α̃(t⋆+s, k) = lims→0[f1[t⋆+s,X(k)]]− lims→0[f0[t⋆−s,X(0)]] =

f1[t⋆, X(k)] − f0[t⋆, X(0)] = α(t⋆, k)

3.0.1 Relaxing the underlying assumptions

We can relax the assumption of instantaneousness.

Corollary 1. If the treatment effect is delayed with time s̃, the estimator given by α̃(t⋆ + s̃+

s, k) will provide an unbiased treatment effect for a treatment provided at time t
⋆
.

As long as we know that the effect is delayed with time s̃, we can choose to compare the

outcome at time t
⋆ + s̃ + s and t

⋆ + s̃ rather than make a comparison between t
⋆ + s and t

⋆
.

The continuity of f [t,X(k)] in time seems like the crucial assumption underlying this

result, but we do not need continuity in order to establish an unbiased treatment effect. We

can also allow for f [t,X(k)] to be discontinuous at a finite sets of points in time.

Corollary 2. Suppose f [t,X(k)] be continuous in time almost everywhere (except at sets of

measure zero). α̃(t⋆ + s, k) is an unbiased estimator of α(t⋆ + s, k) at time t = t
⋆ + s when

assumptions 3 is satisfied and s → 0 as long as the timing of the treatment is randomized.

The intuition is that something large can happen at some finite points, but if the timing is

randomized the probability that it is implemented in a set of finite points is zero. Implicitly

we also make the assumption that the treatment status of others is common knowledge. In

many settings this is a trivial assumption (e.g when the treatment occurs in the form of an

advertisement or a text message stating that everyone receives the same message). In other

settings this may not be true. The method will still evaluate a treatment effect, but this will

then not be the global treatment effect.
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3.0.2 Limitations of the method

This method only provides one estimate for the treatment effect, and the treatment effects

are only unbiased in a small time period. We would prefer to get unbiased treatment effects

for subsets of the population and for longer time periods, but then we need to make stronger

assumptions. In section 3.1 we discuss whether some no-interference-assumptions may be

relaxed to get more treatment effects at time t
⋆
. In section 3.2 we show how we can use the

method outlined above to analyze treatment effects for longer time periods.

3.1 Other treatment effects at time t
⋆

If we want more than one unbiased estimate at time t
⋆
, we will need to make assumptions

about the interference between some units at some points in time. Units are arguably more

connected over longer time periods, because it may be more likely for two units to interfere

over a week than an hour. Similarly we can reasonably assume that on average there is more

interference with units that are geographically closer. So if we need to relax the assumption

of no interference, we can argue that there may not be an immediate effect of the treatment

from unit i to unit j if there is at least a minimum distance (d) between the two units.

Assumption 5. The treatment of unit i at time t
⋆

does not affect the outcome of unit j at

time t
⋆ + s when s → 0 and d(i, j) > d

Assumption 6. There exists a partition of the N units into two groups g1 = {1, 2..k}, and

g2 = {k + 1, k + 2...N} such that d(i, j) > d ∀i ∈ g1, j ∈ g2.

Assumption 5 and 6 do not imply that there are no spillover effects from group 1 to group

2, but we assume that the effects are not immediate. We construct the estimator α̃1(t⋆+s, k)

given by

α̃1(t⋆ + s, k) = f g=1
1 [t⋆ + s,X(k)] − f g=1

1 [t⋆ − s,X(0)] − [f g=2
0 [[t⋆ + s,X(k)] − f g=2

0 [t⋆ − s,X(0)]]
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Proposition 4. α̃1(t⋆ + s, k) provides an unbiased treatment effect for group 1 at time t
⋆

under assumptions 3, 4, 5 and 6.

Proof. Under assumption 6 such a partition exists. Assumption 5 guarantees that lims→0[f g=2
0 [[t⋆+

s,X(k)]−f g=2
0 [t⋆−s,X(0)]] = 0, and then proposition 3 shows that α̃1(t⋆+s, k) is an unbiased

treatment effect for group 1.

Proposition 4 clearly relies on stronger assumptions than proposition 3. But the two

groups do not need to be randomly drawn, and we can even allow for time-varying differences

between the groups. This is a relative measure, so if there is an underlying time trend in

the entire population we would not expect this measure to differ from zero. We cannot

necessarily measure the same difference to get the causal effect of a treatment for the second

group. The treatment of the second group occurs strictly after the first group received their

treatment, so we can no longer be certain that there are no spillover effects. This also means

that if we want to split the population in m > 2 groups we will need to make stronger

assumptions than assumption 5.

3.2 Estimating the total treatment effect

We have shown that α̃(t⋆ + s,N ) gives an unbiased global treatment effect when s → 0. But

we also want to say something about the total effect of the treatment, and not just the effect

at a marginal point in time. We can immediately state that there is no reason to believe that

α̃(t⋆+δ,N ) is the causal effect of the treatment when δ is large. The obvious counter-example

is given by an underlying trend caused by other variables than the treatment.

In this section we analyze the effect of a treatment for longer time periods. We assume

that the treatment effects can be restricted to the outcome within a given time interval

∆y ∈ [t, t] for y ∈ {1, 2..}. y can for example be interpreted as a year, a seasonal influenza

vaccination period or an electoral cycle. The treatment takes place in time period y = K

at time t
⋆
∈ ∆K in a population labelled j

⋆
, and the outcome variable of interest at time t
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is given by fj⋆(t). We will primarily be interested in the outcome within a given ∆y, so to

simplify the notation we will not explicitly model the outcome as a function of y. There are

M population units labelled by j ∈ {1, 2..M}, and these other M −1 units are not necessarily

suitable counterfactuals for unit j
⋆
.
13

We let ∫ tt fj⋆(t)dt be the total outcome of interest.

In the appendix we explain why ∫ tt fj⋆(t)dt and not ∫ tt⋆ fj⋆(t)dt is the most reasonable total

outcome.

3.2.1 Synthetic Control Method

We have one realized outcome for the entire population in time period ∆K and want to find

suitable units of comparison. The Synthetic Control Method (Abadie et al. (2010)) uses

other population units (j ∈ {1, 2..M}) and other time periods (K,K −1, K −2...) to estimate

treatment effect in such cases, and we can employ this method in our setting.

3.2.2 Deviation from prediction

There are also additional methods we can use because of our identification strategy. The

Synthetic Control Method does not exploit the fact that the treatment happened at a random

point t
⋆

within the time period of interest. If the treatment is effective we should not only

expect ∫ tt fj⋆(t)dt to be large, but we should also expect ∫ tt⋆ fj⋆(t)dt to be large compared to

predicted given the pre-treatment data. Using pre-treatment outcome (between t and t
⋆
)

we can predict post-treatment outcome (between t
⋆

and t). The prediction is given by f̂ ,

and the deviation from prediction is given by ∫ tt⋆ fj(t)dt− f̂ (fj(t
⋆)) for each j. This estimator

is generally correlated with ∫ tt fj(t)dt, but in section 3.3.1 we provide evidence from Monte

Carlo simulations showing that these estimators will provide different information under the

null hypothesis of no treatment effect.

13
If j is a city, then there may e.g exist M cities in a given country.
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3.3 Example: Modelling the outcome as a continuous Lévy pro-

cess

So far we have modelled the outcome variable as a continuous, stochastic process in time.

In this section we add some structure to the stochastic process to provide an example of the

underlying intuition. In particular we model f (t) as a Brownian Motion with drift, which is

the only Lévy process with continuous paths. Choosing a certain class of stochastic functions

will also enable us to simulate sample paths and construct analytical results from this class

of functions. The Brownian motion with drift is given by

f (t + s) − f (t − s) ∼ N (2µs, 2σ2
s)

At time t
⋆ − s the outcome variable is given by f (t⋆ − s). If we want to find out the

probability that f (t⋆ + s) is larger than cf (t⋆ − s), this probability is given by

P (f (t⋆ + s) > cf (t⋆ − s)) = 1 −G[ (c − 1)f (t⋆ − s) − 2µs

σ
√

2s
]

G() is here the cdf of the standard normal distribution. This is a continuous stochastic

process, so we know that there will be not large changes in very small time intervals. We

can verify that lims→0 P (f (t + s) > cf (t⋆ − s)) = 0. In a very short time interval after t
⋆

the

probability of observing a large value of f (t⋆ + s) − f (t⋆ − s) approaches zero under the null

hypothesis. This again shows that any effect in a small enough time interval will be effect

of the treatment with a large probability under the null hypothesis.

Finding f (t⋆ + δ) different from f (t⋆) for a large δ cannot necessarily be given a causal

explanation. Random noise may affect the outcome variable. Even in the case where we

should not observe an effect (µ = 0), the probability that f (t + δ) > cf (t⋆ − δ) is given by

P (f (t⋆ + δ) > cf (t⋆ − δ)) = 1−G[ (c−1)f (t⋆−δ)
σ
√
2δ

], and this expression approaches 1

2
for large values

of δ. However, we can show that the following lemma, which will be useful to separate the
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analysis into different levels of time.

Lemma 3. The correlation between f (t⋆ + s,N ) − f (t⋆ − s,N ) and f (t⋆ + δ,N ) − f (t⋆ − s,N )

approaches zero under the null hypothesis of no treatment effect when s → 0 and δ > 0 when

the outcome follows a Lévy process with continuous paths.

Proof. The correlation is given by

corr[f (t⋆ + δ) − f (t⋆ − s), f (t⋆ + s) − f (t⋆ − s)] = corr[f (t⋆ + δ), f (t⋆ + s)] =
√
min[s, δ]
max[s, δ]

We can observe that this expression approaches zero when s → 0.

The intuition is that something happening in an infinitely small time interval will not

affect the total outcome when the process is continuous. If the true treatment effect to last

for a strictly positive time, then f (t⋆ + δ) is expected to be larger than f (t⋆) if there is a

treatment effect. This implies that we have two uncorrelated treatment effects for the same

treatment, although f (t⋆ + δ) − f (t⋆) is not unbiased under the presence of spillover effects.

3.3.1 Simulation results

In the previous section we showed analytically that the effect at time t is uncorrelated with

the total effect. In this section we compare the two different total effects. We want to

investigate how much additional information that is conveyed in the deviation from the

regression prediction in addition to the total outcome. Suppose we know the ranking of

fj(t+ δ) and want to understand whether fj(t+ δ)− f̂ (fj(t)) is large when fj(t+ δ) is large. f̂

is here the predicted value for time t + δ using linear regression and the realized values at t.

The problem is analytically difficult because we have a limited set of units for comparison

and want to compare the ranking of different measures.

There are M potential comparison units (j = {1, 2..M}). We suppose M = 19 to enable

comparisons with later sections. We compute the ranking of the treated unit (j = 1) as
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R(f̃1) = ∑M=19

j=1 1f̃j≥f̃1
. We can then simulate the probability that f̃1 = f1(t + δ) − f̂ (f1(t)) is

large given that f1(t) is larger than for the other units. This probability depends on the

parameter values µ and σ.

We fix µ = 1 and analyze how σ affects the different rankings. P [R(f̃1) ≤ 1∣R(f1(t)) ≤ 1] ≈

0.3 when σ = 0.001. A small increase in σ does not lead to a large change in this probability,

but setting σ = 1 leads to P [R(f̃1) ≤ 1∣R(f1(t)) ≤ 1] ≈ 0.4. Increasing the standard deviation

to σ = 2 leads to P [R(f̃1) ≤ 1∣R(f1(t)) ≤ 1] ≈ 0.7.

A smaller σ makes it less likely that the unit with the largest outcome also provides

the largest deviation from the regression line, because the regression prediction in this case

will capture more of the trend. A small σ for this reason also implies that the sum of the

squared residuals will be smaller. The insight from this section is that the deviation from

the regression prediction for the treated unit will provide additional information depending

on the size of the deviations from the regression. In cases where the regression provides

precise predictions the deviation will be more useful as additional information. But we can

also observe that there does not exist parameter values where the two measures approximate

independence (which is given by P [R(f̃1) ≤ 1∣R(f1(t)) ≤ 1] = 1

19
) .

4 Inference using Placebo tests

The previous section shows that we may be able to estimate 4 different treatment effects. At

time t
⋆

we can estimate α̃(t + s) and also α̃1(t + s)) if we make some additional assumptions.

For the total effect we can find ∫ tt fj(t)dt and ∫ tt⋆ fj(t)dt− f̂ (fj(t
⋆)). But we will only have one

unit of observation for each effect. To evaluate the significance of the results when there is

one treated unit, Abadie et al. (2010) ask how often a larger results is obtained for other

units at other points in time. We will also use Placebo tests across time and space to evaluate

the significance of our results. There are M population units (j ∈ {1, 2...M}), and j = j
⋆

receives the treatment at time t
⋆
. Following earlier notation the treatment takes place in
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period y = K and the outcome of interest is a continuous variable within this period.

4.0.1 Placebo tests for the local effects at time t
⋆

The treatment takes place at time t
⋆

within time period ∆K . Anything happening after

t
⋆

cannot necessarily be claimed to be independent of the treatment. We can construct a

Placebo distribution in time by constructing α̃(t) for the S =
t
⋆

s
preceding time intervals, and

then rank α̃(t⋆) according to this distribution. By construction the length of each interval is

small, which leads to a large set of Placebo effects. In practice we will limit the analysis to a

set of Placebo effects close to the treatment in time. If we e.g use daily data, day t
⋆

is quite

similar to day t
⋆−1 and t

⋆−2, but as the distance in time becomes larger the ability to serve

as a counterfactual is arguably reduced. We can do the same for the effect from section 3.1.

It is random which part that received the treatment at time t
⋆

and t
⋆ + ε. Under the null

hypothesis we should not observe larger differences at the day of the treatment than on other

days. For both of these effects we have a set of S − 1 Placebo effects in time. If we believe

the M − 1 other population units serve as proper controls we can extend the distribution to

a set of MS − 1 Placebo effects.

4.0.2 Placebo tests for the total effects

The synthetic control method offers a standardized method for evaluating a policy inter-

vention in one unit by constructing a synthesized version of the treated unit from M − 1

control units with previous periods (K − 1, K − 2..) to serve as a counterfactual (Abadie et

al. (2010)). We use a similar intuition to evaluate whether the deviation from the regression

prediction is large. We can use linear regression to predict post-treatment outcome using

pre-treatment outcome for the set of M population units and K − 1 periods. Then we rank

the residual for unit j
⋆

according to this distribution.
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4.1 Comparing different rankings

We have four different treatment estimates for one treated unit that we rank according

to four different distributions. Having multiple distribution is of minor importance if the

rankings on the different distribution are highly correlated, but we have already shown that

the local effect is close to uncorrelated with the total effect under the null hypothesis for

certain probability distributions. We have also showed numerically that the two different

total treatment effects are correlated, but still contain separate information as long as the

sum of squared residuals from the regression is small.

5 A voting experiment

We want to find the effect of a voting encouragement at the population level. In particular

we want to understand whether an encouragement with a nudging text message can be used

to increase the electoral turnout. Recent experiments have shown that text messages may

have a relatively large impact on turnout (Dale and Strauss (2009); Bhatti et al. (2017b))

on the individual level. Nudges from the government have been shown to cost-effectively

solve a range of policy problems (Sunstein and Thaler (2008); Benartzi et al. (2017)). A text

message is a cheap intervention, so even a small effect may have a large impact to cost ratio.

5.1 The choice of identification strategy

Individual randomization at a small scale One identification strategy is to provide the

treatment to a small set of the population and use individual randomization. Assumption 2

then states that the outcome under control is unaffected by the treatment, so if we assume

that the treatment effect is equal for a larger treatment group this is sufficient to establish

an unbiased global treatment effect. But we have argued that the treatment effect is not

necessarily the same at the population level.
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Individual randomization at a large scale Another option is to increase the scale of

the experiment and use individual randomization at the population level (e.g. sending a

text message to more than one half of the voters). In this case there may exist a bias if the

treatment affects the non-treated units. We can use our model from section 2.2 to evaluate

the importance of this bias given the parameter values in a voting setting. We suppose the

bias is linear, which means that f0(k) = (1 − a)f0. The turnout in Norway is approximately

given by f0 = 0.8, and a typical effect of a voting encouragement is given by α = 0.02.

Experimental studies (e.g Bond et al. (2012)) clearly suggest that encouragements spread

within close relations. Suppose the control units are exposed to half the treatment effect.

Then the size of the bias will be 2

3
of the observed effect. Alternatively, suppose a small

share a = e of the voters are affected by Experimenter demand effects, and choose not to

vote if assigned to control by the government. Then the relative importance of the bias is

given by y = 0.8e

0.02+0.8e
. So if one percentage of the voters are affected by this effect the relative

importance of the bias is y = 0.29. If 2.5% of the voters are affected by Experimenter demand

effects the bias will be as large as the expected true effect. Although the direction of the

bias is ambiguous our setting is particularly vulnerable to such effects because we expect a

low true treatment effect and a large outcome for the non-treated.

Randomization in time This may be a setting that is suitable for randomization in time.

We have argued that we are able to measure both the treatment and the outcome precisely

in time, and we also argued that the treatment effect may be close to instantaneous.

5.2 Experimental design

We cooperated with the local government of Bergen, Norway in a project aiming to increase

the electoral turnout in the 2017 Parliamentary Election. The local government has access

to a database containing the mobile phone number of the voters. Norway has introduced

electronic registration of votes in some municipalities. The voters still use the paper ballot,
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but their voting is registered electronically. The time and date of the casting of the vote is

linked with the personal information in a database (importantly the content of the vote is

anonymous and not registered anywhere). Using individual randomization researchers must

match the voting record with the recipients of the encouragement on the individual level.

We do not want, and we do not need, identifying data. Rather we only gather information

about the electoral district and timing of each vote.

The sender of the text message was the local government of Bergen, represented by its

politicians. This sparked controversy in the media.
14

The government rarely sends official

text messages and e-mails to the citizens, and it was argued that the encouragement to vote

interfered with political neutrality. But there was no media coverage until after the election,

so this did not interfere with our treatment.

5.2.1 Timing of the message

The timing of the intervention is not trivial. Previous research indicates that the encour-

agement is more effective close to the election day (Dale and Strauss (2009); Bhatti et al.

(2017b)), so this considerably limits the set of possible intervention days. Nickerson (2007),

Panagopoulos (2011) and Murray and Matland (2014) find that mobilization in the last

week before the election is most efficient in increasing turnout. We randomly chose one of

the days in the later half of last week before the election, which turned out to be Friday

(8th of September, 2017). This was the last day of early voting, so it can argued that some

of the effects we find are last-day-of-early-voting-effects. However, if there are interference

effects of voting then future voting will not be independent of past voting. Assume we sent

out the text messages one day earlier (Thursday rather than Friday). Finding that voting

on Friday exceeds voting on Thursday would not necessarily imply a non-effect- it could also

be the case that the increase in votes on Friday is a function of the treatment on Thursday.

No observations after the treatment can be interpreted as independent of the treatment in

14
See e.g. Bergens Tidende 14.09.2017 and 19.09.2017 or Dagsnytt 18 19.09.2017
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the presence of network effects, which makes the choice of day of treatment less important.

5.2.2 Measuring vote shares

There are at least two different measures of vote shares. In city j with V
j

voters and a number

of votes V
j
s at time t = s the vote shares can be computed according to v

j
s =

V
j
s

V j−∑t=s−1
t=0 V

j
t

or

v
j
s2 =

V
j
s

V j . In the main section of the paper we choose the first measure as this can be

interpreted as more relevant for explaining effects at time s given the large heterogeneity in

early voting patterns. Suppose e.g 80% of voters in city a have voted before time s and then

an intervention mobilizes the last 20 % of voters at time s. Using the second measure the

turnout at time s will be equal to city b where no-one voted before s and 20% votes at time

s. In the appendix we repeat the analysis using vote share measure v
j
s2.

15

5.3 Data

For comparison we throughout this paper use the set of the 19 largest Norwegian cities.
16

We included all cities with a metropolitan population exceeding 30.000 per 01.01.2017, using

data from SSB.
17

The cut-off was determined using the following rule. Suppose we rank all

cities in Norway after population. The largest city of Oslo has V
1

voters and the second-

largest city of Bergen has V
2
. A natural cut-off point (M

⋆
) is where the population difference

between two adjacent cities is maximized, conditional on the set of cities being larger than

a minimal set (M).

M
⋆
= argmax V

M
− V

M+1

s.t M ≥M

15
We will find that the choice of vote share measure does not impact our results.

16
Some of the cities constitute common metropolitan areas, but we still treat these cities as separate

units.
17

The data is available at ssb.no/befolkning
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If we want more than M = 8 cities then the difference is maximized at M
⋆
= 19. Choosing

such a cut-off point is to some extent arbitrary, but ultimately the set of comparison cities

will not be important. In the appendix we show that our findings do not depend on the

cut-off.
18

We also make comparisons across time. We use electoral data from the Norwegian Direc-

torate of Elections and SSB.
19

For aggregate election results we use data from the past six

elections (going back to 1997). Parts of our analysis requires daily (or hourly) voting data

that are not publicly available, and we only have access to these data for the 2017 election.

Norway uses a Proportional Representation (PR) electoral system, which implies that

roughly speaking voters have an equal probability of being pivotal across different cities and

regions. The PR system also ensures that electoral incentives are stable across time, which

means that we can make comparisons across both time and space.
20

6 Results from the experiment

We will present the results on several levels. We can show that the turnout in Bergen

was unusually high in 2017. We can also show that the turnout after our encouragement

was higher than predicted from the number of voters before the encouragement, and that

Bergen mobilized unusually many voters on the day of the treatment. Within the day of the

treatment the turnout in Bergen was unusually high after the treatment. Then we will show

that the turnout increased earlier in the first group that received the encouragement. In the

appendix we split the dataset into independent subsets and find that the same relations hold

within these subsets, and we also find that the same happens when we use a smaller sample

of comparison cities. Then we move to the question of why a text message may affect the

18
In the appendix we only include cities with a population above 50.000 (a total of 10 cities) and find

that our results will hold in equal strength.
19

The data is available at ssb.no/statistikkbanken and valg.no.
20

Even the largest party gains from more votes unless it gets a majority of the seats in Parliament, but
this has not happened since 1957.
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turnout. The text message focusing on descriptive social norms did not have a larger effect

than the non-social text message. We also use survey data showing that voters appreciated

the informational content of the text message, which may suggest that the text message had

an effect as a source of information. We also analyze whether the vote shares were affected

by the treatment. Comparing changes in vote shares before and after the text messages with

other cities and Bergen in previous elections we do not find any evidence indicating that the

text messages influenced the vote shares.

6.1 Treatment effects at time t
⋆

We can observe that the turnout on treatment day in Bergen prior to the time of the

treatment looks similar to the day before. After the text messages were sent out the turnout

increases relative to the previous day. This is shown in figure 1.

Figure 1: Hourly turnout in Bergen at day t
⋆

and t
⋆ − 1

Every voter had received a text message by 11:30 AM, and the text messages were sent

out continuously in the hours between 08:30 AM and 11:30AM. We can compare the voting

at day t
⋆

with the day before (t
⋆ − 1). From proposition 3 we know that α̃(t⋆ + s,N ) is an

unbiased estimator of the treatment effect at t
⋆

when s is small.
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6.1.1 Placebo tests using hourly voting data

Figure 1 shows that voting increased in Bergen in the hours following the text message

compared to the previous day, but this graph does not capture underlying time trends. Such

trends may occur if turnout increases everywhere between these two days or if there are hour-

specific effects for Bergen, e.g. if voting stations are situated such that after-work-voting is

more convenient. We can compare this difference with our cities and other days to answer

whether the change in vote share between these two days is large. Splitting the votes cast on

a given day in two time intervals (before 10:00AM and between 10:00AM and 04:00PM) we

can compute the change in voting between two following days. Using the sample of 19 cities,

two time intervals and the five days prior to the treatment gives us a set of 152 Placebo

effects. The change in Bergen between the treatment day and the day before is the second

largest of these 152 effects. The difference between the morning of the treatment day and the

previous morning is ranked as the 85th largest difference, while there are 30 daily changes

that are larger than the change in the treated unit between the day prior to the treatment

and the day before.

The increase in voting between the treatment day and the day before was larger than

previous changes for Bergen. We can compute the change in votes for each of the ten 30-

minutes-intervals between 11:00AM and 04:00PM between day t
⋆

and t
⋆−1. We can observe

a large jump in voting from day t
⋆ − 1 to t

⋆
in all these periods. In each of these 10 intervals

the increase in voting between day t
⋆

and day t
⋆ − 1 is larger than for all of the other 24

daily differences. To check whether this is just a reflection of an exponential time trend we

can check if the same pattern holds using morning data. Pooling voting before 11:00AM we

can observe from figure 1 that t
⋆

and t
⋆ − 1 are similar. Of all 25 daily differences we can

observe that 18 are larger than our treatment estimate.

For each hour we compute the vote share in Bergen, and subtract the average vote share

for the other cities for this hour. Then we compare this adjusted vote share at the day of

the treatment with previous days in the same week, which gives us a distribution of N1 = 40
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Table 1: Ranking of hourly vote shares for Bergen

Time Mon Tue Wed Thur Fri

9 32 36 34 33 30
10 31 39 38 37 40
11 29 24 8 2 12
12 35 28 16 15 3
13 19 14 7 11 5
14 22 27 18 20 6
15 25 10 21 17 4
16 23 26 13 9 1

hourly effects for Bergen.
21

Five of Bergen’s six best hours in that week- relative to the average of other cities- were

the hours after the encouragement. The weekly ranking of hours is shown in table 1. This

analysis shows that the high turnout in Bergen after the text message is hard to explain with

an underlying time trend. Table 1 shows a weak tendency for Bergen to perform relatively

worse in the morning, but the tendency is much stronger on the day of the treatment (Friday)

than other days.

6.1.2 Placebo tests using daily voting data

In this section we think of t
⋆

as the day of the treatment. We use Placebo tests to investigate

whether the effect in Bergen on the day of the treatment was large. Of all N1 = 26 days of

early voting in Bergen the day of the intervention is the day where Bergen mobilizes most

voters compared to the average turnout on that day.

We also extend the analysis and compare all M = 19 cities for all 26 days of early voting.

This provides us with a set of MN1 − 1 = 493 Placebo observations. We rank Bergen at

the day of the text message according to this distribution. It only happens 4 times that a

city mobilizes more voters relative to the daily average than Bergen did on the day of the

treatment.

21
We only use the week before to get enough observations for each unit- during the first weeks of early

voting there are smaller cities that observe entire hours without voting.
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6.2 Other treatment effects at time t
⋆

The previous section analyzed Bergen as one unit, but in this section we will observe whether

the marginal variation of the timing of the treatment affected turnout. We compute the

difference in early morning voting between the two groups on a given day (t
⋆ + s) and

compare with the day before (t
⋆ − s) to get α̃1(t⋆ + s,K). From proposition 4 we know that

α̃1(t⋆ + s,K) may be an unbiased estimator as long as s → 0. Half the districts of Bergen

(group 1) received the text message and e-mail somewhere between 08:30 AM and 09:30

AM. The other half (group 2) received the message between 09:30AM and 11:30AM. We

have showed that we only need to make weak assumptions in order to rule of interference

in this case within this short time interval as the two groups are geographically separated.

If the encouragement was influencing turnout, we would expect the first recipients to vote

more early in the day of the treatment. We would also expect the difference to be larger on

the day of the treatment than on other days, given that the timing of the encouragement

was randomized.

Defining early morning votes as votes cast before anyone in the second group had received

a message (09:30AM) we count 86 and 62 votes in group 1 and group 2 on the day of treatment

(27 and 42 the day before). The difference-in-difference estimate given by α̃1(t⋆ + s,K) =

(86 − 27) − (62 − 42) = 39 in favor of group 1 is also larger than all other days. Of the other

24 daily difference-in-difference estimates for Bergen the second largest estimate in favor of

group 1 is 15. Defining such a threshold for early votes is somewhat arbitrary, so table 7

compares the voting in the two groups throughout the day of the treatment. The group that

received the first text message voted more until 12PM, while the opposite pattern is observed

in the afternoon. This result holds regardless of which measure we use for vote share. We can

compute the difference in the hourly vote shares (v
1
s − v

2
s), the hourly difference in number

of votes (V
1
s − V

2
s ) or the cumulative difference and find the same pattern.

22
This is shown

22
The reason for why we construct distributions of v

1
s − v

2
s rather than α

t
1 is that opening hours of polling

places are different during weekends. Some Sundays the polling places are closed, which implies that the
DiD estimator will be biased in favor of Mondays.
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in table 7.

Table 2: Hourly voting distribution within Bergen

Time V
1
s V

2
s V

1
s − V

2
s Cumulativ diff. v

1
s − v

2
s

9 51 37 14 14 0.0003
10 108 71 37 51 0.0007
11 481 476 5 56 0.0002
12 683 664 19 75 0.0004
13 618 705 -87 -12 -0.0015
14 612 668 -56 -68 -0.0010
15 654 701 -47 -115 -0.0008
16 605 690 -85 -200 -0.0016

We could suspect these voting patterns to be causes by other variables (for example if

polling places for the second group are located such that after-work-voting is more conve-

nient). We construct a Placebo distribution for all 26 days of early voting to analyze whether

the effect is large at t
⋆
, or if this is a reflection of systematic daily differences between the

groups. We compute the vote share measures from table 7 for each of the 26 days of early

voting and rank the difference on the day of the treatment according to this distribution.

The ranking is displayed in table 8. There is no other day of early voting where the difference

in voting in the morning is so large in favor of group 1. Around midday the second group

starts to mobilize many voters relative to group 1, and this difference is also unusually large.

There are no other days where the afternoon difference between the two groups is as large

as on the day of the treatment.

Table 3: Rank for group 1 among 26 days of early voting

Time V
1
s − V

2
s Cumulative diff. v

1
s − v

2
s

10 1 1 1
11 16 6 3
12 8.5 7 6
13 26 22 23
14 24 24 24
15 26 25 25
16 26 25 26
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6.3 Estimating the total treatment effect

In this section we will analyze the aggregate turnout level in our treated unit, which means

that we want to analyze the sum of votes in Bergen (unit j
⋆
) between the first day (t) and last

day of voting (t) in the election of 2017 (period K). We only have one data point for this unit

given by ∫ tt fj⋆(t)dt, so we must use some form of comparison across time or space with units

that may or may not serve as proper counterfactuals. We can generally compare our treated

unit with previous elections (K − 1, K − 2, ..) or other cities (j ∈ {1, 2..M}). The turnout in

Bergen increased with one percentage points (from 81.1% to 82.1%) between 2013 and 2017,

while the average turnout in the other 19 cities dropped with 0.3 percentage points. A naive

difference-in-difference estimate (δ
2017−2013
i ) comparing Bergen and the national city-average

is then given by 1.3 percentage points. Bergen observed the highest increase in turnout of

any of the 19 cities in our data set between 2013 and 2017, and hence Bergen also provide

us with the largest difference-in-difference estimate. Including data from the previous past

six elections means that we can measure 95 different difference-in-difference effects, and only

4 of these effects are larger than the effect for Bergen between 2013 and 2017. It is hard to

give this estimate a causal interpretation as the parallel trends assumption is unlikely to be

satisfied. The average city is not necessarily a suitable comparison for Bergen without our

encouragement, but we can synthesize a more suitable comparison unit.

6.4 Synthetic Control Method

The synthetic control method offers a standardized method for evaluating a policy interven-

tion by constructing a synthesized version of the treated unit to serve as a counterfactual

(Abadie et al. (2010)). We use the set of the M = 19 largest cities in Norway as the pool

of donors. We chose to match cities based on variables that the literature identifies as im-

portant for explaining turnout (education level, wage, the share of poor voters) as well as

population and prior turnout. The choice of variables for matching is to some extent ar-

bitrary, so for robustness we later change the set of variables and show that this does not
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affect our estimates. We choose not to match on all pre-intervention outcomes (Kaul et al.

(2015)). The synthesized version of the treated unit is then chosen to minimize some differ-

ence between the treated and synthesized unit prior to the intervention. There are various

differences to minimize, but we use a regression-based method that is used as default in the

Synth package developed for Stata.
23

Using aggregate turnout for the 19 cities and past six

elections (K = 6) we get a total of MK = 114 Placebo effects.

6.4.1 Identifying assumptions

We can observe that the developments in Bergen and synthesized Bergen are relatively

similar prior to 2017. In the pre-treatment period the dynamics in turnout in synthesized

Bergen follow the actual turnout.
24

Generally there is a positive correlation in turnout rates

in Norwegian cities.
25

We can note that an increase (decrease) in turnout in Bergen is

associated with an increase (decrease) in turnout in the synthesized versions in all elections

before 2017.

6.4.2 Bergen vs synthetic Bergen

Between the 2013 and 2017 election turnout decreases in the synthesized version while the

actual turnout increased. The SCM estimate is given by 2.26 percentage points. Figure 2

compares the actual turnout in Bergen with the turnout in the synthetic version across the

past 6 elections.

6.4.3 Placebo tests across space and time

We use the other Norwegian cities as Placebo tests by constructing synthesized version of

these cities (removing Bergen from the pool of donors).
26

Then we estimate the Placebo

23
This package can be found at https://web.stanford.edu/ jhain/software.html

24
The weights for turnout in the synthesized version of Bergen are Trondheim (0.451), Toensberg (0.406),

Oslo (0.141) and Sandnes (0.02).
25

This is maybe not surprisingly given that the proportional election rule makes the electoral incentives
roughly similar across cities

26
The synthesized version of Oslo e.g. consists of Trondheim (0.648) and Drammen (0.352)
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Figure 2: Bergen vs synthesized Bergen

treatment effect for each city in the donor pool and compare with the effect for Bergen.

The treatment effect for Bergen is larger than for the 18 other cities, indicating a p-value of

1

18
. We extend the Placebo analysis to a dual analysis in time and space by comparing the

treatment effect of Bergen in the 2017 election with the Placebo effects in the previous five

parliamentary elections for our set of 19 cities.
27

We do not find any city in either of the

MK = 114 city-years that give us a treatment effect as large as Bergen in 2017, as shown in

figure 3.

As an additional robustness test we ran five more models where we excluded each of the

four covariates and pre-treatment outcome before 2013. This only has minor effects on the

size of the treatment effect, which lies between 1.6 and 2.3 in all specification of the model.

6.5 Deviation from prediction in post-treatment turnout

We have established that the turnout in Bergen was unusually high in 2017, but our encour-

agement can only affect the votes cast after the treatment. If the treatment has an effect,

27
These were held in 1997,2001,2005,2009 and 2013
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Figure 3: Placebo effects

we have argued that the turnout after the time of the treatment (t
⋆
) should be higher than

predicted using pre-treatment data. We use linear regression to predict post-treatment out-

come.
28

We compute ∫ tt⋆ fj(t)dt − f̂ (fj(t
⋆)) for each of the cities. Early voting has increased

in Norway over the past decades. We therefore choose to split the analysis in this section

into two parts. We can choose to pool data from the previous six elections, which give us

MK = 114 different effects. But we can also choose to use only data from the previous

two elections to avoid the issues concerning changes in voting patterns, which reduces the

set of observed effects to 38. In either case our treated unit shows a large deviation from

the regression line. Bergen in 2017 shows the largest deviation from the regression line of

all 38 city-years, while Bergen has the second largest deviation in the set of 114 city-years.

This shows that Bergen did not only mobilize unusually many voters in 2017, but Bergen

also mobilized unusually many voters after the treatment compared to the prediction using

pre-treatment data.

28
In the appendix we show that the relation between pre- and post-treatment voting is negative and

strong, with a correlation coefficient given by −0.66. The distribution and ranking of deviations from the
predictions for all cities and election are also shown in the appendix.
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6.6 Correlation between different measures

We have shown that although the deviation from the regression line is not independent of

the total effect, it will provide additional information. Figure 4 shows this within our sample

of 38 cities. Cities with higher turnout also tends to outperform the prediction, but a city

can also have high turnout due to much early voting, and hence the relation is not strong.

We can observe the unit of Bergen in 2017 in the north-east corner of figure 4 providing the

largest effect on both measures.

Figure 4: Relation between Synthetic control effect and deviation from regression

6.7 Size of the effect

So far we have been trying to establish a relationship between the encouragement and

turnout. In this section we will compare the estimates of the size of the effect. We have a

range of different estimates using different methods and different data. The difference-in-

difference estimates using the full sample gives an effect of 1.31 percentage points, while the

effect is 2.16 percentage points using the reduced sample. The effect in the main specifi-

cation using the Synthetic Control Method is 2.26 percentage points. We removed each of

the covariates resulting in five model specification where the effect lies between 1.6 and 2.3
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percentage points. Using the 10-city-sample this treatment effect is 1.91 percentage points.

The linear regression predicts a treatment effect of 3.1 percentage point (the predictions

remain unchanged when restricting the sample of comparison cities).

6.8 Underlying mechanisms

We also want to understand why a text message can increase the electoral turnout. As

previously explained there are two main arguments for why such an encouragement can have

an effect on turnout. The social connectedness theory compare voting mobilization to an

invitation to a party and argue that the effect is stronger if others also attend the party

(Gerber and Rogers (2009); Green and Gerber (2015)), but it has also been claimed that

voting mobilization simply works as a provision of information. The noticeable reminder

theory (Dale and Strauss (2009)) argues that a reminder of the election can be sufficient to

mobilize voters. It is difficult to disentangle the mechanisms underlying voting decisions.

We use two different strategies to investigate the underlying mechanisms. We gave half

of the voters a text message with a social content, while the others received a non-social

content. If the effect of a text message is through descriptive social norms we would expect

the social content to have the largest effect. To test the noticeable reminder theory we can

simply ask people about their opinion of the informational aspects of text message. We will

present results from two surveys conducted at different points in time eliciting beliefs about

the text message as a source of information.

6.8.1 The effect of a text message with social content

19 of the 38 electoral areas received a text message using descriptive social norms to encourage

voting.
29

The text message contained the (truthful) message that a majority of the people

in Bergen vote, and that the turnout is higher in Bergen than in Trondheim and Oslo.

The other half of the electoral areas received a non-social content. We divided the city

29
These were the same areas that received the early text message.
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by electoral districts along geographical lines (to minimize the network effects), but forcing

covariate balance we must use caution when evaluating the effect. The turnout before and

after the intervention in the two groups is shown in table 4.

Table 4: Turnout rates before and after the treatment

Group1 Group2 Difference

Before 0.3671 0.3714 -0.0043
After 0.4478 0.4543 -0.0065

We do not have a set of comparison cities in this setting, so we construct hypothetical

comparison units by using Monte Carlo simulation. We divided the 38 electoral districts

into two groups deliberately balancing on presumably important covariates. To be able to

compare the estimates we do the same in our simulation.

There are K electoral areas and areas k ∈ {1, 2...k̂} belong to group 1. We compute

the share of votes in Bergen cast in one of these areas before and after the treatment. The

difference, given by νtrue, is positive if group 1 mobilizes relatively more voters after the

treatment. It suffices to find νtrue for group 1, as this measure for group 2 will equal −νtrue.

νtrue =
∑S

t=s∑k̂

k=1 Vtk

∑S

t=s∑K

k=1 Vtk
−
∑s−1

t=1 ∑k̂

k=1 Vtk

∑S

t=s∑K

k=1 Vtk

The true effect is given by:

νtrue =
48332

98726
−

31873

64446
= −0.005

Then we draw a random set of areas k̃ as a simulated group 1 and K − k̃ as group 2. We

want the two groups to be balanced in terms of education (xe) and previous turnout (xt),

so we only keep the simulations that ensure balance. We only use the simulations where the

covariate difference between the two groups is smaller than ξ.

∣xi(k̃) − xi(K − k̃)∣ ≤ ξ
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We simulate 100.000 allocations and compare the estimates with the absolute value of

νtrue. The average simulated effect (in absolute value) is given by 0.0096, which is twice

as large as the real effect. If we want almost complete balance (ξ = 0.01) only 2 % of the

simulation will satisfy the requirement. But within this sample 66% simulations will provide

us with larger treatment effects than the true effects. A relaxation of the balance restriction

(ξ = 0.05) increases the share of treatment effects larger than the true effect to 67%.

These results do not indicate that the two messages had different effects on turnout, and

may suggest that the social aspects are less important for explaining why a text message may

increase turnout. Importantly, we do not claim anything about the effect of social factors

on voting. We just suggest that the effect of a text message on turnout may be through

other channels, which perhaps should not be too surprising given that text messages is a

non-personal form of communication.

6.8.2 Survey results about the informational content of the text message

A post-election survey was made by Respons Analyse on behalf of the municipality of Bergen,

using a representative sample of the population in Bergen (n = 600). Asking people whether

the informational content of the text message affected their voting will arguably not lead

to precise answers. Rather the survey asked people how they wanted to receive information

about elections and other important public events. If the text message works as a provision

of information we would expect people to want to receive such information through text

messages. Multiple informational sources were listed as alternative sources about informa-

tion (e.g newspapers, webpages and billboards). 41% wanted to be informed through text

messages, and this is more than for any other source of information. We cannot directly

link this number to our encouragement. But a similar survey was conducted some months

prior to the election (using a different representative sample), and then only 4% wanted

information through text messages (from the same set of alternatives). This may indicate

that receiving this particular text message make the people more positive to receiving such
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informational text messages.

Figure 5: Share of voters preferring information through a text message before and after the
treatment

A necessary condition for a text message to act as a noticeable reminder is that peo-

ple notice the message. The survey asked people (two months after the election) whether

they remembered receiving a text message. 44 percent answered that they remembered the

text message. This is a larger share than for other informational sources (e.g newspaper

advertising, billboards and information through social media).

6.9 Who are encouraged by the text message?

We do not have any causal evidence about which groups of voters that are affected by the

treatment, but we can analyze how different demographic groups answer the survey. We can

observe a clear tendency for voters above 60 years to be less interested in text messages as

a source of information about the election, while the interest in e.g personal mail is similar

across the age groups, as shown in figure 6. While 45% of people below the age of 60 wanted

information through text messages, only 25% above 60 preferred this source of information.

We observe the same patterns when asking about whether people remembered the text

message. 50% of the people younger than 60 years remembered the text message, while
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the share for people above 60 is given by 27%. More people above 60 years remembered

information about the election in newspaper advertisements, as shown in figure 7. This

may indicate that the effect of a text message on turnout is strongest among young voters -

although we cannot causally establish such an age effect. Otherwise the answers are relatively

similar across most segments of the people. Women and men have similar preferences about

the message, and so do people with high and low income and education and voters across

the different parts of the city.

Figure 6: Share of voters preferring information through a text message and personal com-
munication.

6.10 Effect on vote shares

In this part of the paper we will investigate how our intervention affected the vote share

of the different parties. Voting is anonymous in Norway, but the early votes are counted

separately from the votes cast on election day, so we can compare these vote shares across

cities and elections. However, our intervention took place during the last day of early voting,

so the votes that were mobilized immediately are listed as early votes.

The vote share for each party p ∈ {1, 2...P } at time {b, a} in election-year y in city i is

given by v
ti
p .
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Figure 7: Share of voters remembering the text message and electoral advertisements in
newspapers.

ζ
i
p = ζ

i,y
p = v

a,i,y
p − v

b,i,y
p

To simplify the notation we drop the y superscript. If ζ
i
p = 0 it means that party p gains

the same share of votes for the early voting and the electoral day in city i. Observing ∣ζ ip∣ ≠ 0

for Bergen in 2017 does not indicate much about the magnitude of the effect. But we can

compare the observation with earlier elections and across different cities as we did in the

previous sections to evaluate whether the effect is large.

If an encouragement affects the vote share for party p we would expect ζ
i
p to differ from

zero, but which differences from zero that are most relevant is not obvious. There are

currently eight parties represented in the Norwegian parliament (P = 8). We compute the

average squared deviation between the vote shares before and after the treatment (ζ
i
var =

1

P
[∑P

p=1(ζ
i
p − ζ

i)2]). If the intervention had disproportionately large effects on one party, this

would also indicate a large effect, so we also compute the largest deviation in absolute value

(ζ
i
max = max[∣ζ i1∣, ∣ζ i2∣.....∣ζ iP ∣]) for the eight parties. We can also think that the intervention

only affected one of the two major parties, so we also look at the absolute value of these
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deviations separately (∣ζ iAP ∣, ∣ζ iH ∣).

6.10.1 Placebo tests across time and space

We can then repeat our analysis across time and space, but changing the measure from

turnout to one of our four measures for vote share. The question to be answered is whether

ζ
i

is large for Bergen. For the 18 cities over 4 elections we compute 72 different estimates

for each of our four measures and then we compare the estimate for Bergen in the 2017

election with the other estimates. The ranking is summarized in table 5. We can observe

that the deviations between the early voting results and the results on the electoral day do

not appear to be large in Bergen compared to the other cities and the other elections.

Table 5: Ranking of deviations between early and election day voting

Difference in Bergen Average difference Ranking (of 72 city-elections)

ζvar 0.001 0.01 46
ζmax 0.02 0.08 36
ζap 0.008 0.07 58
ζh 0.005 0.07 64

6.10.2 Difference-in-difference

The previous part assume that the within-campaign-distribution of votes is unchanged be-

tween elections, but what if one party in Bergen tends to mobilize more voters on the day

of elections? We here provide a difference-in-difference estimate, comparing the deviation

between the election day and early voting the same deviation for the previous election (ζ
i,∆y

p ):

ζ
i,∆y

p = ζ
i,y
p − ζ

i,y−1
p

With eight parties, 18 cities and four elections this means we have 432 different estimates

of ζ
i,∆t
p .

Table 6 shows the ranking of this measure for each party in Bergen. We can observe
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Table 6: Difference-in-difference ranking for Bergen

Party ζ
2009−2005

ζ
2013−2009

ζ
2017−2013

Ap 414 324 138
FrP 52 197 331
Hoyre 83 25 226
KrF 319 204 376
SP 344 383 288
SV 150 156 328
V 165 137 222
MdG 423 306 370

from table 6 that there has not been any large changes in deviations for Bergen between the

last two elections. This also indicates that our encouragement did not affect the electoral

outcome.

6.10.3 Further tests for effects on vote shares

We also use the Synthetic Control Method changing the dependent variable from turnout

to each of the four vote share measures above. We do not find any evidence of differences

between Bergen and synthesized Bergen. This test is elaborated in the appendix.

7 Conclusion
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Appendix A. Further robustness analysis

Changing the set of comparison cities

The set of comparison cities is to some extent arbitrary. In this section of the paper we set

the cut-off to 50.000 and repeat the analysis from the previous sections.

Difference-in-difference The difference-in-difference estimate (δ
2017−2013
i ) increases to 2.16.

This is the largest effect in our pool of 50 observations (the second largest effect is 1.66).

Small cities tend to have a larger variation, so it should not be surprising that removing

smaller cities will make the change in Bergen relatively larger.

Synthetic Control Method The estimated effect from the Synthetic Control Method is

now 1.66 No other city in the 2017 election provides us with a larger effect, but 2 larger

effects are observed for previous elections, as shown in table 8.

Figure 8: Placebo effects in smaller sample

Deviation from linear regression We predict vote shares after the treatment on prior

vote share for our 10 cities in the past two elections. Of the 20 observations Bergen in 2017

shows the largest positive deviation from the regression prediction /this holds for both our

vote share measures (v
i
s and v

i
ps).

Daily voting data Using daily voting data we also get similar results. There are no other

days where Bergen mobilizes more voters (relative to the 10-city average) than on the day

of treatment. Extending the Placebo tests to other cities it happens 3 times (of 220 city

days) that a city mobilizes more potential voters- relative to the average- than Bergen on

the treatment day.
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7.1 Changing vote share measure

In this section we repeat the analysis, but change the vote share measure from vs to vx.

7.1.1 Hourly voting data

Figure ?? shows the same difference between the treatment day and the day before

Figure 9: Hourly turnout in Bergen at day t
⋆

and t
⋆ − 1

7.1.2 Placebo tests using daily voting data

Changing the vote share measure to v
i
x does not change the picture much - seven of 493 times

does it happen that the vote share of a city relative to the daily average exceeds Bergen on

treatment day.

7.1.3 Other treatment effects at time t
⋆

Here we add the other other vote share measure vx, and can show that the same results hold.

7.2 More hourly Placebo tests

We compute the hourly vote shares in the week surrounding the intervention (N2 = 40 hours)

for the M = 19 cities, and we adjust for the average number of votes for that hour. This

gives us a set of MN2 − 1 = 759 different Placebo effects. We can then rank Bergen after the

intervention according to this distribution. Table 9 displays the ranking of Bergen for the

different hours on the day of the treatment for vote share measure v
i
x.
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Table 7: Hourly voting distribution within Bergen

Time V
1
s V

2
s V

1
s − V

2
s Cumulativ diff. v

1
x − v

2
x v

1
s − v

2
s

9 51 37 14 14 0.0001 0.0003
10 108 71 37 51 0.0004 0.0007
11 481 476 5 56 0.0001 0.0002
12 683 664 19 75 0.0003 0.0004
13 618 705 -87 -12 -0.0007 -0.0015
14 612 668 -56 -68 -0.0004 -0.0010
15 654 701 -47 -115 -0.0003 -0.0008
16 605 690 -85 -200 -0.0007 -0.0016
24 893 1050 -157 -357 -0.0014 -0.0030

Table 8: Rank for group 1 among 26 days of early voting

Time V
1
s − V

2
s Cumulative diff. v

1
x − v

2
x v

1
s − v

2
s

10 1 1 1 1
11 16 6 12 3
12 8.5 7 6 6
13 26 22 24 23
14 24 24 24 24
15 26 25 25 25
16 26 25 26 26
24 26 26 26 26

Appendix B. Deviation from regression prediction

Table 10 shows that Bergen deviates more from the prediction from the linear regression

than any other city in the two previous elections. Bergen is shown in the first row.

Appendix C. Correlation between early and later voting

There is a negative correlation between the share of people casting an early vote and the

share of votes in the later stage of the electoral campaign. Pooling data from the 2013

and 2017 election we found the correlation between early voting and electoral day voting

to be remarkably strong (-0.97) in Norwegian cities, which is shown in figure 10. This has

several implications for our analysis. Most importantly we cannot compare post-treatment

vote share across cities to find the effect of the encouragement. Rather we choose to predict

post-treatment vote share using linear regression and then compare deviations from the

predictions.
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Table 9: Ranking of vote share in Bergen compared to national average

Time Ranking of Bergen

8-9 277
9-10 481
10-11 65
11-12 20
12-13 29
13-14 45
14-15 21
15-16 4

Figure 10: Turnout on Election Day compared to early voting

Appendix D. Effect of encouragement on vote shares

Synthetic Control Method

If we believe that all the other cities to be unsuitable as control units for Bergen, we can

try to construct a better counterfactual. We again use the synthetic control method, but we

change our dependent variable from turnout to each of the four measures above. Regardless

of the measure we do not find any significant differences between Bergen and the synthesized

version of Bergen, and for 3 of 4 measures the difference between early and voting day vote

shares is smaller for Bergen than for synthetic Bergen. The findings are summarized in table

11.

Appendix E. Division of the city

We wanted one part of the city to receive the text message before the rest of the city to

observe the effects on the hourly voting data. To minimize network effects we divided the

city of Bergen in two geographic areas (deliberately balancing on presumably important

covariates such as previous turnout, education, population size and political affiliation) and
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Table 10: Deviation from regression prediction

v
ib
s v

ia
s v

ia
ps Residual (v

ib
s ) Residual (v

ia
s ) Ranking Ranking

0.381 0.437 0.707 0.031 0.050 1 1
0.311 0.492 0.713 0.023 0.036 5 4
0.298 0.462 0.659 -0.017 -0.021 28 28
0.197 0.593 0.739 0.024 0.030 4 5
0.161 0.612 0.729 0.011 0.010 12 13
0.166 0.593 0.711 -0.003 -0.007 21 23
0.238 0.532 0.698 -0.001 0.001 18 17
0.209 0.569 0.719 0.010 0.014 13 12
0.346 0.434 0.664 -0.002 -0.002 20 20
0.140 0.639 0.743 0.019 0.018 6 10
0.233 0.533 0.695 -0.004 -0.003 22 21
0.302 0.507 0.726 0.031 0.047 2 2
0.401 0.366 0.611 -0.023 -0.041 32 35
0.309 0.497 0.719 0.027 0.042 3 3
0.438 0.350 0.622 -0.006 -0.019 24 27
0.252 0.521 0.697 0.001 0.004 15 16
0.388 0.414 0.677 0.014 0.022 10 9
0.362 0.398 0.623 -0.025 -0.039 34 34
0.212 0.574 0.729 0.019 0.024 8 7
0.205 0.547 0.688 -0.015 -0.019 27 26
0.221 0.520 0.668 -0.028 -0.034 35 33
0.281 0.486 0.675 -0.009 -0.010 25 24
0.237 0.533 0.698 -0.001 0.000 19 18
0.219 0.562 0.720 0.013 0.017 11 11
0.186 0.598 0.734 0.019 0.022 7 8
0.348 0.416 0.639 -0.019 -0.027 29 30
0.350 0.423 0.650 -0.011 -0.015 26 25
0.350 0.451 0.693 0.017 0.027 9 6
0.310 0.473 0.686 0.004 0.009 14 14
0.299 0.480 0.684 0.001 0.004 16 15
0.165 0.598 0.716 0.001 -0.002 17 19
0.148 0.591 0.693 -0.022 -0.030 31 31
0.334 0.424 0.636 -0.024 -0.034 33 32
0.201 0.561 0.703 -0.004 -0.005 23 22
0.170 0.560 0.674 -0.033 -0.042 36 36
0.194 0.552 0.685 -0.020 -0.025 30 29
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Table 11: SCM on vote shares

Treatment effect p-value
ζvar -0.000140 0.59
ζmax -0.000192 0.65
ζap 0.000039 0.35
ζh -0.000008 0.41

Table 12: Covariate balance

Group1 Group2
Higher education 37.6 36.7
Turnout local election 62.2 62.7
Votes for Hoyre 32.5 34.0
Average adult population 5522 5770

randomly allocated the two different messages to the two parts. Bergen is divided in 38

electoral areas (valgdistrikt) that are primarily relevant for administrative purposes. 19 of

these areas were selected as Group 1, while Group 2 consists of the remaining 19 areas. We

wanted two geographically distinct areas to minimize the potential spread of voting in the

hours between the two interventions, but at the same time wanted the two areas to be as

similar as possible. We solved this by drawing a geographical line to minimize the difference in

previous turnout, education level and political preferences. The share of votes for the largest

party in the previous election (Hoyre) was used as a measure of political preferences. Table

12 shows that the two areas are relatively similar on observable covariates, but obviously we

do not know if they differ on non-observable characteristics.

Appendix F. Substitution in time

The treatment takes place at time t
⋆
. We are interested in the overall, or total effect of the

treatment, but this effect may depend on pre-treatment outcome. The outcome of interest

is often an action an individual will only make once within a cycle (e.g. voting, filing taxes,

taking vaccines etc), or an action an individual is less likely to make twice or more in a cycle

(e.g signing-up for a course, changing investment portfolio, buying clothes and Christmas

presents etc). If this action is made before t
⋆

then a very strong treatment effect at t
⋆

will

have zero, or negative, effect at outcome in t
⋆ + δ. In such cases a treatment may be efficient

although there is no increase in the post-treatment outcome. A general example is the effect

of a second treatment. Assume there is a treatment in time t
⋆ − δ that successfully increase

the outcome. Assume another encouragement make a large share of the population e.g take
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the flu vaccine in September, and then there is an encouragement to take the vaccine in

October. It is possible that this encouragement has a positive treatment effect although

fewer people take the vaccine in October. If we want to find the overall effect of a treatment

we must analyze the outcome of interest over the entire period.
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