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Abstract

Monetary policy affects households via two channels: directly by affecting the in-
terest rates households face on borrowings and savings, and indirectly through general
equilibrium effects on wages. I show that an increase in income risk makes households’
consumption less sensitive to interest rate changes, but more sensitive to wage changes.
For an empirically plausible wage elasticity to monetary policy changes, the first effect
dominates such that more income risk weakens monetary policy transmission. Quan-
titative simulations of a heterogeneous agent New-Keynesian model suggest that the
increase in income risk in the United States since the 1970s has weakened monetary
policy transmission to aggregate consumption by up to 30 percent.

JEL: D14, D52, D91
Keywords: Income Risk; Incomplete Markets; Monetary Policy.

1 Introduction

Heathcote, Storesletten, and Violante (2010) have shown that the standard deviation of income

innovations faced by households in the United States is 40 percent higher today than in the 1970s.

Further, Storesletten, Telmer, and Yaron (2004) show that the standard deviation of income inno-

vations is 75 percent higher in recessions than in expansions, and Guvenen, Ozkan, and Song (2014)

show that higher order moments of income innovations increase during recessions.1 In this paper I

ask: how do changes in income risk faced by households affect monetary policy transmission?

∗Department of Economics, BI Norwegian Business School, 0442 Oslo, Norway; Phone: (+47) 46410134;
E-mail: martin.b.holm@bi.no. The author would like to thank Manuel Amador, Simon Galle, Even Hvinden,
Ragnar Juelsrud, Benjamin Moll, Gisle J. Natvik, Plamen Nenov, Kjetil Storesletten, Tommy Sveen, and
seminar participants at BI Norwegian Business School and the University of Oslo for valuable comments and
suggestions.

1Although this paper is not explicitly concerned with how higher order moments of income innovations
affect households, it is possible to derive similar results as in this paper for these higher order moments using
the Taylor approximation method in Appendix A. A derivation of this is available upon request.
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There is growing recognition that household heterogeneity is important in macroeconomics, and

particularly for monetary policy. Monetary policy affects households via two channels: directly by

affecting the interest rates households face on borrowing and savings, and indirectly through general

equilibrium effects on wages. Kaplan, Moll, and Violante (2017) and Luetticke (2015) show that

monetary policy primarily affects households via the indirect effect in a two-asset heterogeneous

agent New-Keynesian model. This result contrasts the representative agent setting where monetary

policy primarily affects households through substitution effects from interest rate changes. However,

for models as complex as Kaplan, Moll, and Violante (2017), it is hard to understand where the

results come from. In particular, they add many features at the same time, including liquidity

constraints, income risk, and illiquid assets, that separately could affect the nature of monetary

policy transmission. In this paper, I analyze how income risk affects monetary policy transmission

in isolation as a step toward understanding how the bits and pieces of household heterogeneity

affect monetary policy transmission.

To build an intuition on how income risk affects monetary policy transmission, I first study the

consumption-saving problem of an individual household in an incomplete-markets economy with

idiosyncratic income risk, fixed interest rate and fixed aggregate wage. Households consume, save,

and borrow, but lack insurance against the idiosyncratic income risk they face. This framework

allows me to analyze how households respond to small exogenous changes in the permanent interest

rate and wage, and how these responses depend on the level of income risk. This is clearly not

the usual setting for analyzing monetary policy: in particular, I analyze exogenous and permanent

changes in the interest rate and wages, while monetary policy is endogenous and transitory. How-

ever, this simplified framework allows me to derive two theoretical results that provide intuition

for the effects I find in more relevant settings later.

My first theoretical result is that under reasonable assumptions about household preferences,

more income risk weakens households’ consumption responsiveness to interest rate changes. Income

risk has two opposing effects on interest rate sensitivity. First, wealth is more effective as insurance

when the interest rate is higher. Households therefore need less wealth to insure against the same

level of income risk. This is the insurance channel and implies that households respond to a higher

interest rate by reducing precautionary saving. Second, a higher interest rate makes income risk

more costly. As households let part of income shocks affect their wealth holdings, the cost depends

on the rate of return on the part that is saved/dis-saved. This is the cost of income variation channel

and it makes households respond to a higher interest rate by increasing precautionary saving. If

households exhibit decreasing absolute risk aversion and income is sufficiently persistent,2 the

insurance channel dominates, implying that households reduce precautionary saving and increase

consumption in response to a higher interest rate. Since households typically reduce consumption

in response to a higher interest rate due to intertemporal substitution, more income risk makes

households less sensitive to interest rate changes.

2A sufficient rule-of-thumb for the second effect to dominate is that the rate of mean reversion is less
than the interest rate, see Corollary 1.
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My second theoretical result is that income risk makes households’ consumption more sensitive

to wage changes. An increase in the aggregate wage makes households richer and they respond

by reducing precautionary saving.3 Since households respond to higher wages by consuming more

in the absence of income risk, income risk makes households more sensitive to wage changes. The

two theoretical results imply that the total effect of income risk on monetary policy transmission

is ambiguous. More income risk makes households less sensitive to interest rate changes, but

more responsive to wage changes. Since interest rates and wages both move in response to a

monetary policy shock, the qualitative results alone cannot determine whether higher income risk

weakens or strengthens monetary policy transmission. I therefore proceed to explore the question

quantitatively in Section 3 and 4.

In Section 3, I analyze quantitatively how more income risk affects households’ interest rate

and wage sensitivity in a Huggett model. Although there is no role for monetary policy in the

Huggett model, it allows me to go further in analyzing households’ responses to transitory interest

rate and wage shocks, and explore whether income risk can have quantitatively relevant effects on

these responses. I compare aggregate responses to interest rate and wage shocks in two cases: a

low-risk and a high-risk case corresponding to the level of income risk in the 1970s and the 2000s

as documented in Heathcote, Storesletten, and Violante (2010). In accordance with the theoretical

results, I find that the 40 percent increase in the standard deviation of income innovations weak-

ens households’ initial consumption response to a transitory interest rate cut, but strengthens the

consumption response to a wage increase. However, the quantitative effects are very different. The

increase in income risk weakens interest rate responsiveness by about 18 percent, but strengthens

wage sensitivity only slightly. Income risk therefore has a greater quantitative effect on house-

holds’ interest rate sensitivity than on their wage responsiveness. Indeed, I also analyze aggregate

responses to a synthetic monetary policy shock, defined as the joint interest rate cut and wage

increase corresponding to the typical real interest rate and wage response after a monetary policy

shock documented in Christiano, Eichenbaum, and Evans (2005). The consumption response of

households to this synthetic monetary policy shock is 22.5 percent weaker in the high-risk case

than in the low-risk case. The simulations from the Huggett model thus reveal that for sufficiently

persistent income risk, the main channel through which income risk affects monetary policy trans-

mission is the insurance motive: higher interest rates make wealth more effective as insurance,

inducing households to reduce precautionary saving.

This synthetic monetary policy shock still doesn’t represent a monetary policy shock in the

conventional sense. In particular, monetary policy is endogenous and the wage and real interest

rate respond only endogenously to nominal interest rate changes. I therefore proceed in Section 4

to analyze the effects of income risk on monetary policy transmission in a one-asset heterogeneous

agent model with a New-Keynesian production side and a central bank that sets the nominal

interest rate according to a Taylor rule. Similar to the analysis in Section 3, I compare aggregate

3Strictly speaking, a necessary condition for this effect is that the fourth derivative of the utility function
is negative (u′′′′ < 0), equivalent to the temperance property (see Eeckhoudt and Schlesinger 2006).
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consumption responses to a monetary policy shock in two cases: a low-risk case with the level

of income risk similar to that in the 1970s, and a high-risk case corresponding to the 2000s (still

calibrated to the results in Heathcote, Storesletten, and Violante 2010). I find that monetary

policy transmission to aggregate consumption is about 10 percent weaker in the high-risk economy.

The sign of the risk effect is always negative, but the size of the risk effect depends on the model

calibration. In particular, how I specify fiscal policy and the degree to which households can adjust

their labor supply matter for the size of the risk effect. I present simulated responses for a wide

range of calibrations, showing that income risk weakens monetary policy transmission to aggregate

consumption by up to 30 percent.

Related Literature

This paper is the first to explicitly analyze the interactions between income risk and monetary

policy transmission, but relates to several strands of literature.

First, a growing literature analyzes monetary policy in incomplete market settings with income

risk (see e.g. Werning 2015; Auclert 2017; McKay, Nakamura, and Steinsson 2016; Kaplan, Moll,

and Violante 2017; Luetticke 2015; and Guerrieri and Lorenzoni 2017 for recent examples). How-

ever, no paper explicitly analyzes how changes in income risk affects monetary policy transmission.

My paper is complementary to this literature by providing theoretical results on how income risk

affects monetary policy transmission, a mechanism that is present in all of these incomplete market

models.

A large literature investigates the theoretical effects of income risk on household behavior (see

e.g. Deaton 1992 and Carroll 1997). However, none of these papers explicitly analyze how income

risk affects households’ interest rate sensitivity. The most relevant papers for my setting are Yaari

(1976) and Levine and Zame (2002) who show that transitory income risk has no relevant effects

on infinitely-lived and patient households when the interest rate is zero. A possible interpretation

of their result is that households care less about income risk if the interest rate is lower. However,

their result does not generalize beyond their specific calibration, but remains a separate knife-edge.

With their calibration, capital income is always zero, so a transitory shock only affects the stock of

wealth, not capital income. Patient and infinitely-lived households smooth consumption out of the

wealth change over an infinite horizon, leaving nothing for each period. Consumption is therefore

independent of transitory income risk. However, if either the interest rate is positive, households

have a positive discount rate, or income is persistent, this result no longer applies.

An emerging literature focuses on the quantitative effects of increased income inequality on the

economy. Recent contributions include Auclert and Rognlie (2016) and Straub (2017). Auclert

and Rognlie (2016) show that the effects of increased income inequality depend on the persistence

of the income that becomes more unequal. Further, Straub (2017) shows that consumption is

concave in permanent income, implying that an increase in permanent income inequality results

in a decline in real interest rates and an increase in the wealth-to-income ratio. Similar to their
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result, my paper also highlights the importance of the persistence of the income that becomes more

unequal. However, in contrast to their papers, I focus on the effects of income risk on monetary

policy transmission.

Huggett (1993) shows numerically that capital demand increases with the interest rate. One

can observe the effect of income risk on households’ interest rate sensitivity by comparing the slope

of the capital demand function for two economies with different levels of income risk. I perform

this exercise in Appendix C and show that the new level of steady-state capital is closer to the old

one when income risk is higher. However, this result is similar to the analytical results in my paper

in the sense that they are limited to permanent changes in either income risk or the interest rate.

However, I go further by deriving the relevant mechanisms and by exploring the dynamic effects of

heightened income risk.

2 Analytical Results

To understand how income risk affects monetary policy transmission, I first consider a much simpler

case: how income risk affects households’ sensitivity to permanent interest rate and wage changes

in a consumption-saving model. This is clearly not how one would typically think about monetary

policy. In particular, monetary policy is both transitory and endogenous, and nominal interest rate

changes do not directly affect the relevant real interest rate for households.4 The reason I start with

this framework is that it allows me to derive clean analytical results. Interpreting these analytical

results turns out to be important to gain intuition for the results when I analyze numerically how

households responses to transitory shocks depend on income risk in Section 3 and how income risk

affects monetary policy transmission in a heterogeneous agent New-Keynesian model in Section 4.

2.1 The Model

In this section, I present the consumer-saving problem in continuous time. I derive the key equation

(8) in discrete time in Appendix A under the assumption of no liquidity constraints and at the cost

of being an approximation.

The model is a household problem where wealth takes the form of unproductive bonds and

households receive income as endowments. Income is subject to idiosyncratic shocks and households

accumulate risk-free bonds to self-insure. Households maximize lifetime utility flow from future

consumption ct discounted at rate ρ ≥ 0

E0

∫ ∞
0

e−ρtu(ct)dt (1)

where u is a function satisfying u′ > 0, u′′ < 0, and u′′′ > 0. Household wealth at evolves according

4Unless we assume prices are perfectly sticky and there is perfect pass-through from the policy rate to
the relevant household interest rate.
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to

dat = (rat + wzt − ct)dt (2)

where r is the real interest rate and w is the wage. The idiosyncratic part of income evolves

according to an Ornstein-Uhlenbeck process5 in levels

dzt = −ν(zt − z̄)dt+ σdWt (3)

where ν is the rate of mean reversion to z̄ and σ is the diffusion of the income process. Wt denotes

the Wiener process. I assume that the stochastic process is reflected at some low z such that the

process is bounded below6 and I impose a borrowing contraint

at ≥ a (4)

where a ≥ −wz
r . The problem of an individual household can be summarized by the following

Hamilton-Jacobi-Bellman (HJB) equation

ρV (a, z) = max
c
u(c) + ∂aV (a, z)(ra+ wz − c)− ∂zV (a, z)ν(z − z̄) +

1

2
σ2∂zzV (a, z) (5)

where V (a, z) is the value function of a household with assets a and income z. The first order

necessary condition is

u′(c) = ∂aV (a, z) (6)

I use the envelope theorem in the wealth direction on equation (5) to obtain

0 = ∂aaV (a, z)s(a, z)− ∂aV (a, z)(ρ− r)− ∂azV (a, z)ν(z − z̄) +
1

2
σ2∂zzaV (a, z) (7)

where s(a, z) = ra+wy − c(a, z). Further, I use equation (6) and the envelope theorem to replace

all value function expressions with utility function expressions

0 =u′′(c(a, z))∂ac(a, z)s(a, z)− u′(c(a, z))(ρ− r)

− u′′(a, z)∂zc(a, z)ν(z − z̄) (8)

+
1

2
σ2
(
u′′′(c(a, z))(∂zc(a, z))

2 + u′′(c(a, z))∂z(∂zc(a, z))
)

Equation (8) is the key starting point for all theoretical results in this paper. The first line is the

intertemporal substitution motive, the second describes saving induced by deterministic income

dynamics, while the third is the precautionary saving motive. To facilitate readability, I use the

short-hand notation c for c(a, z), ci for ∂ic(a, z), cij for ∂j(∂ic(a, z)), and u′ for u′(c(a, y)) in the

5An Ornstein-Uhlenbeck is the continuous time analogue of an AR(1) in discrete time.
6The reflection barrier is imposed by the constraint that ∂zV (a, z) = 0 ∀ a, see Achdou et al. (2017,

Section 6).
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rest of this paper.

2.2 Analytical Results

The key question in this paper is how income risk affects monetary policy transmission. There

is no monetary policy in the model so I analyze a simplified version of monetary policy: a local

perturbation of the permanent interest rate and wage level. The reason I focus on these two price

changes is that the total effect on household consumption from adjusting monetary policy can be

decomposed as follows (see Kaplan, Moll, and Violante (2017) for a similar decomposition)

dc = crdr + cwdw (9)

where crdr is the direct effect of the interest rate change, while cwdw is the indirect effect through

general equilibrium effects on the wage.

The next step is to calculate how income risk affects monetary policy transmission to con-

sumption. To consider the effects of income risk, we need to know how households’ consumption

responses to monetary policy (expression (9)) depend on income risk

dcσ2 = crσ2dr + cwσ2dw + cwdwσ2

dcσ2 ≈ crσ2dr + cwσ2dw (10)

where I ignore cwdwσ2 , the effect of income risk on labor market dynamics, on the second line. To

understand the effects of income risk, we therefore need to calculate two key objects of interest: crσ2

and cwσ2 , the effects of income risk on households’ interest rate and wage sensitivity, respectively.

It is not possible to obtain closed form solutions to any of the expressions above with the

household setup in Section 2.1. The approach I follow in this section is therefore to derive general

expressions for how households’ interest rate and wage sensitivity depends on income risk and

evaluate those expressions in a special case to obtain closed form solutions. The special case is as

follows:

Assumptions. (Special Case).

A1. Wealth is zero, a = 0.

A2. There is zero drift in income, z = z̄.

A3. Income risk is zero, σ2 = 0.

A4. The interest rate equals the time discount rate, r = ρ.

A5. The liquidity constraint is the natural borrowing constraint, a = −wz
r .
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The special case is essentially the representative agent setting. The consumption function is linear

in wealth and income, and indirect utility satisfies the Gorman form. Although the special case is

not what we ultimately are interested in, the closed form solutions I obtain allow me to tease out

intuition on how income risk affects households’ interest rate and wage sensitivity.

2.2.1 Interest Rate Sensitivity

We are now in a position to derive the dependency of cr on income risk.

Proposition 1. (Interest Rate Sensitivity). The effects of income risk on households’ sensitivity

to permanent interest rate changes evaluated under assumptions A1-A5 are

crσ2 |A1−A5 = −1

2

u′′′

u′′
c2z
c2a

+
u′′′

u′′

(
cz
ca
czr

)
= P (c)

cz
ca

[
1

2

cz
ca
− czr

]
(11)

where P (c) = −u′′′

u′′ .

See Appendix B.1 for the proof. Income risk affects households’ interest rate sensitivity via two

channels. First, when the interest rate is higher, wealth is more effective as insurance. Subsequently,

households need less wealth to insure against the same level of income risk and they respond to

higher interest rates by reducing precautionary saving. The first term in equation (11) describes

this insurance effect. Second, a higher interest rate makes income variation more costly, captured

by the czr term in equation (11). Part of the income shocks translates into wealth changes. The

permanent component of the cost of income variation therefore depends on the return on wealth,

making households save more for precautionary reasons when the interest rate is higher. The second

term in equation (11) describes this cost of income variation effect.

The two channels have opposite signs, making the sign of the total effect of income risk on

households’ interest rate sensitivity ambiguous. However, we can go one step further and derive

crσ2 as a function only of deep parameters.

Corollary 1. (Interest Rate Sensitivity). The effects of income risk on households’ sensitivity to

permanent interest rate changes evaluated under assumptions A1-A5 are

crσ2 |A1−A5 = P (c)
w2

(r + ν)2

[
P (c)

A(c)
− 1

2
− ν

r + ν

]
(12)

where A(c) = −u′′

u′ is absolute risk aversion and P (c) = −u′′′

u′′ is absolute prudence.

If the rate of mean reversion of the income process, ν, is less than the interest rate, r, then

crσ2 |A1−A5 > 0 (13)
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Remember that since cr|A1−A5 < 0 when households hold no wealth,7 equation (13) implies that

more income risk makes households less responsive to interest rate changes.

See Appendix B.2 for the proof. Corollary 1 first shows that the effect of income risk on

households’ interest rate sensitivity depends on attitudes to risk and the persistence of the income

process.

What does it mean that crσ2 is positive? We know that cr < 0 for risk-averse households

holding no wealth. This also holds for typical calibrations in more general models. As a result,

equation (13) implies that households are less sensitive to interest rate changes when income risk

is higher.

Why does income persistence matter? Income persistence determines the strength of the cost of

the income variation channel. When households experience a change in income, some of it is saved

or dis-saved, but this depends on the persistence of income. If the income shock is transitory, most

of it is saved to smooth consumption over time. The return on capital is therefore an important part

of the cost of income variation. If income instead is permanent, a small fraction of income changes

ends up as wealth, making the cost of income innovations almost independent of the interest rate.

As a result, when income is sufficiently persistent, the cost of the income variation channel is weak

and the total effect of income risk on households’ interest rate sensitivity is determined primarily

by the insurance effect.

How persistent must income be? The sufficient condition requires the rate of mean reversion of

the income process to be smaller than the interest rate. When the rate of mean reversion equals

the interest rate, the marginal propensity to consume out of income (MPCy) is 1/2 (see Lemma

1 when w = 1). When ν < r, MPCy > 1/2, implying that a sufficiently large part of income

is consumed (and not saved). With the Ornstein-Uhlenbeck process, the rate of mean reversion

is approximately equal to 1 minus the annual autocorrelation. The necessary condition is thus

that the annual autocorrelation must be greater than 1 - r, somewhere between 0.95 and 0.99

depending on the steady state real interest rate. However, while this condition is sufficient, it is not

necessary. When I explore the role of persistence in Section 3.2.1, I find the condition to be weaker

in practice: an increase in income risk makes households less sensitive to interest rate changes even

when the persistence of income is as low as 0.7. Most empirical research on income processes finds

annual autocorrelations between 0.9 and 0.98 (Heathcote, Storesletten, and Violante 2010 find, for

example, an annual autocorrelation of 0.97), implying that higher income risk weakens interest rate

sensitivity in most relevant empirical cases.

2.2.2 Wage Sensitivity

The next step is to derive how cw depends on income risk: cwσ2 .

7This result holds generally if the EIS ≥ 1 and households hold positive wealth, see Achdou et al. (2017,
Proposition 5).
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Proposition 2. (Wage Sensitivity). The effects of income risk on households’ sensitivity to per-

manent wage changes evaluated under assumptions A1-A5 are

cwσ2 |A1−A5 =
1

2

u′′′′

u′′
cwc

2
z

ca
− u′′′

u′′
(cwcσ2) (14)

See Appendix B.3 for the proof. There are two channels through which income risk affects

household wage sensitivity. First, when the wage is higher, households are richer and lessen pre-

cautionary savings.8 The first term in equation (14) describes this effect. Second, a higher wage

makes income more volatile. This is a result of the way income is specified in the model. Remem-

ber that total income is the product of the aggregate wage, w, and the idiosyncratic productivity

level, z. For constant risk, an increase in w therefore increases total income volatility. Prudent

households respond to this increase in volatility by saving more for precautionary reasons. The

second term in equation (14) describes this effect.

Since the two channels have opposite signs, the total effect of income risk on households’ wage

sensitivity is ambiguous. However, I can go one step further and derive an expression that only

depends on deep parameters.

Corollary 2. (Wage Sensitivity). If utility satisfies decreasing absolute prudence (DAP), the effects

of income risk on households’ sensitivity to permanent wage changes evaluated under assumptions

A1-A5 are

cwσ2 |A1−A5 =
1

2

zrw2

(r + ν)2
P (c) [T (c)− P (c)] > 0 (15)

where P (c) = −u′′′

u′′ is absolute prudence and T (c) = −u′′′′

u′′′ is absolute temperance.

See Appendix B.4 for the proof. Corollary 2 shows that if absolute prudence is positive and

absolute temperance is greater than absolute prudence, the first effect dominates. The sign is

therefore positive with the implication that higher income risk makes households more responsive

to wage changes. Since households respond to wages by consuming more when there is no income

risk, equation (15) implies that higher income risk strengthens the indirect channel of monetary

policy transmission.

Why is decreasing absolute prudence (DAP) important? DAP ensures that households are

temperate and that absolute temperance is greater than absolute prudence.9 In our setting, tem-

perance ensures that households save less for precautionary reasons when they have higher income.

Further, decreasing absolute prudence ensures that the wealth effect from the wage increase is

greater than the volatility effect. This is a natural assumption for most households. It ensures

that households prefer a wage increase even though it results in greater income volatility. The

8This effect is only present if u′′′′ < 0.
9Eeckhoudt and Schlesinger (2006) define an individual as temperate if lottery A = [e1; e2] is preferred to

lottery B = [0; e1 + e2], where all outcomes of the lotteries have equal probability for all initial wealth levels
a, and where e1 and e2 are fair lotteries. Temperance implies that households prefer not to realize two risks
in the same state, but would rather spread risk realizations over many states.
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CRRA utility function is a common example of a utility function that exhibits decreasing absolute

prudence.

2.3 What do we know from the analytical results?

What have we learned so far? With common assumptions on households’ risk preferences and for a

sufficiently persistent income process, higher income risk makes households less sensitive to interest

rate changes, but more sensitive to wage changes. The sign of the total effect of income risk on

monetary policy transmission is therefore ambiguous since expansionary monetary policy affects

both the interest rate and the wage. In particular, the total effect will depend on how much the

interest rate and wage move in response to a monetary policy shock.

However, the results in Corollaries 1 and 2 can tell us something about the expected sign of

the total effect for reasonable values of dr and dw. By replacing for crσ2 and cwσ2 in equation

(10), I derive the total effect of income risk on monetary policy transmission in terms of percentage

deviations from steady state of the interest rate and wage.

dcσ2 ≈ crσ2dr + cwσ2dw

dcσ2 ≈
w2

(r + ν)2
P (c)

[
P (c)

A(c)
− 1

2
− ν

r + ν

]
dr +

1

2

zrw2

(r + ν)2
P (c) [T (c)− P (c)] dw

dcσ2 ≈
w2

(r + ν)2
P (c)

([
P (c)

A(c)
− 1

2
− ν

r + ν

]
dr +

1

2
wzr [T (c)− P (c)]

dw

w

)
(16)

The sign of the total effect is still ambiguous. However, there is one notable difference between how

income risk affects households’ interest rate and wage sensitivity. The effect on wage responsiveness

is scaled by r, making it almost two orders of magnitude smaller than the effect on interest rate

responsiveness. Equation (16) thus suggests that as long as the movement of interest rate and wage

are about equally much relative to steady state, the effect of income risk on interest rate sensitivity

will dominate.10

To summarize, the model has three theoretical predictions on how income risk affects monetary

policy transmission.

1. More income risk makes households less sensitive to interest rate changes.

2. More income risk makes households more sensitive to wage changes.

10This can also be illustrated by specifying the utility function of households. For CRRA utility, c1−γ/(1−
γ) with γ = 2, the total effect is

dcσ2 ≈ 3wr

z(r + ν)2

(
1

r + ν
dr +

1

2

dw

w

)
where the effect on interest rate sensitivity is scaled by 1/(r + ν) = around 10 (if for example r = 0.04 and
ν = 0.06) while the effect on wage sensitivity is scaled by 1/2, making the effect of income risk on interest
rate sensitivity about 20 times as big.
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3. The total effect of more income risk on monetary policy transmission is dominated by the

effect income risk has on households’ interest rate sensitivity. As a result, we expect to find

that higher income risk weakens monetary policy transmission to aggregate consumption.

In the rest of this paper, I explore the extent to which these three predictions hold in more general

models and whether income risk has quantitatively relevant effects on monetary policy transmission.

3 The Risk Effect in a Huggett model

The analytical results in Section 2 hold only in the special limit and only for permanent interest rate

or wage changes. Although tractable, this limit is unrealistic. In this section, I simulate a Huggett

model to quantitatively explore the effects of income risk on households’ responses to transitory

interest rate and wage changes. I retain the assumption that the changes in interest rate and wage

are exogenous, but allow households to endogenously choose their level of savings. The reason I

consider the Huggett model is that I can explore whether the effects of income risk on households’

interest rate and wage sensitivity can be quantitatively relevant before I consider monetary policy

shocks in a more complicated setting in Section 4.

3.1 The Model

The model is a small open economy version of the Huggett model. The small open economy

assumption implies that the interest rate is exogenous to the domestic economy and equal to the

foreign interest rate. I keep the assumption that the wage is exogenous. In contrast to the model

in Section 2, the household sector now contains a continuum of ex ante identical households that

endogenously choose their level of savings. This allows me to focus on aggregate consumption

responses rather than individual behavior. The model of each household is similar to Section 2.1

except that I now specify the income process as an Ornstein-Uhlenbeck in logs rather than in levels.

This allows me to calibrate the income process to the empirical estimates in the literature. The

new income process is

d log(zt) = log(θ)(log(zt)− log(z̄))dt+ σdWt (17)

where θ ∈ [0, 1] is the annual autocorrelation of income.

I define the equilibrium as a small-open economy version of Huggett (1993) described by paths of

aggregate variables {Ct, St, At, Zt, Ft}∞t=0, individual variables {ct, at, zt}∞t=0, and prices {rt, wt}∞t=0

that satisfy the following:

1. Household optimization: taking as given the interest rate and wage in the economy, house-

holds maximize utility (1) subject to the budget constraint (2), the liquidity constraint (4),

and the income process (17).
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2. Aggregation: aggregate quantities are consistent with the distribution of households

Ct =

∫
ct(a, z)dFt(a, z) St =

∫
st(a, z)dFt(a, z)

At =

∫
at(a, z)dFt(a, z) Zt =

∫
zt(a, z)dFt(a, z)

where Ft(a, z) is the distribution of wealth and income at time t.

Calibration

I use two targets to calibrate the model. First, so as to focus only on the effects of income risk, I

need all calibrated economies to have the same level of resources regardless of the level of income

risk. To achieve this, I first use the z̄ parameter to normalize income such that E(z) = 1. I then

calibrate the discount rate to target a wealth-income ratio of 4 (similar to Piketty and Zucman

2014, table A1). Second, to limit the impact of the liquidity constraint, I calibrate a so that there

are few households at the constraint. It is important to limit the impact of the constraint because

it represents a separate channel that might affect monetary policy transmission: households close

to the constraint cannot respond fully to interest rate cuts, but they are more sensitive to wage

changes since they have a higher marginal propensity to consume (see Carroll and Kimball (2001)

and Holm 2017 for theoretical results showing this). It therefore influences the effects income risk

has on monetary policy transmission. To focus only on the effects of income risk, I therefore limit

the influence of constraints as much as possible.

I calibrate the rest of the parameters conventionally. The CRRA parameter is 1.5 and the

steady state real interest rate is 0.04. I set the annual autocorrelation of the income process to

0.97, the estimates in Heathcote, Storesletten, and Violante (2010). Note that the assumption of

CRRA utility and an annual autocorrelation of 0.97 ensure that the conditions in Corollaries 1 and

2 are satisfied. I therefore expect to find that higher income risk weakens households’ responsiveness

to interest rate changes, but strengthens their sensitivity to wage adjustments.

To illustrate my calibration strategy, I plot the distribution of wealth and income in Figure 1.

There are almost no households at the constraint. Furthermore, the households at the constraint

also have the least resources so their influence on aggregate dynamics is limited. Given my cal-

ibration strategy, the model misses important empirical moments such as the wealth dispersion

and the number of households at the constraint. However, the goal of the exercise is not to match

the distribution in the economy, but to illustrate how income risk in isolation affects households’

interest rate and wage responses.
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Table 1: Model calibration

Value Description Target

γ 1.5 CRRA parameter, inverse EIS
r 0.04 Annual real interest rate
ρ free Time-discount rate Match wealth/income = 4

Piketty and Zucman (2014, table A1)
θ 0.97 Annual autocorrelation of income Heathcote, Storesletten, and Violante (2010)
σ 0.14 sd of income process in 2000 Heathcote, Storesletten, and Violante (2010)
z̄ free Income process parameter Normalize such that E(z) = 1
a -2.4 Liquidity constraint Few households at the constraint

Figure 1: The Wealth and Income Distribution

Notes: The figure depicts the steady-state distribution of wealth and income for the model calibration in

Table 1 when income risk is 0.14. I use 101 grid points in the wealth direction and 201 grid points in the

income direction when I compute the steady state numerically.

3.2 Interest Rate Sensitivity

I first consider households’ responses to an unexpected cut in the foreign interest rate that mean-

reverts with an annual autocorrelation of 0.5. I compare impulse responses for two steady-state
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calibrations of income risk, 0.10 and 0.14, corresponding to the levels of income risk in 1970 and

2000, respectively (Heathcote, Storesletten, and Violante 2010). Note that I recalibrate the model

for each income risk case so that the aggregate level of resources is the same across economies. The

goal of the exercise is to isolate the effects of income risk on households’ interest rate sensitivity.

One way to think about this experiment is that I compare aggregate consumption responses in

Euro-zone countries or US states that feature different levels of income risk, but the same interest

rate shock (common monetary policy).

Figure 2: Impulse Responses to an Interest Rate Cut
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Notes: The figure shows the aggregate impulse responses to a one percentage point cut in the interest rate

that mean-reverts at an annual rate of 0.5. The blue lines are the impulse responses from a calibration with

σ = 0.10 while the red lines are the impulse responses from a calibration with σ = 0.14. The dotted black

line is the difference between the red and the blue line (high-risk case - low-risk case) and illustrates the

effect of more risk on the impulse responses of households to an interest rate shock.

Figure 2 presents the impulse responses of income risk, the interest rate, aggregate consumption,

and aggregate savings in the two income risk cases. Households initially respond to an interest rate

cut by consuming more. This extra spending is financed by running down savings, resulting in a

decline in aggregate wealth. As wealth decreases, so does capital income and households reduce

consumption. The interest rate eventually reverts back to the steady-state, but wealth is still below
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the steady state. Since households are poorer, they keep consumption below steady state for a long

period.

The dashed line in Figure 2 illustrates the risk effect, defined as the difference between the

response in the high-risk case and low-risk case. The risk effect is negative, implying that more

income risk weakens the effect interest rate changes has on aggregate consumption. Income risk

thus has the same effect on households’ interest rate sensitivity as predicted in Corollary 1 using

the consumption-saving model. Further, the increase in income risk since the 1970s has substantial

effects on interest rate transmission to aggregate consumption. The initial aggregate consumption

response is 18 percent weaker in the high-risk case.

3.2.1 The Role of Income Persistence

We know from Corollary 1 that the size and sign of the risk effect on interest rate transmission

depends on income persistence. If the income process is sufficiently persistent, more income risk

weakens households’ interest rate sensitivity, but this does not necessarily hold for transitory in-

come. In this section, I explore the role of income persistence quantitatively to see how the effects

of income risk on households’ interest rate responsiveness depends on the income persistence.

To explore the role of persistence, I repeat the exercise in Figure 2 for different levels of income

persistence. The initial shock is a one percentage real interest rate cut that mean-reverts with

annual autocorrelation of 0.5 and the calibration is the same as in Table 1, but with different levels

of income persistence. We are interested in the risk effect so I only plot the difference in aggregate

consumption responses between the high-risk (0.14) and the low-risk case (0.10) (similar to the

dotted black line in Figure 2). A negative value implies that more income risk weakens households’

interest rate sensitivity.

Figure 3 shows that the sign and size of the risk effect on households’ interest rate sensitivity

depend on income persistence. For an annual autocorrelation of 0.97, the risk effect is negative.

As I reduce income persistence, the initial response becomes weaker and eventually turns positive.

The sign of the initial risk effect turns positive for an annual autocorrelation somewhere between

0.92 and 0.95. However, although the initial effect is positive, the risk effect is still negative after

about a year. The cumulative risk effect only turns positive when the annual autocorrelation of

income is below about 0.7.

What does this result on persistence imply? Researchers often separate income innovations

into a transitory and a permanent component. The sign of the risk effect depends on whether risk

increases for the transitory or permanent component. To understand the effects on monetary policy

transmission, it is therefore important to know whether it is permanent or transitory income risk

that increases. Heathcote, Storesletten, and Violante (2010) show that it is the standard deviation

of income innovations of the permanent component of income that has increased since the 1970s.

As a result, we would expect to find that households are less sensitive to interest rate changes today

than in the 1970s. Moreover, if both transitory and persistent income risk increase, the risk effect
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Figure 3: The Risk Effect and Income Persistence
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Notes: The figure plots the risk effect, defined as the difference between aggregate consumption response in

the high-risk (0.14) and low-risk case (0.10), for different levels of annual autocorrelation in income (θ). A

negative value implies that the aggregate consumption response is weaker in the high-risk case.

is substantially larger for persistent income. In Figure 3, the risk effect is about twice as large in

absolute value when the annual autocorrelation is 0.97 rather than 0.3. As a result, the total effect

on households’ interest rate sensitivity will in most cases be negative when both transitory and

permanent income risk increases.

3.2.2 Business Cycle Frequency Variation in Income Risk

In the previous sections, I focused on the effects on interest rate sensitivity for long-run changes in

income risk. In this section, I focus instead on how variation in income risk at the business cycle

frequency affects households’ interest rate sensitivity. To this end, I simulate households’ responses

to a joint negative interest rate and positive income risk shock. The exercise is as follows. I assume

that two shocks hit the economy at the same time. The standard deviation of income innovations

increase from 0.12 (expansion) to 0.21 (recession), matching the findings in Storesletten, Telmer,

and Yaron (2004). At the same time, the interest rate is cut by one percentage point as in the

previous section. Both shocks mean-revert at a rate of 0.5 per year.

Figure 4 presents the impulse responses of income risk, the interest rate, aggregate consumption,

and bonds to the joint income risk and interest rate shock. There are four different lines in the

figure. The only interest rate line is the impulse response to the interest rate shock, holding income
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Figure 4: Impulse Responses to an Income Risk and Interest Rate Shock
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Notes: The figure shows the aggregate impulse responses to a joint one percentage point cut in the interest

rate and an increase in income risk from 0.12 to 0.21. Both shocks mean-revert at an annual rate of 0.5. The

blue lines are the impulse responses when the economy is only hit by the interest rate shock, while the red

lines are the impulse responses when the economy is hit by the income risk shock alone. The black lines are

the impulse responses to the joint interest rate and income risk shock. The black dotted line is the difference

between the black lines and the sum of the blue and red lines and illustrates the risk effect.

risk constant. The only interest rate shock is therefore almost the same as in Figure 2 (except that

the standard deviation of income is 0.12 rather than 0.10 or 0.14). The only risk line illustrates how

households respond to an increase in income risk, holding the interest rate constant. Households

initially responds to higher income risk by saving more for precautionary reasons. They keep saving

as long as income risk is above its steady state value. When the income risk shock eventually reverts

back to steady state, households are wealthier. They therefore keep consumption above the steady

state for a long period afterwards while they gradually dis-save. The correlated shock is the response

to the joint negative interest rate and positive income risk shock. Households respond to the interest

rate shock by consuming more, but to the income risk shock by consuming less. In this case, the

income risk effect dominates, making the total effect on aggregate consumption is negative. Similar

to the income risk shock, households eventually accumulate wealth and keep consumption above

steady state for a long period.

The risk effect is the difference between the sum of the two separate shocks and the correlated

shock. It is a measure of how the interactions between the two shocks affect households. If it is

negative, it states that the sum of the two shocks is smaller than the joint shock, implying that the
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interaction of the two shocks weakens the total effect. The risk effect on consumption is negative,

meaning that households are less sensitive to the joint positive income risk and negative interest

rate shock than the sum of the two shocks separately. On impact, the presence of the income risk

shock makes households 7 percent less sensitive to interest rate changes.

The risk effect implies that the countercyclical nature of income risk can explain some of the

observed asymmetry in monetary policy influence on nondurable consumption over the business

cycle. Tenreyro and Thwaites (2016) find that the effects of monetary policy on real and nominal

variables are more powerful in expansions than in recessions. Figure 4 shows that higher income

risk in recessions makes households less sensitive to interest rate changes, thereby making one part

of monetary policy transmission weaker in recessions.

3.3 Wage Sensitivity

It is now time to focus on wage changes. I focus on households’ wage sensitivity because it is an

important part of the total effect of monetary policy changes in a general equilibrium model. In

a demand-driven economy, expansionary monetary policy stimulates aggregate demand for goods

and services and firms respond by increasing wages to attract more labor.

In this section, I consider households’ responses to an unexpected one percent increase in the

wage that mean-reverts with an annual autocorrelation of 0.5. Similar to Section 3.2, I compare

aggregate consumption responses for two steady states corresponding to the level of income risk in

the 1970s and 2000s.

Figure 5 presents the impulse responses to the wage increase for the low-risk and high-risk

cases. Households respond to a wage increase by consuming more. Since the increase is transi-

tory, households save some of the wage increase to smooth consumption over time. As the wage

shock eventually reverts back to steady state, households are wealthier, allowing them to keep

consumption above steady state for a long period.

The dashed line illustrates the risk effect, defined as the difference between the responses in the

high-risk and the low-risk cases. For consumption, the risk effect is initially negative, meaning that

households facing more risk are less responsive to wage changes. After about 5 quarters, the risk

effect turns positive. Cumulatively after 10 years, households facing higher income risk respond to

the wage shock by consuming more than households in the low-risk economy experiencing the same

shock. Income risk thus has the same long-run effect on households’ wage sensitivity as predicted in

Corollary 2 using the consumption-saving model. However, the effects of income risk on households’

wage sensitivity is substantially weaker than the effects it has on interest rate responsiveness, in

line with the predictions in Section 2.3.
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Figure 5: Impulse Responses to a Wage Increase
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Notes: The figure shows the aggregate impulse responses to a one percent increase in the wage that mean-

reverts at an annual rate of 0.5. The blue lines are the impulse responses from a calibration with σ = 0.10

while the red lines are the impulse responses from a calibration with σ = 0.14. The dotted black line is the

difference between the red and the blue line (high-risk case - low-risk case) and illustrates the effect of higher

income risk on the impulse responses of households to an interest rate shock.

3.4 A Synthetic Monetary Policy Shock

In this section, I investigate how changes in income risk affects households’ responses to a joint

interest rate cut and wage increase. The idea is that the joint interest rate cut and wage increase

represent an approximation to a monetary policy shock in the Huggett model: a synthetic monetary

policy shock. A surprise reduction in the nominal interest rate directly lowers the real interest rate if

prices are sticky, and increases real wages through general equilibrium effects from higher demand.

I calibrate the shock to match the empirical estimates of real interest rate and wage responses to an

expansionary monetary policy shock from Christiano, Eichenbaum, and Evans (2005). The shock

is a joint one percentage point reduction in the real interest rate and a 0.28 percent increase in the

real wage, where both shocks mean-revert at an annual rate of 0.5 per year.

Figure 6 shows the impulse responses to the synthetic monetary policy shock in two cases, a

high-risk (0.14) and a low-risk (0.10), the same as in the previous subsections. Households respond

to the lower interest rate and higher wage by increasing consumption. They finance some of this
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Figure 6: Impulse Responses to a Synthetic Monetary Policy Shock
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Notes: The figure shows the aggregate impulse responses to a joint one percentage point cut in the interest

rate and 0.25 percent increase in wage. Both shocks mean-revert at an annual rate of 0.5. The blue lines

are the impulse responses from a calibration with σ = 0.10 while the red lines are the impulse responses

from a calibration with σ = 0.14. The dotted black line is the difference between the red and the blue line

(high-risk case – low-risk case) and illustrates the effect of more risk on the impulse responses of households

to an interest rate shock.

increase by dis-saving. Subsequently, after the real interest rate and wage revert back to steady

state, households still keep consumption below its steady state level since wealth is lower.

The black dotted line is the difference between impulse responses in the high-risk case and the

low-risk case. Aggregate consumption increases by less in the high-risk case, making the risk effect

negative for consumption. The magnitude is substantial. Initially, the consumption response is

22.5 percent weaker in the high-risk case. This 22.5 percent difference is close to the risk effect for

interest rate changes alone from Figure 2. The simulations of the synthetic monetary policy shock

thus reveal that the total effects of income risk on monetary policy transmission are dominated by

how income risk affects households’ interest rate sensitivity, in line with the predictions in Section

2.3.
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3.5 What do the Huggett simulations reveal?

In this section, I simulate a Huggett model and show that an increase in the standard deviation

of income risk from 0.10 to 0.14, similar to the estimates in Heathcote, Storesletten, and Violante

(2010), has the following effects:

1. Households are about 18 percent less sensitive to interest rate changes.

2. Households are more sensitive to wage changes, although the effect is much smaller than for

interest rate sensitivity.

3. The total effect of higher income risk on the synthetic monetary policy shock transmission is

dominated by the effect income risk has on households’ interest rate sensitivity. The increase

in income risk since the 1970s has weakened the total effect of synthetic monetary policy

transmission to aggregate consumption by about 22.5 percent.

It is now time to be explicit about monetary policy.

4 The Risk Effect in a HANK-model

In the previous two sections, I considered theoretically how income risk affects households’ re-

sponses to permanent changes in the interest rate and wage, before I considered quantitatively

how income risk affects households’ responses to transitory changes in the interest rate and wage.

These two sections build up to the current section where I analyze the effects of income risk on

monetary policy transmission in a model with an explicit role for monetary policy. The model is

a heterogeneous agent New-Keynesian (HANK) model with a New-Keynesian firm side and where

monetary policy is set according to a Taylor rule. In contrast to the two previous sections, mon-

etary policy is now endogenous and there exist general equilibrium mechanisms that might affect

the nature of monetary policy transmission. I first present the model, before analyzing how income

risk affects monetary policy transmission to aggregate consumption and how it depends on the

model calibration.

4.1 The Model

The model is a one-asset heterogeneous agent New-Keynesian model and builds on the example in

Ahn et al. (2017).
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Households

There exists a continuum of ex ante identical households facing idiosyncratic income risk and a

labor supply choice. They maximize utility according to

max
c,l

∫ ∞
0

e−ρt

 c1−γt

1− γ
− φ0

ztl
1+ 1

φ1
t

1 + 1
φ1

 (18)

subject to

dat = (rtat + (1− τ)wtztlt − ct)dt

d log(zt) = log(θ)(log(zt)− log(z̄))dt+ σtdWt

at ≥ a

lt ≤ φ2

where φ0 is a shifter for labor dis-utility, φ1 is the Frisch elasticity, φ2 is max labor, lt is the supply

of labor by the individual, and τ is a linear tax on labor supply. φ2 is initially set to ∞ to make

labor supply unconstrained, but I later analyze cases where labor supply is constrained. All other

variables are as described in Section 2.1. Note that households receive neither firm profits nor

lump-sum transfers to keep the household problem as similar as possible to the settings in Section

2 and 3.

Final Good Firm

There is a representative final good firm that produces final goods with a CES-aggregator

Yt =

(∫ 1

0
y
ε−1
ε

j,t dj

) ε
ε−1

where ε is the elasticity of substitution between different consumption goods.

Intermediate Goods Firms

There exists a continuum of intermediate goods firms that produce intermediate goods using a

linear technology with labor as only input

yj,t = nj,t

where nj,t is the amount of effective labor units working for firm j (nj,t =
∫
i lij,tzij,tdi where i is

an index over all households). They compete under monopolistic competition with sticky prices. I

adopt the specific form of Rotemberg-pricing from Kaplan, Moll, and Violante (2017), resulting in

23



the following New Keynesian Phillips curve(
rt −

Ẏt
Yt

)
πt =

ε

θ
(µt − µ∗) + µ̇t

where µ∗ = ε−1
ε is the marginal cost in steady state.

Monetary Policy

The monetary policy authority sets the nominal interest rate according to a Taylor rule

it = r̄ + φππt + εt

where φπ is the Taylor coefficient on inflation and εt is the monetary policy shock.

Government

The government issues debt, taxes all profits, taxes labor income, and consume. At any point in

time, the government budget constraint has to hold

Gt + Ḃt = Πt + rtBt + τwtNt

Ḃt = βπtBt

where Gt is government consumption, Πt is firm profits, Bt is government debt, and τ is a linear

labor tax. The linear tax is set sufficiently high to ensure that Gt is always positive. β is a

parameter that governs how government debt moves off steady state. Since the government budget

constraint always holds, changes in government revenue either result in adjustments in the supply

of debt or in government spending.

Equilibrium

The equilibrium is described by paths of aggregate variables {Ct, St, At, Bt, Nt, Gt, Zt, Yt,Πt, Nt,

Ft}∞t=0, individual variables {ct, st, at, zt, lt}∞t=0, and prices {rt, wt, πt}∞t=0 that satisfy the following:

1. Households’ optimization: Taking as given the interest rate and wage in the economy, house-

holds maximize utility subject to the budget constraint , the liquidity constraint, the income

process (17), and the constraint on labor hours.

2. Firms’ optimization: Firms maximize profits subject to individual demand functions and

price stickiness costs.
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3. Market clearing: the goods, labor, and bond markets clear for all t,

Gt + Ct + κt = Yt

Nt =

∫
lt(a, z)zt(a, z)dFt(a, z)

At = Bt

where κt is the total cost for price changes for all firms.

4. Aggregation: Aggregate quantities are consistent with the distribution of households

Ct =

∫
ct(a, z)dFt(a, z) St =

∫
st(a, z)dFt(a, z)

At =

∫
at(a, z)dFt(a, z) Zt =

∫
wtlt(a, z)zt(a, z)dFt(a, z)

where Ft(a, z) is the distribution of wealth and income at time t.

4.2 Calibration

The calibration strategy is the same as in Section 3. When I compare economies, the wealth-income

ratio has to be the same to ensure that the level of resources available to households is the same.

Further, I want to limit the effects of the liquidity constraint. I use the discount rate (ρ), the

income process parameter (z̄), and the liquidity constraint (ā) to achieve these goals.

The rest of the parameters are conventional. The elasticity of intertemporal substitution, real

interest rate, and income process are the same as in Section 3. I calibrate all additional parameters

similar to Kaplan, Moll, and Violante (2017). The Frisch elasticity is set to 0.5, in the range of

estimates found in Chetty et al. (2011). Initially, I let labor supply adjust freely by setting φ2 to

∞. I explore the role of this φ2 below when I discuss what determines the risk effect in Section

4.4. The elasticity of substitution between different goods is set to 10 to match a profit share of 10

percent. The price stickiness parameter is set to 100 so that the Phillips curve slope of 0.1. The

bond adjustment parameter is set to 2 in the benchmark results to allow the government to reduce

their debt if they experience a sudden increase in income.

Similar to Section 3, it is important to limit the number of constrained households. Figure 7

presents the distribution of income and wealth, and MPCs. About 25 percent of the population is

at the constraint, a high number compared with the model in Section 3. The reason this economy

has many more constrained households is that households can self-insure by adjusting labor supply.

Self-insurance through wealth accumulation is therefore less important and more households are

close to the constraint. However, although there are many households at the constraint, it does

not mean that it has quantitatively relevant effects on the economy. One can see this clearly in

the distribution of marginal propensities to consume (MPCs) in Figure 7. Even for households at

the constraint, the MPC is still only about 0.1. Since their behavior is very similar to that of the
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Table 2: Calibration of the HANK model

Value Description Target

γ 1.5 CRRA paramter, inverse EIS
φ0 1 Weight on labor disutility Households work 1 hour on average
φ1 0.5 Frisch elasticity Chetty et al. (2011)
φ2 ∞ Max labor supply Unconstrained
r 0.04 Annual real interest rate
ρ free Discount rate Match wealth/income = 4

Piketty and Zucman (2014, table A1)
θ 0.97 Annual autocorrelation of income Heathcote, Storesletten, and Violante (2010)
σ 0.10 or 0.14 sd of income process in 2000 Heathcote, Storesletten, and Violante (2010)
z̄ free Income process parameter Normalize such that E(z) = 1
a 0 Liquidity constraint
τ 0.2 Linear labor tax Ensure that Gt ≥ 0 for all t
ε 10 Elasticity of substitution in yj,t Profit share of 10 %
ψ 100 Price stickiness parameter Slope of Phillips curve, ε/ψ = 0.1
β 2 Bond supply adjustments

general population and their resources are limited, the constraint has small effects on aggregate

dynamics.

4.3 The Risk Effect

The key result concerns households’ responses to an unexpected monetary policy shock that reduces

the real interest rate by one percentage point and mean reverts with an annual autocorrelation of

0.5. In Figure 8, I compare impulse responses for two different initial steady states, low income risk

(0.10) and high income risk (0.14), corresponding to the estimates for the 1970s and 2000s from

Heathcote, Storesletten, and Violante (2010).

Households want to consume more in response to the expansionary monetary policy shock,

resulting in an increase in aggregate demand. Firms subsequently want to produce more, inducing

them to increase wages to attract more labor, and increase prices to reap some of the benefit from

the transitory increase in demand. Households respond to higher wages by supplying more labor.

Furthermore, the increase in income also makes them consume even more. For the government, the

increase in wages and labor hours results in higher revenue. The government responds by reducing

the supply of bonds and increasing government consumption. Since the economy is closed, all

government debt is held by households, so households have to reduce their savings one-for-one with

the reduction in government debt.

The key question in this paper is how the level of income risk affects monetary policy trans-

26



mission to aggregate demand. The risk effect is the difference in aggregate consumption responses

between the high-risk case (0.14) and the low-risk case (0.10). In figure 8, this is illustrated as

the dotted black line in the aggregate consumption response. The risk effect is negative, implying

that the aggregate consumption response to the monetary policy shock is weaker in the high-risk

than in the low-risk case. Further, the risk effect is still substantial: the 40 percent increase in the

standard deviation of income innovations has weakened monetary policy transmission to aggregate

consumption by about 10 percent.
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Figure 7: The Wealth and Income Distribution, and MPC across the Distribution
in the HANK Model

(a) Wealth and Income Distribution

(b) MPC

Notes: The figures depicts the steady-state distribution of wealth and income, and marginal propensities to

consume for the model calibration in Table 2 when income risk is 0.14. I use 51 grid points in the wealth

direction and 101 grid points in the income direction when I compute the steady state numerically.
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Figure 8: Impulse Responses to an Expansionary Monetary Policy Shock
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Notes: The figure shows the aggregate impulse responses to a monetary policy shock that cuts the real

interest rate by one percentage point and mean-reverts at an annual rate of 0.5. The blue lines are the

impulse responses from a calibration with σ = 0.10 while the red lines are the impulse responses from a

calibration with σ = 0.14. The dotted black line is the difference between the red and the blue lines (high-risk

case – low-risk case) and illustrates the effect of higher income risk on the impulse responses of households

to an interest rate shock.
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4.4 What determines the size of the risk effect?

The risk effect is weaker in the HANK model than in the Huggett model in Section 3. In this

section I explore what determines the size of the risk effect in the HANK model.

There are two main reasons why the risk effect is weaker in the HANK model. First, in the

Huggett model, households are allowed to adjust their wealth freely. With expansionary monetary

policy, households want to dis-save and consume. In the benchmark calibration in the HANK-

model, the government bond adjustment is limited by a fixed rule. Households are therefore able

to adjust wealth to a much lesser extent than in the Huggett model. Since households’ wealth

adjustment is constrained, their ability to substitute across time is also limited. Income risk

mainly affects households by affecting the substitution effect of interest rate changes. Less ability

to substitute across time therefore weakens the risk effect.

Second, in contrast to the Huggett model in Section 3, the HANK model features elastic labor

supply, allowing households to self-insure by adjusting the labor supply and reducing the importance

of wealth as insurance. From the analytical results in Section 2.2, we know that the main channel

through which income risk affects households’ interest rate sensitivity is the insurance channel. A

lower interest rate makes wealth less effective as insurance, inducing households to save more for

precautionary reasons and therefore reduce consumption. In the HANK model, households are

not as concerned about how effective wealth is as an insurance since they also insure themselves

through labor supply. The total risk effect is therefore weaker in the HANK model than in the

Huggett model.

To illustrate the sensitivity of the risk effect to the calibration, I present the risk effect as a

function of the elasticity of intertemporal substitution, the Frisch elasticity, the labor adjustment

flexibility, and the bond adjustment rule in Figure 9. The x-axis goes from 0 to 0.1 years, showing

only the initial risk effect. The first two figures (a and b) show that the risk effect is not very

sensitive to either risk preferences or the Frisch elasticity. When I reduce γ to 1.25, the risk effect

is weaker, but only by a couple of percentage points. Similarly, an increase in γ to 1.75 strengthens

the risk effect by a couple of percentage points. For the Frisch elasticity, the effects are even smaller.

In the two bottom figures, I present how the risk effect depends on labor adjustment flexibility

and the bond adjustment rule. For labor adjustment, I consider two cases, fully flexible (uncon-

strained) and fixed (0.5) labor supply. In the fully flexible case, households can adjust their labor

supply freely and never hit the upper constraint on hours worked. In the fixed case, households

are always at their upper constraint on hours worked and have no room for upward adjustments in

labor hours. One way to think about the fixed case is an economy where all individuals in house-

holds are working full time. Or similarly, an economy where labor force participation within and

among households is very high. By constraining labor supply adjustments, the risk effect increases

substantially from about 10 percent to almost 30 percent. This is similar to what I found in the

Huggett model where labor supply is fixed.

For the bond adjustment rule, β, I consider four cases, going from 0 to 6. The risk effect depends
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Figure 9: The Risk Effect with Different Calibrations
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(b) Frisch elasticity (φ1)
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(c) Labor adjustment (φ2)
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(d) Bond adjustment (β)
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Notes: The figure shows the estimated risk effect for different calibrations of the model. Each line is calculated

as the percentage difference in aggregate consumption responses to a one percentage point interest rate cut

between the high-risk case (0.14) and the low-risk case (0.10). A negative value implies that the consumption

response is greater in the low-risk case.

crucially on the bond adjustment rule. When government debt is fixed (β = 0), the risk effect is

about 6 percent. With constant debt supply, households’ wealth is also constant, so households

cannot adjust their savings in response to any shock. From the results with the Huggett model in

Section 3, we know that households would prefer to dis-save in response to interest rate cuts and

by fixing the bond supply, we therefore limit households’ ability to substitute across time. Since

the risk effect mainly works by through the substitution effect, a fixed bond supply weakens the

risk effect. By allowing the government to reduce their bond holdings in response to high demand,

households are also allowed to dis-save in response to the expansionary monetary policy shocks,

strengthening the risk effect. From Figure 9(d), we see that the strength of the risk effect increases

monotonically with the bond adjustment parameter, β.

What constitutes a reasonable bond adjustment rule remains an open question. Empirical

evidence from structural VAR models suggests that households increase net wealth, but decrease

their holdings of treasuries following a monetary policy expansion (see e.g. Sousa 2009). The target
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for calibration should be the real level of net wealth, not taking into account the price increase

on wealth from a monetary policy expansion. Further, since all wealth in the model economy is

government bonds, it is not clear whether the best model strategy is to calibrate to match the

household net wealth response or the government debt response. The benchmark calibration with

β = 2 represents a case where the government reduces debt somewhat in response to an increase

in government revenue. For short-run monetary policy shocks, this seems like a reasonable fiscal

policy rule: the government reduces debt in expansions and increases debt in recessions.

As a last robustness check, I also analyze the effect of the number of liquidity constrained

households affects on the size of the risk effect. In the calibration above, I calibrate the model such

that the liquidity constraint has limited influence on aggregate dynamics. I do this on purpose

because I focus on the effects of income risk, not liquidity constraints. However, I expect the

liquidity constraint to affect the size of the risk effect. In particular, the presence of a liquidity

constraint limits households’ ability to substitute consumption across time, but increases the MPC

(see e.g. Holm 2017). A tighter constraint should therefore make households less sensitive to

interest rate changes, but more responsive to wage changes. The presence of the liquidity constraint

thus makes the direct effect of monetary policy through the interest rate change less important,

and the indirect effect through wage changes more important. In terms of the risk effect, the

presence of liquidity constraint will therefore shift the relative importance from how income risk

affects households’ interest rate sensitivity to how it affects households’ wage sensitivity. I therefore

expect the risk effect to be weaker when there are more constrained households in the economy.

To explore the effects of liquidity constraints on the size of the risk effect, I recalibrate the

model with new targets on the wealth/income ratio. When the wealth/income ratio is set low, the

average household is poorer and more households are close to the constraint. I then simulate the

risk effect in each case to see how it depends on the number of constrained households. To avoid

the forced dis-saving effect from a positive bond adjustment rule, I calibrate the model in this case

with a β = 0. I do this to avoid the fact that if the government adjusts the bond supply, there

needs to be a relevant bond supply so that adjustments are possible. When the economy has a

wealth/income ratio of 1, the fixed bond adjustment rule has a much greater effect on dynamics

than if the economy has a wealth/income ratio of 4. Table 3 presents the results. As suggested by

the discussion above, the risk effect is weaker when there are more constrained households. When

I reduce the wealth/income ratio from 4 to 1, the share of households at the constraint increases

from 26 to 65 percent, resulting in a weakening of the initial risk effect from 6.11 to 3.77 percent.

The results in this section illustrate the range of possible values for the risk effect. The initial

risk effect is always negative, but depends on how I specify fiscal policy, the flexibility of labor

supply, and the share of constrained households. For a reasonable calibration, the increase in

income risk faced by households since the 1970s has weakened monetary policy transmission to

aggregate consumption by about 10 percent, but the effect can be up to 30 percent.
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Table 3: The Risk Effect with Different Levels of Households at the Constraint

Target Share of Households Average Initial Risk
Wealth/Income Ratio at Constraint MPC Effect

1 65 % 0.098 -3.77 %

2 47 % 0.075 - 5.16 %

4 26 % 0.054 - 6.11 %

Notes: The table shows the share of household at the constraint, the average MPC, and the initial risk

effect (initial difference in aggregate consumption responses between the high-risk (0.14) and the low-risk

(0.10) economy as a share of the aggregate consumption response in the low-risk economy) for three different

wealth/income calibration targets. For each line, I recalibrate the model by adjusting the discount rate

to match the wealth/income ratio. The calibration in each economy is as in Table 2, except that I set the

government bond adjustment to zero (β = 0) to avoid interactions between constrained households and bond

supply adjustments.

5 Conclusion

In this paper, I investigate how income risk affects monetary policy transmission. Monetary pol-

icy affects households via two channels: directly by affecting the interest rates households face

on borrowing and savings, and indirectly through general equilibrium effects on wages. Using a

consumption-saving model, I show that higher income risk renders households less sensitive to

permanent interest rate changes, but more sensitive to permanent wage changes.

The effect of income risk on monetary policy transmission is quantitatively relevant in a Huggett

model. I calibrate incomplete markets models to the increase in income risk since the 1970s docu-

mented by Heathcote, Storesletten, and Violante (2010). The 40 percent increase in the standard

deviation of income risk weakens households’ consumption response to a synthetic monetary policy

shock by 22.5 percent.

The effect of income risk on monetary policy transmission is weaker in a more realistic het-

erogeneous agent New-Keynesian model. In the benchmark calibration, the 40 percent increase

in the standard deviation of income innovations weakens monetary policy transmission by about

10 percent. The risk effect depends crucially on how I specify fiscal policy, the flexibility of labor

supply, and the number of constrained households. Depending on the calibration, the income risk

weakens monetary policy transmission by between 6 and 30 percent.
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A Equation (8) in discrete time

In this appendix, I derive the effects of the optimal saving of households with income risk in discrete

time without a liquidity constraint. The model in Section 2.1 is

maxE0

∞∑
t=0

(
1

1 + ρ

)t
u(cs)

subject to

ct + at+1 = (1 + r)at + zt

zt = z̄ + (1− ν)(zt−1 − z̄) + εt

εt ∼ N(0, σz)

The optimal household behavior is described by the Euler equation

u′(ct) =
1 + r

1 + ρ
Etu

′(ct+1)

In order to solve for risk, expand the right-hand side around no risk consumption c̄t (without 1+r
1+ρ)

Etu
′(ct+1) ≈ u′(c̄t) + Etu

′′(c̄t)ca[at+1 − at] + Etu
′′(c̄t)cz[zt+1 − zt]

+ Et
1

2

[
u′′′(c̄t)c

2
z + u′′(c̄t)czz

]
[zt+1 − zt]2

= u′(c̄t) + u′′(c̄t)ca[at+1 − at]− u′′(c̄t)czν[zt − z̄] +
σ2y
2

[
u′′′(c̄t)c

2
z + u′′(c̄t)czz

]
where I use the fact that Etzt+1 = zt. By equating the two sides, I get

u′(c̄t) ≈
1 + r

1 + ρ

[
u′(c̄t) + u′′(c̄t)ca[at+1 − at]− u′′(c̄t)czν[zt − z̄] +

σ2y
2

[
u′′′(c̄t)c

2
z + u′′(c̄t)czz

]]

which can be rearranged to

0 ≈ u′′(c̄t)ca[at+1 − at]−
ρ− r
1 + r

u′(c̄t)− u′′(c̄t)czν[zt − z̄] +
σ2y
2

[
u′′′(c̄t)

u′′(c̄t)

c2z
ca

+
czz
ca

]
0 ≈ u′′(c̄t)cast − (ρ− r)u′(c̄t)− u′′(c̄t)czν[zt − z̄] +

σ2y
2

[
u′′′(c̄t)c

2
z + u′′(c̄t)czz

]
(19)

where the last approximation follows because r is small. Equation (19) is similar to equation (8).
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B Proofs in Section 2.2

Before I proceed to prove all of the results noted above, it is useful to derive some auxiliary results

on the marginal behavior of households under assumptions A1-A5.

Lemma 1. In the model in Section 2.1, the marginal effects on consumption from changes in a,

z, r, w, and σ2 are

ca|A1−A5 = r > 0 (20)

cz|A1−A5 =
rw

r + ν
> 0 (21)

cr|A1−A5 =
u′

u′′ca
=

u′

u′′r
< 0 (22)

cw|A1−A5 = z > 0 (23)

cσ2 |A1−A5 =
1

2

u′′′

u′′
c2z
ca

=
1

2

u′′′

u′′
rw2

(r + ν)2
< 0 (24)

There is nothing new in Lemma 1, but the results are necessary to obtain the closed form

solutions for how income risk affects households’ interest rate and wage sensitivities. The marginal

propensity to consume out of wealth is equal to the interest rate while the marginal propensity to

consume out of productivity changes depends on the persistence of income. If income is permanent

(ν = 0), it is equal to the wage. When income is less permanent, the marginal propensity to consume

out of productivity changes is lower. Interest rate changes affect consumption only through the

substitution effect. Since households are risk-averse, the substitution effect is negative, implying

that households reduce consumption in response to a higher interest rate. The marginal effect of

wage changes on consumption is equal to the level of idiosyncratic income. Moreover, if households

are prudent, they increase precautionary saving and reduce consumption in response to a higher

income risk.

B.1 Proof of Proposition 1

Proof. Before I prove Proposition 1, we need to show some auxiliary results to facilitate readability.

To calculate crσ2 , we need to know three other double derivatives: car, caσ2 , and czr.

Lemma 2. (Some auxiliary results). Let assumption 1-5 hold. Then

car|A1−A5 = −u
′′′

u′′
cacr + 2 (25)

caσ2 |A1−A5 = −u
′′′

u′′
cacσ2 +

1

2

u′′′′

u′′
c2z (26)

czr|A1−A5 = −u
′′′

u′′
czcr +

c2z
c2a

(r + 2ν) (27)

caz|A1−A5 = 0 (28)
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Proof. Use total derivation in each of the two directions and evaluate the expressions under as-

sumptions A1-A5.

We are now in the position to show the result for crσ2 . Let us restate the general household

problem for tractability.

0 =u′′(c(a, z))ca(a, z)s(a, z)− u′(c(a, z))(ρ− r)

− u′′(a, z)cz(a, z)ν(z − z̄)

+
1

2
σ2
(
u′′′(c(a, z))cz(a, z)

2 + u′′(c(a, z))czz(a, z)
)

Apply total derivation with respect to r to obtain

0 =u′′′crcas+ u′′cars+ u′′ca (a− cr)− u′′cr(ρ− r) + u′

− u′′′crczν(z − z̄)− u′′czrν(z − z̄)

+
1

2
σ2
(
u′′′′crc

2
z + u′′′2czczr + u′′′crczz + u′′czzr

)
Apply total derivation again, this time in the σ2 direction

0 =u′′′′cσ2crcas+ u′′′crσ2cas+ u′′′crcaσ2s− u′′′crcacσ2

+ u′′′crcars+ u′′carσ2s− u′′carcσ2

+ u′′′cσ2ca(a− cr) + u′′caσ2 − u′′cacrσ2

− u′′′cσ2cr(ρ− r)− u′′crσ2(ρ− r) + u′′cσ2

− u′′′′cσ2crczν(z − z̄)− u′′′crσ2czν(z − z̄)− u′′′crcyσ2ν(z − z̄)

− u′′′cσ2czrν(z − z̄)− u′′czrσ2ν(z − z̄)

+
1

2

(
u′′′′crc

2
z + u′′′2czczr + u′′′crczz + u′′czzr

)
+

1

2
σ2 (· · · )

Use the assumptions that a = 0, ρ = r, z = z̄, and σ2 = 0, with the implications that s = 0 and

czz = 0. From now on, I evaluate all expressions under assumptions A1-A5. However, I do not

carry the explicit dependence |A1−A5 to limit the clutter in the expressions.

0 = u′′′crcacσ2 + u′′carcσ2 + u′′′cσ2cacr + u′′caσ2cr + u′′cacrσ2 − u′′cσ2 −
1

2
(u′′′′crc

2
z + u′′′2czczr)

Replace for caσ2 to obtain

0 = u′′′crcacσ2 + u′′carcσ2 + u′′′cσ2cacr − u′′′cacσ2cr +
1

2
u′′′′c2zcr + u′′cacrσ2 − u′′cσ2 −

1

2
(u′′′′crc

2
z + u′′′2czczr)

0 = u′′′crcacσ2 + u′′carcσ2 + u′′cacrσ2 − u′′cσ2 − u′′′czczr
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and replace for car to obtain

0 = u′′′crcacσ2 − u′′′crcacσ2 + 2u′′cσ2 + u′′cacrσ2 − u′′cσ2 − u′′′czczr
0 = u′′cσ2 + u′′cacrσ2 − u′′′czczr

crσ2 =
u′′′

u′′
cz
ca
czr −

cσ2

ca
=
u′′′

u′′
cz
ca
czr −

1

2

u′′′

u′′
c2z
c2a

where the last equality follows by replacing for cσ2 .

B.2 Proof of Corollary 1

Proof. All expressions below carry the dependence, |A1−A5. From Proposition 1, the effect is

crσ2 =
u′′′

u′′
cz
ca
czr −

1

2

u′′′

u′′
c2z
c2a

Insert for czr to obtain

crσ2 =
u′′′

u′′
cz
ca

(
−u
′′′

u′′
czcr +

w(r + 2ν)

(ca + ν)2

)
− 1

2

u′′′

u′′
c2z
c2a

Insert for cr, cz, cσ2 , and ca from Lemma 1

crσ2 = −u
′′′

u′′
u′′′

u′′
w2

(r + ν)2
u′

u′′
+
u′′′

u′′
w2

(r + ν)2

(
1 +

ν

r + ν

)
− 1

2

u′′′

u′′
w2

(r + ν)2

crσ2 = −u
′′′

u′′
u′′′

u′′
w2

(r + ν)2
u′

u′′
+
u′′′

u′′
w2

(r + ν)2

(
1

2
+

ν

r + ν

)
crσ2 = P (c)

w2

(r + ν)2

[
P (c)

A(c)
− 1

2
− ν

r + ν

]
which is equation (12).

B.3 Proof of Proposition 2

Proof. Before I prove Proposition 2, we need to show some auxiliary results to ease the exposition.

To calculate cwσ2 , we need to know three other double derivatives: caw and cyw.

Lemma 3. (Some auxiliary results). Let assumption 1-5 hold. Then

caw|A1−A5 = 0 (29)

czw|A1−A5 =
u′′′

u′′
cwcz −

u′′′

u′′
cwcaw

ca + ν
(30)
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Proof. Use total derivation in each of the two directions and evaluate the expressions under as-

sumptions A1-A5.

We are now in the position to show the result for cwσ2 . Let us restate the general household

problem for tractability.

0 =u′′(c(a, z))ca(a, z)s(a, z)− u′(c(a, z))(ρ− r)

− u′′(a, z)cz(a, z)ν(z − z̄)

+
1

2
σ2
(
u′′′(c(a, z))cz(a, z)

2 + u′′(c(a, z))czz(a, z)
)

By total derivation with respect to the wage, we obtain:

0 = u′′′cwcas+ u′′caws+ u′′ca(z − cw) + ...+
1

2
σ2(u′′′′cwc

2
z + u′′′2czczw + ...)

To find the precautionary saving effect, I apply total derivation again, this time in the income risk

direction.

0 = −u′′′cwcacσ2 − u′′cawcσ2 − u′′cacwσ2 +
1

2
u′′′′cwc

2
z − u′′′czczw

I now evaluate the expression under assumption A1-A5, but keep the expressions without the

subscript, |A1−A5, to remove clutter. From equations (29) and (30), we know that caw = 0 and

czw = u′′′

u′′ cwcz −
u′′′

u′′
cwcaw
ca+ν

such that

0 = −u′′′cwcacσ2 − u′′cacwσ2 +
1

2
u′′′′cwc

2
z +

u′′′u′′′

u′′
cwc

2
z −

u′′′u′′′

u′′
cwcaczw

ca + ν

cwσ2 = −u
′′′

u′′
cwcσ2 +

1

2

u′′′′

u′′
cwc

2
z

ca
+
u′′′u′′′

u′′u′′
cwc

2
z

ca
− u′′′u′′′

u′′u′′
cwczw

ca + ν

cwσ2 = −u
′′′

u′′
cwcσ2 +

1

2

u′′′′

u′′
cwc

2
z

ca

where the last equality folllows since cwc2z
ca

= cwczw
ca+ν

by Lemma 1.
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B.4 Proof of Corollary 2

Proof. All expressions below carry the dependence, |A1−A5. Insert using Lemma 1 in equation (14)

to obtain

cwσ2 =
1

2

u′′′′

u′′
zrw2

(r + ν)2
− 1

2

u′′′u′′′

u′′u′′
zrw2

(r + ν)2

cwσ2 =
1

2

zrw2

(r + ν)2
P (c)

[
−u
′′′′

u′′′
+
u′′′

u′′

]
cwσ2 =

1

2

zrw2

(r + ν)2
P (c) [T (c)− P (c)]

which is equation (15).

C The Long-run Precautionary Saving Effect

In the body of this paper, the quantitative analyses focus on the short-run interactions between

idiosyncratic income risk and interest rate transmission. In this appendix, I show numerically how

the income risk affects households’ sensitivity to permanent interest rate changes.

The key figure in this analysis is the aggregate capital demand graph as a function of the

interest rate (see Ljungqvist and Sargent 2012, Chapter 18). Huggett (1993) shows that aggregate

capital demand increases in the interest rate. The slope of this aggregate capital demand graph

represents its sensitivity to interest rate changes. The risk effect discussed in this paper predicts

that the slope of capital demand should be higher for an economy with lower income risk.

It is important to make the relevant comparison in this analysis. By gazing at the standard cap-

ital demand figure, one can easily reach the wrong conclusion on how income risk affects aggregate

interest rate sensitivity. In order to make the comparison relevant to the most common calibration

strategies in macro, I compare two economies with the same interest rate (0.04) and level of capital,

but with different discount rates and income risk. This way, I compare two economies with the

same level of resources, but different income risks.

Figure 10 presents capital demand (left) and marginal capital demand (right). From the capital

demand graph, we see the well-known feature that capital demand converges to infinity as the

interest rate converges to the discount rate.11 It is less well known how marginal capital demand

depends on income risk. For a fixed level of capital demand, marginal capital demand is always

higher in the low income risk economy. This is the long-run effect of income risk: steady-state

capital demand is more sensitive to interest rate changes when income risk is lower.

Figure 11 further illustrates the dynamics following a permanent interest rate reduction, in

this example from 0.04 to 0.03. There are two notable observations. First, the transition between

steady states is slow. It takes more than 100 years for the economy to converge to the new steady

11Or in this case: discount rate converges to the fixed interest rate.
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Figure 10: Capital Demand and Marginal Capital Demand
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Notes: I construct the graph by calculating the steady-state aggregate capital demand as a

function of the relative interest rate, holding the interest rate fixed (r = 0.04). The marginal

capital demand is the derivative of aggregate capital demand with respect to the interest rate.

state. This is an important weakness in standard incomplete market models, as highlighted for

instance by Gabaix et al. (2016). Second, although the two economies start from the same level of

resources, the economy with low income risk eventually ends up with lower wealth, and therefore

lower consumption.12 Households in the low income risk economy are therefore permanently worse

off following the interest rate reduction. This might seem paradoxical. The economy with less

distortion (lower income risk) has the greatest welfare loss. This is also a well-known feature of

incomplete market models: economies with more income risk acquire more resources due to the

precautionary saving motive. They are therefore wealthier and consume more.

12Remember, because there can be no aggregate saving in steady state, C = wE(z) + rE(a) = 1 + rE(a).
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Figure 11: A Permanent Interest Rate Shock
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Notes: I construct the graph by calculating the transition from a steady state with r = 0.04 to a

steady state with r = 0.03 holding all other parameters fixed.
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