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Abstract

Results from natural experiments show that consumption responds strongly and significantly to a
transitory variation in income such as a tax rebate or a lottery gain. On the contrary, structural methods
relying on theoretical restrictions to identify the consumption elasticity to a transitory shock in survey
data find that this elasticity is small and not statistically significant. I show that this discrepancy is re-
solved when allowing a household’s log-consumption growth to depend on its history of income shocks,
in structural methods. First, I establish that such a correlation exists even in the baseline life-cycle
model because of precautionary saving, which simultaneously contributes to a households consumption
growth and depends on its history of shocks, but is assumed away by existing structural methods. In
more general frameworks, borrowing constraints, illiquid reserves of wealth or habit persistence induce
a similar correlation with past shocks. Second, I show that this correlation undermines the validity of
the identifying restrictions used in existing structural methods, giving rise to a downward bias. Third, I
develop a robust structural estimator that allows past shocks to affect log-consumption growth. With it,
the elasticity to a transitory shock is statistically significant and the results imply that, on average, 20%
of a transitory gain in net income is consumed within the following year, which is comparable to the
findings of the literature based on natural experiments.
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1 Introduction

How does individual consumption respond to a transitory income shock? The answer has implications

for a number of macroeconomic questions, including the economy’s response to fiscal shocks, the be-

havior of equilibrium asset prices, and the relation between income and consumption inequalities. Yet,

its empirical assessment is undermined by the fact that transitory shocks are not usually observed. In-

stead, in longitudinal survey data, households report their total income change, without distinguishing

between transitory and permanent changes. For the researcher, however, the difference is important

because shocks that do not have the same durability should have very distinct effects on consumption.

There are two main solutions to overcome this issue, but they yield opposite conclusions. A first

approach consists in exploiting specific episodes of observed transitory income variations, such as tax

rebates and lottery gains, and pair them with consumption survey data to directly measure the expen-

ditures’ response to an income shock that the researcher observes and knows to be transitory. In the

great majority of these studies, transitory income changes have statistically significant and economically

large effects on consumption. This remains true even among consumers that are unlikely to face liq-

uidity constraints: the impact of transitory shocks is found to be significant across different categories

of age, income or liquid wealth, suggesting that the estimated response of consumption is not driven

only by a fraction of myopic or constrained households.1 A second approach identifies the response of

consumption to transitory shocks by putting more structure on the data. In a seminal paper, Blundell,

Pistaferri, and Preston (2008) (hereafter BPP) show that it is possible to use restrictions derived from a

life-cycle model to disentangle the response to transitory shocks from the response to permanent shocks

in longitudinal survey data, even though neither of these shocks is directly observed.2 With this method,

they find that the elasticity of consumption to a transitory shock is not statistically significant, although

it is quite precisely measured. Later structural estimators build on this technique with different assump-

tions on the income process and the consumption insurance mechanisms, and they also obtain that the

elasticity to a transitory shock is not statistically significant.3

In this paper, I show that the discrepancy between the two approaches is resolved when allowing for

a correlation between log-consumption growth and past income shocks. More precisely, I make three

contributions: (i) I establish that such a correlation exists in the baseline life-cycle model because of

precautionary saving—which simultaneously depends on a household’s history of shocks and affects its

log-consumption growth—but is implicitly neglected by structural methods; a number of extensions,

including exogenous borrowing constraints, wealthy-hand-to-mouth behavior, and habit persistence,

generate a similar correlation; (ii) I prove that this correlation induces a downward bias in existing

structural estimators of the consumption elasticity to a transitory shock; (iii) I develop a structural esti-

1See for example Souleles (1999), Johnson, Parker, and Souleles (2006), Agarwal, Liu, and Souleles (2007), Parker,
Souleles, Johnson, and McClelland (2013), Kaplan and Violante (2014), Misra and Surico (2014) for the consumption response
to a tax rebate; Baker and Yannelis (2015), Gelman, Kariv, Shapiro, Silverman, and Tadelis (2015) for the response to the 2013
government shutdown; Agarwal and Qian (2014), Kan, Peng, and Wang (2016) for the response to the distribution of cash or
consumption vouchers by the government; Fagereng, Holm, and Natvik (2016) for the response to a lottery gain.

2Structural investigations prior to BPP focus on testing the theory (typically with tests of excess smoothness) rather than
using the theory to develop estimators. See Browning and Lusardi (1996) and Jappelli and Pistaferri (2010) for surveys of this
literature.

3See for example Blundell, Low, and Preston (2013), Ghosh (2016), Arellano, Blundell, and Bonhomme (2016) for a dif-
ferent income process; Heathcote, Storesletten, and Violante (2014), Blundell, Pistaferri, and Saporta-Eksten (2016), Pistaferri,
Saporta-Eksten, and Blundell (2016) for structural estimators that allow for within family/within household insurance.
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mation method that is robust to the presence of such a correlation and I find that its results match with

findings from natural experiments.

I consider the same framework as BPP: a standard life-cycle model in which finite-lived households

face uncertainty because their future income depends on the realizations of shocks, transitory and per-

manent.4 Households have isoelastic preferences and maximize their intertemporal utility subject to a

budget constraint and a natural borrowing constraint—by assumption the households cannot default on

their debt so they cannot borrow more than the lowest possible amount that they expect to earn in the

future—that never binds.

First, I prove that expected log-consumption growth is negatively correlated with the realizations of

past transitory shocks in this model, because of precautionary behavior. Indeed, when marginal utility is

convex, the presence of uncertainty raises expected log-consumption growth, because it increases the ex-

pected marginal utility of future consumption, inducing households to move resources from the present

to the future through precautionary saving. This contribution of precautionary behavior to expected

log-consumption growth, I show, is negatively correlated with the realizations of past transitory shocks.

Intuitively, everything else being equal, having experienced a good transitory shock in the past raises a

household’s assets at the beginning of the current period, which moves its future consumption upwards,

to a region where the convexity of the marginal utility function is less pronounced (under a property of

decreasing absolute prudence that isoelastic preferences verify), and the impact of uncertainty weaker.

As a result, a household that has experienced a positive shock in the past makes less precautionary saving

than it would otherwise and has a smaller expected log-consumption growth.

Existing structural estimators do not allow for such a correlation: they express log-consumption as

a random walk with a deterministic trend, thus imposing that contribution of precautionary behavior

to expected log-consumption growth be either zero or deterministic and independent from the house-

hold’s level of assets and history of shocks. How do they obtain such an expression? Although BPP

take an approximation around small income innovations, this does not explain why the trend in log-

consumption, which should be unaffected by such an approximation, differs from my general non-

approximated expression. I show that their neglecting the precautionary component of log-consumption

growth is due to some ubiquity in the method: they implicitly take an approximation around two values

of log-consumption growth at the same time (the point at which it is equal to its expected value and the

point at which it is equal to its perfect foresight value) that do not coincide in the presence of uncertainty

(because precautionary behavior affects the expected value of log-consumption growth). Later struc-

tural estimators rely on this initial approximation, and assume away precautionary effects as well. In

more general models, frictions including exogenous borrowing constraints, illiquid reserves of wealth—

generating wealthy-hand to mouth behavior (Kaplan and Violante (2014))—and habit persistence also

induce a negative correlation between log-consumption growth and the household’s history of shocks.

Thus, the random walk expression used in structural estimators is not robust to these extensions.

Second, I show that this dependency induces a downward bias in the BPP estimator of the elasticity

4This is consistent with microeconomic data on earnings: Cochrane (1991), Attanasio and Davis (1996), and Brav, Con-
stantinides, and Geczy (2002) show that consumers’ revenue is not perfectly insured; the permanent-transitory structure of
shocks is found to fit well with the observed dynamics of microeconomic of earnings (MaCurdy (1982), Abowd and Card
(1989)).
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of consumption to a transitory shock. Indeed, the negative correlation between log-consumption growth

and past transitory shocks decreases the value of the restriction that is used to identify this elasticity.

When the downward effect of past shocks is not taken into account and discounted, the elasticity to a

transitory shock is underestimated. One exception is the case when transitory income has zero persis-

tence: under this specific assumption, the restriction identifying the elasticity is independent from the

realizations of past shocks and there is no bias. This explains why, in the simulations of Kaplan and Vi-

olante (2010)—that assume no persistence—, the BPP estimator of the elasticity to a transitory shock is

unbiased. In the data used by BPP, however, transitory income is persistent and their estimator is biased.

Regarding permanent shocks, the negative correlation between log-consumption growth and past transi-

tory shocks increases the value of the restriction that is used to identify the elasticity of consumption to

a permanent shock, causing an overestimation of this elasticity when the presence of this correlation is

neglected.

Third, I develop a robust estimator that allows for of a correlation between log-consumption growth

and past shocks. Although, in theory, it is possible to find a restriction that correctly identifies the

elasticity of consumption to a transitory shock and that does not depend on the realizations of past

shocks, in practice, its variations are not sufficient to obtain precise estimates. To gain precision, I

explicitly model the presence of a correlation between log-consumption growth and past shocks and I

estimate it, which makes it possible to use additional restrictions in the estimation. Another advantage of

this method, is that it provides a test for the validity of the theory, since I can compare the size and sign of

the estimated correlation between log-consumption growth and past shocks with the model predictions.

The elasticity to a permanent shock, however, cannot be empirically identified.

I apply this robust estimator to data from the Panel Study of Income Dynamics (PSID) between 1978

and 1992, combined with imputed consumption data from the Consumer Expenditure Survey (CEX)

over the same period. This exactly follows BPP, thereby making the comparison between my results

and theirs straightforward. Moving from the original BPP estimator to my generalized estimator, the

elasticity of consumption to transitory shocks becomes statistically significant. The point estimate of

the elasticity shifts to 0.26, which in the data corresponds to an average marginal propensity to consume

(MPC) of 20%. This says that 20% of a transitory income gain is spent on nondurable consumption

within the following year. It is in line with the results of natural experiments, which find that between

9% and 38% of a transitory income gain is used for nondurable consumption expenditures within the

following quarter. It is also consistent with the value of the elasticity of consumption to a transitory shock

that prevails in the simulations of a life-cycle model similar to the one considered in BPP.5 Regarding

the correlation between log-consumption growth and past transitory shocks, my generalized estimator

yields a statistically significant and negative elasticity, as predicted by the theory. When breaking the

sample into subgroups with high or low financial income, wage rate, education level or age, the elasticity

to a transitory shock remains statistically significant within almost all subgroups, which matches with

the results of natural experiments. My findings are robust to variations in the set of moments used for

estimation. They are also robust to variations in the set of individual characteristics allowed to shift

utility from consumption and to affect income growth.

5Kaplan and Violante (2010) perform this exercise and find that this elasticity ranges between 0.06 and 0.22, in a model
assuming that transitory shocks have zero persistence, while transitory shocks persist for one period in the data used in BPP
and more persistent transitory shocks have mechanically a stronger impact on consumption.
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Related Literature

This paper contributes mainly toward three strands of the literature. First and foremost, it adds to

the studies that assess empirically the transmission of transitory shocks to consumption. In particular,

the paper relates to the literature that examines the validity conditions of the BPP estimator in a standard

life-cycle model (since the method is based on approximated expressions). Because there is no closed-

form solution for consumption in life-cycle models with uncertainty, existing studies have relied on

simulations to determine whether the validity conditions of BPP are met in a life-cycle model.6 The

present paper supplements these numerical analyses with a formal examination, showing despite the

absence of a closed-form solution that one assumption of the BPP method is not verified.

A number of papers also generalize the method of BPP.7 The bias that I document affects these ex-

tensions as well, except for Heathcote, Storesletten, and Violante (2014).8 In addition, the present paper

proposes a generalization of the BPP method that allows for a correlation between log-consumption

growth and past shocks, which makes it robust to precautionary behavior, but also to the presence of

borrowing constraints, illiquid reserves of wealth, and habit persistence.

One generalization that I set apart, because it is close to mine and less affected by the aforementioned

bias, is that of Arellano, Blundell, and Bonhomme (2016). The authors develop an estimator in the same

spirit as BPP but with two additional features: it allows log-consumption growth and log-income growth

to be non-linear functions of the shocks, capturing richer income dynamics, and it measures the impact

of income shocks on consumption conditional on the level of net assets and permanent income. Although

they do not stress the presence of a correlation between log-consumption growth and past shocks, this

conditioning implies that their estimator is de facto partly robust to such a correlation, because the way

past shocks affect log-consumption growth is mainly through their impact on net assets and permanent

income.9 Consistent with my analysis, their estimates of the consumption elasticity to a transitory shock

are larger than that of other structural estimators. My method is more general than that of Arellano,

Blundell, and Bonhomme (2016) in that, first, it fully corrects for the presence of a correlation with past

shocks. Second it does not necessitate a measure of households’ net assets, which their method does. In
6Kaplan and Violante (2010) consider the case when transitory shocks are not persistent at all, and show that to consistently

estimate the consumption elasticity to transitory shocks, the BPP estimator requires that log-consumption growth be indepen-
dent from the realizations of future shocks, and to estimate the elasticity to permanent shocks it needs that log-consumption
growth be independent from the realizations of both past and future income shocks. They test the estimator on simulated data
and find that there is no bias in the measure of the elasticity to transitory shocks, and a small downward bias in the measure of
the elasticity to permanent shocks. In this paper, I show that the fact that they find no bias is crucially linked to the assump-
tion that transitory shocks are not persistent. Another paper that examines the robustness of the estimator on simulations is
Blundell, Low, and Preston (2013), but the authors do not look into the response to transitory shocks.

7Among them, Blundell, Low, and Preston (2013) and Ghosh (2016) extend the method to broader specifications of income
dynamics. Heathcote, Storesletten, and Violante (2014), Blundell, Pistaferri, and Saporta-Eksten (2016) and Pistaferri, Saporta-
Eksten, and Blundell (2016) adapt it to frameworks that incorporate endogenous labor supply and within-household risk-
sharing, to also examine the transmission of wage shocks to income, before they are passed on to consumption.

8Although the spirit of the identification is similar to that of BPP, the estimation in Heathcote, Storesletten, and Violante
(2014) is based on a model with closed-form solutions, not from a random walk approximation of log-consumption growth in
a life-cycle model, so their estimation of consumption and labor elasticities to wage shocks is not subject to the bias I describe
in this paper. However, they obtain closed-form solutions at the cost of restricting the role of precautionary saving by imposing
that family networks (islands) be hand-to-mouth so there is no way to make savings at the family network (island) level.

9When transitory shocks are persistent for one period, though, two households with the same level of assets and permanent
income but a different realization of the immediate past transitory income shocks have the same distribution of future income at
t +2 and after, but a different distribution of future income at t +1, so they should choose a slightly different log-consumption
growth.
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particular, my strategy remains valid if consumers take into account their expected inherited wealth in

their decisions, or rely on other instruments than cash, stocks, bonds and housing as store of value (these

reserves of wealth would be unobserved in the data of Arellano, Blundell, and Bonhomme (2016)).

Third, it is less demanding in terms of data quality. It is however less general than their technique in that

it assumes that log-income growth is a linear function of past and contemporaneous shocks.

The present paper also relates to the empirical studies based on natural experiments, since it gives

some external validity to their findings. It shows that, in general, consumption responds significantly to

a transitory income shock, so their results are not necessarily caused only by the particular set-up and

the particular period in which they are obtained, but reflect a general trait of consumers’ behavior.

Second, the present paper contributes to the theoretical analyses on the impact of precautionary

behavior on consumers’ decisions.10 In particular, Kimball (1990) shows that, in a tractable, two-period,

life-cycle model, a gain in net assets reduces the consumption gap between a household with perfect

foresight and a household facing uncertainty, at a given level of expected marginal utility. The present

paper extends this finding to the multiperiod life-cycle model, despite the fact this model is not tractable

and does not admit a closed-form solution. It then shows that the properties of the comparison between a

certain framework and an uncertain framework at a given level of expected marginal utility apply to the

intertemporal comparison between current (certain) consumption and future (uncertain) consumption.

Therefore, a gain in net assets also reduces the gap between current and future expected consumption,

decreasing expected consumption growth.

Third, the life-cycle framework presented here is at the heart of the standard incomplete market

models (SIM), which has become the workhorse of quantitative analyses in macroeconomics but is in-

tractable thus difficult to interpret.11 The mechanisms that the present paper highlights should help

improve the understanding of the results obtained from these models, in particular regarding consump-

tion fluctuations. In addition, reliable micro-level estimates of the consumption elasticities to income

shocks constitute a reference point to assess the soundness of a macroeconomic model, based on its abil-

ity to generate the same level of consumption insurance against income shocks as observed in microdata.

Overview

The remainder of the paper is organized as follows. Section 2 exposes the baseline life-cycle model

and derives the implications of precautionary behavior in this model. Section 3 describes the identifi-

cation strategy of the BPP estimator, the bias it presents when log-consumption growth correlates with

past shocks, and a robust strategy to handle this correlation. Section 4 details the data and the empirical

implementation of the estimator. Section 5 presents the results. Section 6 concludes the paper.

10See Rothschild and Stiglitz (1971) and Dreze and Modigliani (1972) for the first insights on the impact of a non-linear
marginal utility.

11See Heathcote, Storesletten, and Violante (2009) for a survey of this literature.
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2 Model

2.1 Income process

Time is discrete and indexed by t = 0, 1, .... T. The net income of a household i at period t, denoted yi,t , is

modeled as a transitory-permanent process: the log of net income is the sum of a permanent component

pi,t that follows a random walk, a transitory component εi,t that follows an MA(q) process, and a term

κtzi,t capturing the deterministic influence of demographic variables. It writes as follows:

ln(yi,t) = pi,t +µi,t +κtzi,t

with

{
pi,t = pi,t−1 +ηi,t

µi,t = εi,t +θ1εi,t−1 + ...+θqεi,t−q.

The uncertainty of the household comes from the presence of two income shocks: a permanent shock

ηi,t and a transitory shock εi,t . The variable ηi,t constitutes a permanent shock because its realization

remains in the value of p at all following periods, so it affects income until the end of the household’s

lifetime. On the contrary, the shock εi,t is transitory because its effect on income dissipates after q

periods, where the order q is to be established empirically. The permanent and transitory shocks are

i.i.d. across households at each period. They are serially uncorrelated and uncorrelated with each other.

They are drawn at each period from distributions with bounded supports; the distributions may change at

each period but are known in advance and with certainty by consumers; the distributions are normalized

so that Ei,t [εt+1] = 0 and Ei,t [ηt+1] = 0.

The demographic variables zi,t , including for example the age of the head, its birth cohort, and the

region in which the household lives, are assumed not to be subject to any uncertainty (the full list of

variables is detailed in the Data section). They may change over time, but these variations are expected

by consumers. The impact κt of these demographics is allowed to shift with calendar time.

2.2 Household’s problem

At each period t, the household i faces the following intertemporal optimization problem:

max
ci,t ,...ci,T

T−t

∑
s=0

β
t+seδt+szi,t+sEt [u(ci,t+s)] (2.1)

s.t.
T−k

∑
s=0

ci,k+s

(1+ r)s = (1+ r)ai,k +
T−k

∑
s=0

yi,k+s

(1+ r)s ∀t ≤ k ≤ T, (2.2)

ai,k+1 >−
T−k

∑
s=1

y
i,k+s

(1+ r)s ∀t ≤ k ≤ T. (2.3)

The household has a discount factor β and its preferences are time-separable. It derives utility

from streams of consumption {ci,s}T
s=t . The period utility u(c) is isoelastic. Its functional form is

u(c) = c1−ρ−cst
1−ρ

and it is defined over ]0,+∞[. Utility can be influenced by a vector of preference shifting

demographic variables zi,t—including for example the number of children since it determines the average

consumption per capita in the household—whose variations are assumed to be known in advance without
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uncertainty by the household. The impact of these demographics on utility is measured by the vector

of coefficients δt . The term yi,t is the net income earned by the household at period t, which obeys the

process described above, and its smallest possible realization is y
i,t

. The household only has access to a

risk-free asset, and ai,t is the amount of this asset that it holds at the beginning of period t (equivalently

at the end of period t− 1). It yields a constant gross interest rate (1+ r)—I assume constancy of the

discount factor and of the risk-free interest rate to simplify the presentation but it is straightforward to

allow them to be time-varying. In the remainder of the paper, I drop the household index i to alleviate

the notations.

2.3 Precautionary behavior

My demonstration that there exists a strictly negative correlation between past transitory shocks and log-

consumption growth is in two steps: I show that (i) precautionary behavior raises expected consumption

growth, by an amount equal to the equivalent precautionary premium, thus increases expected log-

consumption by an amount that is a function of this premium; (ii) a positive transitory shock in the

past, equivalent to gain in current net assets, reduces the precautionary premium, inducing a decrease

in expected log-consumption growth. Taking an approximation around small income innovations, the

expected part of log-consumption growth is unchanged so the correlation with past shocks remains.

Let me start with point (i). The equilibrium condition of the households’ problem, known as the

Euler equation, is as follows:

u′(ct) = Et [u′(ct+1)]Rt,t+1.

It states that the household aims at equalizing its expected marginal utility over time. The multiplier

on the natural borrowing limit does not enter this expression because the constraint never binds—the

household would never put itself in the situation of possibly consuming zero in the future.12 I introduce

the equivalent precautionary premium associated with consumption uncertainty at t + 1, which is the

consumption loss ϕt that a household facing no uncertainty would have to incur for its marginal utility

to be as high as it is in the presence of uncertainty:

Et [u′(ct+1)] = u′(Et [ct+1]−ϕt).

Kimball (1990b) initially develops the notion of equivalent precautionary premium to compare con-

sumption and wealth in a certain and in an uncertain environment at a given level of expected marginal

utility. I show that it interestingly applies to the measure of the difference between a household’s current

(certain) consumption and its future (uncertain) consumption, which have to yield the same expected

12This would be associated with an infinitely large expected marginal utility of consumption, inducing the household to
reduce its current consumption until it falls below the natural borrowing limit.
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marginal utility. Substituting for Et [u′(ct+1)] in the Euler equation, I obtain:

u′(ct) = u′(Et [ct+1]−ϕt)Rt,t+1

ct = (Et [ct+1]−ϕt)R
−1/ρ

t,t+1

Et [ct+1] = ct +(R1/ρ

t,t+1−1)ct︸ ︷︷ ︸
int. subs. + dem.

+ ϕt︸︷︷︸
precaution

. (2.4)

Under the joint assumption of a risky income path and a strictly convex marginal utility (a property

verified by isoelastic preferences), Jensen’s inequality implies that ϕt is strictly positive.13 Thus, the

presence of uncertainty induces the household to set its current consumption below its future expected

consumption by an amount ϕt . Intuitively, when the household’s marginal utility is convex, the impact

of a loss and of a gain in consumption are asymmetric: marginal utility increases more following a

loss than it decreases following a gain. On average, the possibility of negative shocks dominates and

the presence of uncertainty raises the expected marginal utility of future consumption. As a result,

an optimizing household moves resources from the present (associated with the same marginal utility)

to the future (associated with a higher expected marginal utility). Under perfect foresight or under

certainty equivalence ϕt = 0 because either there are no shocks or their impact on future marginal utility

is symmetric and averages out. Intertemporal substitution and changes in demographics also affect

expected consumption growth, modifying it by an amount (R1/ρ

t,t+1− 1)ct , so their effect is proportional

to current consumption.

The graph (a) in Figure 1 illustrates the mechanism graphically. It is obtained from a simulation of

the model for a household living four periods, facing two possible realizations of the income shock at

each period (therefore two possible values of future consumption at each period), and whose characteris-

tics are such that R−1/ρ

t,t+1 = 1 (no intertemporal substitution motive nor changes in demographics).14 The

consumption value associated with a low income realization is denoted clow
t+1 and that associated with a

high income realization is denoted chigh
t+1 . Because marginal utility is convex, the increase in marginal

utility resulting from a low income realization is much larger than the decrease in marginal utility asso-

ciated with a high income realization. On average, expected marginal utility is therefore driven up by

the presence of shocks and is larger than the marginal utility of expected consumption. For this reason,

ϕt is positive: a household facing no uncertainty would have to decrease its consumption for its marginal

utility to be as high as it would in the presence of uncertainty. Current consumption is chosen exactly

as the level of certain consumption whose marginal utility equals the expected marginal utility of future

consumption, and therefore it is such that ct = Et [ct+1]−ϕt : because of uncertainty, a unit of future con-

sumption is expected to be more valuable than a unit of current consumption and the household chooses

a higher level of future expected consumption than of current consumption. As a result, the presence

of uncertainty makes the expected consumption path steeper, as pictured on graph (b): instead of hav-

ing a flat expected path (with actual consumption changes being driven exclusively by income news), a

household that faces uncertainty allocates more consumption to the periods associated with the largest

13When marginal utility u′(c) is strictly convex, Jensen’s inequality states that:

Et
[
u′(ct+1)

]
> u′(Et [ct+1]) ⇔ u′(Et [ct+1]−ϕt)> u′(Et [ct+1]) ⇔ Et [ct+1]−ϕt < Et [ct+1] ⇔ 0 < ϕt .

14I provide all the parameters used for this simulation exercise in Appendix B.
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Figure 1

(a) Equalization of expected marginal utility

(b) Expected consumption path

Figure 1 (a) pictures how current and future consumption are set, so that the marginal utility of current consumption be equal

to the expected marginal of future consumption. Figure 1 (b) represents the expected consumption path of the household.

Both are obtained from a simulation of the model described in the Model section, with a calibration presented in Appendix B.
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uncertainty.15

To derive an expression for log-consumption growth, I take the relation (2.4), substitute for Et [ct+1] =

ct+1− ξt+1 with ξt+1 the innovation to future consumption, divide each side by ctR
1/ρ

t,t+1 and take the

logarithm. I then apply a Taylor expansion around the point where income shocks are equal to zero:

(εt+1,ηt+1) = (0,0), denoting with an exponent 0 the value of the variables taken at this point. It yields

the following decomposition of log-consumption growth:

∆ln(ct+1) =
1
ρ

ln(β (1+ r))︸ ︷︷ ︸
int. substitution

+
1
ρ

∆(δt+1zt+1)︸ ︷︷ ︸
demographics

+ ln(1+
ϕt +ξ 0

t+1

R1/ρ

t,t+1ct

)︸ ︷︷ ︸
precaution

+ εt+1

(
dln(ct+1)

dεt+1

)0

︸ ︷︷ ︸
elasticity to

transitory shocks: φ ε
t

+ηt+1

(
dln(ct+1)

dηt+1

)0

︸ ︷︷ ︸
elasticity to

permanent shocks: φ
η

t

+ o(εt+1,ηt+1) (2.5)

The first three terms correspond to an approximation of expected log-consumption growth, and the

next two form an approximation of the innovation to log-consumption growth. Because the pres-

ence of uncertainty raises expected consumption growth by ϕt , it increases expected log-consumption

growth by ln(1+ ϕt+ξ 0
t+1

R1/ρ

t,t+1ct
). The term ξ 0

t+1 captures precautionary behavior too because, at the point

where income innovations are zero, the consumption innovation is strictly positive in the presence

of uncertainty but zero under perfect foresight. Indeed, because of future precautionary consump-

tion growth, consumption ct+1 is not linear in income but strictly concave, so that consumption in-

novation is strictly positive at the point where income innovations are equal to their expected value:

c0
t+1 = ct+1 (0,0)ct+1 (Et [εt+1],Et [ηt+1])> Et [ct+1].

Let me now turn to point (ii) and show that this precautionary component of expected log-consumption

growth is negatively correlated with past shocks. First, I establish a theorem proving that precautionary

growth ϕt is negatively correlated with the household’s level of net assets and therefore with the realiza-

tions of its past transitory shocks. Second, in a corollary, I prove that it implies that ln(1+ ϕt+ξ 0
t+1

R1/ρ

t,t+1ct
) is

negatively correlated with past transitory shocks.

Theorem: In the model presented above, the equivalent precautionary premium, ϕt , is negatively corre-

lated with net assets and with the value of past transitory income shocks. At any period 0 < t < T , and

for any 0 < k < t:

dϕt

dat
< 0 and

dϕt

dεt−k
< 0.

Intuition: I detail the intuition of the proof with an approximation. I apply the local approximation of

Arrow (1965) and Pratt (1964) to the precautionary premium associated with consumption risk at t +1

15The slope is increasing over time because, since shocks are multiplicative, the expected variance of consumption at t +2
from the point of view of period t + 1 is largest than the variance of consumption at t + 1 from the point of view of period t,
hence Et [ϕt+1]> ϕt .
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to obtain the following decomposition:

ϕt =
1
2

p(Et [ct+1])︸ ︷︷ ︸
absolute prudence

× vart(ct+1)︸ ︷︷ ︸
consumption risk

+o(vart(ct+1)).

The coefficient of absolute prudence measures the local curvature of the marginal utility function at the

point c = Et [ct+1]. Therefore, it captures the extent to which consumption fluctuations translates into

marginal utility fluctuations around Et [ct+1], and the fluctuations in marginal utility are eventually what

raise the household’s expected marginal utility of future consumption, inducing it to move resources

from the present to the future. The variance of consumption summarizes the magnitude of consumption

fluctuations.

I take the derivative with respect to net assets of this approximation of ϕt :

dϕt

dat
≈

>0︷ ︸︸ ︷
dEt [ct+1]

dat

<0︷ ︸︸ ︷
p′(Et [ct+1]))︸ ︷︷ ︸

change in prudence

vart(ct+1)+ p(Et [ct+1])

<0︷ ︸︸ ︷
dvart(ct+1)

dat︸ ︷︷ ︸
change in risk

< 0.

The impact of a gain in net assets decomposes into two effects. First, it decreases the value of absolute

prudence. This is because a gain in net assets increases future expected consumption Et [ct+1], and the

local curvature of marginal utility is decreasing in consumption (a property of isoelastic preferences).

Second, a gain in net assets decreases the variance of future consumption. Intuitively, such a gain does

not only shift the distribution of consumption around a higher expected value, it also condenses its

distribution. Indeed, a gain in assets does not affect consumption identically in all states of the world

but raises more consumption in the low consumption states of the world and raises it less in the high

consumption states of the world, reducing the variance of ct+1. Thus, because a gain in net assets

diminishes both the cost of consumption fluctuations (measured by the local value of absolute prudence)

and the level of consumption fluctuations (measured by the variance of future consumption), they imply

a decrease in precautionary saving. The exact proof is presented in Appendix A.

Figure 2 illustrates the variation in the precautionary premium caused by a gain in net assets. I

compare the simulations presented above with a simulation in which the household begins the period

with a larger level of net assets. On graph, (a), one sees that, following a gain in assets, the current and

future consumption shift upwards, to a region where marginal utility is flatter (the curvature of marginal

utility is decreasing in consumption) and therefore where the asymmetry between negative and positive

consumption shocks is reduced. In addition, the difference between clow
t+1 and chigh

t+1 is smaller after a

gain in assets: the variance of future consumption has decreased. This further reduces the value of

the precautionary premium. The consequence for the expected consumption path is pictured on graph

(b): a gain in net assets moves the consumption path upwards, but also reduces its slope, because the

value of precautionary premium after a gain in assets, ϕ ′, is smaller than its value before, ϕ . The slope of

expected consumption growth is therefore directly correlated with the household’s level of assets through

precautionary behavior: a household’s assets determine the amount of consumption that it wants to move

to the future for precautionary reasons.

11



Figure 2

(a) Asset gain - Shift in the equalization of expected marginal utility

(b) Asset gain - Shift in the expected consumption path

Figure 2 (a) pictures the change in the choice of current and future consumption, following a gain in net assets. Figure 2 (b)

represents the corresponding shift in the expected consumption path of the household, following the same gain in net assets.

Both are obtained from a simulation of the model described in the Model section, with a calibration presented in Appendix B.
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Now, I show that changes in the value of past transitory shocks are equivalent to changes in net

assets. This is because the realizations of past transitory shocks (prior to the immediate past period)

have no impact on the determinants of current consumption other than on net assets. For any k > 1:

dϕt

dεt−k
=

dat

dεt−k︸ ︷︷ ︸
>0

dϕt

dat︸︷︷︸
<0

< 0.

Indeed, since they are transitory they do not affect the distribution of future income after q = 1 periods.

Their impact on net assets is positive because a transitory gain is smoothed over the household’s lifetime,

thus passed on to later periods through increased assets: dat
dεt−k

> 0.

A transitory shock at t−1 impacts both at and yt but not the distribution of income at t +1 and later,

so the same intuition applies16

dϕt

dεt−1
=

dat

dεt−1︸ ︷︷ ︸
>0

dϕt

dat︸︷︷︸
<0

+
dyt

dεt−1︸ ︷︷ ︸
>0

dϕt

dyt︸︷︷︸
<0

< 0.

A detailed demonstration is provided in Appendix A.

Corollary: In the model presented above, log-consumption growth is strictly decreasing in the value of

past transitory shocks:

covt(∆ln(ct+1),εt−k)< 0.

Intuition: From the Theorem above, dϕt
dεt−k

< 0. In addition, I show that dξ 0
t+1

dεt−k
< 0, because dct+1

dat
is

convex in εt+1 and ηt+1.17 On the contrary, consumption ct is positively correlated with εt−k. The

terms ρ , β , r, δt+1 and zt+1 are exogenous terms that do not respond to income shocks. As a result

covt(ln(1+
ϕt+ξ ∗t+1

R1/ρ

t,t+1ct
),εt−k)< 0 and:

covt(∆ln(ct+1),εt−k) = covt(
1
ρ

ln(β (1+ r))+
1
ρ

δt+1zt+1,εt−k)︸ ︷︷ ︸
=0

+covt(ln(1+
ϕt +ξ 0

t+1

R1/ρ

t,t+1ct

),εt−k)︸ ︷︷ ︸
<0

+Et [εt+1]︸ ︷︷ ︸
=0

covt(φ
ε
t ,εt−k)+Et [ηt+1]︸ ︷︷ ︸

=0

covt(φ
η

t ,εt−k)

covt(∆ln(ct+1),εt−k)< 0.

Consumption elasticities Precautionary behavior also affects the value of the consumption elasticities

φ ε
t and φ

η

t . I show in Appendix A that they coincide with the percentage change in total expected

16The notation dϕt
dyt

is a little imprecise: it refers to a change in income yt that has no impact on income at later periods.
17It implies that dct+1

dat
(Et [εt+1],Et [ηt+1])<

dEt [ct+1]
dat

(εt+1,ηt+1).

13



resources, net of total expected precautionary consumption growth:

φ
ε
t =

︷ ︸︸ ︷(
dWt+1

dεt+1

)0

−

precaution (1)︷ ︸︸ ︷(
dPGt+1

dεt+1

)0

︷︸︸︷
Wt+1− (PGt+1)

0︸ ︷︷ ︸
precaution (2)

and φ
η

t =

︷ ︸︸ ︷(
dWt+1

dηt+1

)0

−

precaution (1)︷ ︸︸ ︷(
dPGt+1

dηt+1

)0

︷︸︸︷
Wt+1− (PGt+1)

0︸ ︷︷ ︸
precaution (2)

.

with: Wt+1 = (1+ r)at+1 +∑
T−t−1
s=0

Et+1[yt+1+s]
(1+r)s the amount of total expected resources at t +1

PGt+1 = ∑
T−t−1
s=1 lt+1,s

Et+1[ϕt+s+λ̃t+s]
(1+r)s the total expected precautionary growth at t +1

Therefore, precautionary behavior affects the elasticity of consumption in two ways, indicated with (1)

and (2). First, denoted with (1), an income shock modifies the amount of precautionary saving that

a household needs to make, which can attenuate of reinforce their consumption response: if the shock

increases income but raises precautionary saving, consumption responds less than it would under perfect

foresight, while if the shock increases income and reduces precautionary saving, consumption responds

more. Second, denoted with (2), because a household saves for precautionary reasons, it consumes less

at t +1 than it would under perfect foresight. As a result, a given change in consumption corresponds to

a larger percentage change in consumption for a household engaging in precautionary behavior than for

a household with perfect foresight: the denominator of its elasticity of consumption is always smaller.

Note that although precautionary saving (e.g. the additional saving at t caused by uncertainty towards

the future, conditional on net assets and current conditions) always reduce this denominator, precaution-

ary savings, plural, (e.g. the additional assets that the households has accumulated from its precautionary

saving in the past) raise at and therefore increase this denominator. Thus, lifetime uncertainty (includ-

ing both current and past uncertainty) has two opposite effects on the denominator of the consumption

elasticities and which one dominates depends on the point at which the household is in its life-cycle:

at the first period, precautionary saving is at its largest (in expected value) while precautionary savings

are zero: facing a future uncertain life-cycle always raises the elasticity (decrease the denominator); at

the last period, precautionary saving is zero while precautionary wealth is at its largest: having faced an

uncertain life-cycle always reduces the elasticity (increase the denominator).

Extensions to nondurable consumption, endogenous labor supply and risky assets The same rea-

soning directly applies to more general frameworks that incorporate durable consumption expenditures

(where its utility is separable from that of nondurable expenditures), endogenous labor supply (where

the disutility from working is separable from the utility of consumption), and risky assets. This is be-

cause, with these extensions, the same Euler equation holds true. I detail these extensions at the end of

Appendix A.
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2.4 Precautionary behavior in BPP

BPP approximate the log-consumption growth of a household i as a random walk:

∆ln(cBPP
i,t+1)≈ Γt+1︸︷︷︸

int. sub. + dem. + prec.

+εi,t+1φ
ε
i,t +ηi,t+1φ

η

i,t (2.6)

with Γt+1 a deterministic trend, constant across households with the same demographics. Expected

log-consumption growth, which coincides with Γt+1, is therefore independent from each household’s

level of assets, since two households with the same demographics but different accumulated assets have

the same trend. This implies that the precautionary component of expected log-consumption growth is

deterministic (because the trend is and all the other components of the trend are exogenous parameters).

Therefore, the household may engage in precautionary behavior, but in such a way that its impact on

log-consumption growth is fixed in advance and does not depend on the particular realizations of income

shocks that the household experience over time. As a result, the covariance between this approximation

of log-consumption growth and past shocks is zero. For any k > 0:

covt(∆ln(cBPP
i,t+1),εi,t−k) = covt(Γi,t+1,εi,t−k)︸ ︷︷ ︸

=0

+Et [εi,t+1]︸ ︷︷ ︸
=0

covt(φ
ε
i,t ,εi,t−k)+Et [ηi,t+1]︸ ︷︷ ︸

=0

covt(φ
η

i,t ,εi,t−k) = 0.

Consumption elasticities For the contribution of precautionary saving to log-consumption growth to

be deterministic, the level of precautionary saving has to be a deterministic fraction of a consumer’s

consumption. this implies that consumption is proportional to its perfect foresight value: ct =
1

1+kt
cPF

t
18.

Because the two are proportional, they have the same elasticities to income shocks:

(φ ε
t )

BPP
=

(
dWt+1
dεt+1

)0

W 0
t+1

= (φ ε
t )

PF and
(
φ

η

t
)BPP

=

(
dWt+1
dηt+1

)0

W 0
t+1

=
(
φ

η

t
)PF

.

This expression, however, does not eliminate the impact of precautionary savings (e.g. the additional

assets accumulated by consumers because of past precautionary saving) on the elasticity of consumption

to income shocks through at . This is what BPP refer to when they mention that ”Precautionary saving

can provide effective self-insurance against permanent shocks only if the stock of assets built up is large

relative to future labor income” (p1898).

Assuming away precautionary behavior How come that the BPP approximation around small income

innovations derived from this same model obtains an expression (i) in which log-consumption growth is

independent from the realizations of past shocks, and (ii) in which the consumption elasticity to income

shocks is the percentage change in total expected resources, as under perfect foresight? I show this is

because, in their Taylor approximation of the Euler equation, BPP assimilate the gap between actual

18For the contribution ln(1+ ϕt

R1/ρ

t,t+1ct
) to be deterministic, ϕt must be proportional to ct . Iterating forward, Et [ϕt+1] must be

proportional to Et [ct+1], which is itself proportional to ct . Eventually, all expected premiums are proportional to ct . Precau-
tionary saving is a linear combination of these premiums therefore it has to be proportional to consumption: PSt = ktct . As a
result, ct = cPF

t −PSt is proportional to cPF
t .
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log-consumption and the value of log-consumption that would be chosen under perfect foresight:

ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)aaaaaaet+1 = ln(ct+1)− (ln(ct)+ ln(R1/ρ

t,t+1)),

and the innovation to log-consumption growth:

ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)aaaaaaut+1 = ln(ct+1)−Et [ln(ct+1)]

ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)aaaaaaut+1 = ln(ct+1)− (ln(ct)+ ln(R1/ρ

t,t+1)+Et [ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)])

ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)aaaaaaut+1 = et+1−Et [ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)].

They take at the same time an approximation around et+1 = 0 and ut+1 = 0. As a result, they are

neglecting the contribution of precautionary behavior, Et [ln(1+
ϕt+ξt+1

R1/ρ

t,t+1

)]. I detail their computations in

Appendix A.

2.5 Other sources of correlation with past shocks: borrowing constraints, wealthy-hand-
to-mouth behavior, habit persistence

I show in Appendix A that three extensions of this baseline model would also generate a non-zero

correlation between expected log-consumption growth and the realizations of past shocks. First the

presence of exogenous borrowing constraints other than the natural borrowing constraint would increase

the forced savings when binding, and generate a correlation for the same reason. Second, introducing an

illiquid asset whose rate of return is higher than that of the liquid asset at generates some wealth-hand-

to-mouth behavior (Kaplan and Violante (2014)): some households with non-zero levels of wealth may

behave as hand-to-mouth because they find it optimal to hold their wealth in an illiquid form. This hand-

to-mouth behavior induces a correlation with past shocks since the realization of past shocks determine

the level of current assets which influences consumption growth because some consumers will consume

all their assets if they are pushed by a negative shock. Third, allowing for habit persistence makes current

utility depend directly upon past consumption, therefore upon the realization of past shocks.

Intuitively, any mechanism that obliges consumers to revise the share of their resources that they

allocate to consumption at each period is going to induce a correlation between log-consumption growth

and past shocks. It includes the presence of risky assets in the model (the share of assets allocated to

each type of income is revised at each period and so is the risk towards the future, so that precautionary

saving is revised too at each period) and behavioral mechanisms such as rational inattention (the optimal

level of attention is revised at each period).

3 Identification

The coefficients I seek to estimate are the average values of the consumption elasticities to transitory and

permanent income shocks in the population over the period covered by the dataset, denoted φ ε and φ η

(without a time index because they represent average values). When the income shocks are observed,
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based on the linear approximation around small income innovations, an estimator of each coefficient φ

is is the share of each shock’s variance of that translates into consumption growth:

φ̂
ε =

covt(∆ln(ct),εt)

vart(εt)
and φ̂

η =
covt(∆ln(ct),ηt)

vart(ηt)
.

These are the estimators that are used in the context of natural experiments.19 With survey data, however,

the realizations of the shocks ε and η are not directly accessible. Only c and y are reported. The ob-

jective of the structural identification strategy is to identify these unobserved covariances and variances

from observed moments of the log-income and log-consumption growth processes. In the baseline spec-

ification, the transitory component follows an MA(1) process, with θ1 > 0, and I denote θ1 = θ . Thus,

the relation between log-income growth (net of the impact of exogenous individual characteristics) and

the transitory and permanent shocks is:

∆ln(yt) = ηt︸︷︷︸
permanent

+ εt︸︷︷︸
transitory

−(1−θ)εt−1−θεt−2︸ ︷︷ ︸
past transitory

3.1 Correlation with past shocks and bias

3.1.1 The BPP estimator

Transitory shock The insight of BPP is that, because transitory shocks have a persistent effect on

log-income growth (log-income growth still depends on εt−1 and εt−2 because transitory shocks raise

log-income when they hit and reduce it over the next periods as their effect dissipates) while permanent

shocks raise log-income once and for all and have not impact on log-income growth afterwards, future

log-income growth depends on the value of the current transitory shock but not on the value of the current

permanent shock. It can therefore be used to identify covariance between log-consumption growth and

a transitory shock separately from its covariance with a permanent shock:
covt(∆ln(ct),−∆ln(yt+2)) = θcovt(∆ln(ct),εt),

covt(∆ln(ct),−∆ln(yt+1)) = (1−θ)covt(∆ln(ct),εt)+θ covt(∆ln(ct),εt−1)︸ ︷︷ ︸
neglected (precaution)

.

This covariance between log-consumption and a transitory shock is overidentified in BPP, since it can be

measured from two different expressions. The first one is unbiased, but the second expression neglects

the fact that the past transitory shock at t−1 affects both log-income growth at t+1 and log-consumption

consumption at t, for precautionary reasons. The variance of the transitory shock is identified as follows:

covt(∆ln(yt),−∆ln(yt+2)) = θvart(εt),covt(∆ln(ct),εt−1)covt(∆ln(ct))

The principle is the same: identifying the fluctuations in current log-income growth driven by transitory

shocks as the part of current log-income that covary with the future log-income growth. However, in

the case of income, the correlation between log-income growth and past transitory shock is taken into

account, and the variance is correctly identified.

19These are estimators of the consumption elasticity, though, and the estimators most often used in natural experiment
studies measure the marginal propensity to consume.
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The consumption elasticity to a transitory shock is therefore identified from the two following ex-

pressions in BPP:
φ̂ ε

BPP = covt(∆ln(ct),−∆ln(yt+2))
covt(∆ln(yt),−∆ln(yt+2))

= φ ε ,

φ̂ ε
BPP =

θ

1−θ
covt(∆ln(ct),−∆ln(yt+1))

covt(∆ln(yt),−∆ln(yt+2))
= φ ε + θ

1−θ

covt(∆ln(ct),εt−1)

vart(εt)︸ ︷︷ ︸
< 0

< φ ε ,covt()

with θ

1−θ
identified from other moments of the autocovariance of log-income growth. The second ex-

pression used in BPP is biased. Because the past transitory shock correlates positively with −∆ln(yt+1)

but negatively ∆ln(ct), reducing the covariance between the two, it induces a downward bias in BPP:

its negative impact on the covariance is erroneously attributed to the fact that the covariance between

log-consumption growth and a transitory shock is small. The bias is akin to a problem of instrument

endogeneity: the variable ∆ln(yt+1) is used in the same way as an instrument, to filter the fluctuations

in ∆ln(yt) that are driven by a transitory shock and get rid of the fluctuations driven by a permanent

shock. Yet because this instrument covaries with the dependent variable ln(ct) through both the current

transitory shock and the past transitory shocks, it is not exogenous and there is a bias.

This also shows that the bias is inherent to the MA(1) structure of transitory income—the persistence

over one period of the transitory shock that makes its contribution to log-income growth persistent over

two periods. When θ = 0, the covariance between log-consumption growth and the transitory shock is

exactly identified and unbiased.

Permanent shock The identification strategy is based on the observation that, because the transitory

shock reduces future log-income growth by the same amount as it increases it when it realizes, the

sum of current and future log-income growth is independent from the value of the current transitory

shock. Yet this sum depends on the value of the permanent shock, and it can therefore be used to

identify separately its impact on consumption.20 The covariance between log-consumption growth and

the permanent shock is identified with the following expression:

aaacovt(∆ln(ct), ∆ln(yt)+∆ln(yt+1)+∆ln(yt+2)) = covt(∆ln(ct),ηt)− covt(∆ln(ct),εt−1 +θεt−2)︸ ︷︷ ︸
negelcted (precaution)

.

The variance of the permanent shock comes from:

aaacov(∆ln(yt),∆ln(yt−2)+∆ln(yt−1)+∆ln(yt)+∆ln(yt+1)+∆ln(yt+2)) = var(ηt).

In effect, because the impact of past shocks on current log-income growth is taken into account, it is

necessary to use the whole sum ∆ln(yt−2) + ∆ln(yt−1) + ∆ln(yt) + ∆ln(yt+1) + ∆ln(yt+2) to have an

instrument that is uncorrelated with past transitory shocks at t−1, t−2 and t, and covaries with ∆ln(yt)

only through the permanent shock. Note that this would not a be a good instrument in the case of

log-consumption growth, because it depends on past permanent shocks ηt−1 and ηt−2, and on the past

20In the theoretical description of their identification, BPP also include past log-income growth in the sum they use to
identify the elasticity to permanent shocks. Yet, in practice, the restrictions they adopt impose that the covariance between
log-consumption and any past shock is zero. Therefore, what they actually rely on is simply the sum of log-income growth
realizations from period t to period t +2.
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transitory shocks εt−3, which covaries directly with log-consumption growth for precautionary reasons.

The BPP estimator of the elasticity to permanent shocks is:

aaaφ̂
η

BPP =
covt(∆ln(ct), ∆ln(yt)+∆ln(yt+1)+∆ln(yt+2))

vart(ηt)
= φ

η − covt(∆ln(ct),εt−1 +θεt−2)

vart(ηt)︸ ︷︷ ︸
< 0

> φ
η .

Because the sum of current and future log-income growth at t + 1 and t + 2 depends on the value of

past transitory shocks, log-consumption covaries with the sum through both the current permanent

shock and the past transitory shocks. Since past transitory shocks covary negatively with the sum

∆ln(yt)+∆ln(yt+1)+∆ln(yt+2) and negatively with log-consumption growth (because of precaution-

ary behavior), they raise the covariance between the two, leading to an overestimation of the response

to permanent shocks: the positive impact of past shocks on this covariance is erroneously construed as a

strong response to the contemporaneous permanent shock.

The covariances are taken cross-sectionally over the population at each period. This means that, in

theory, it would be possible to identify the average value of φ ε
t and φ

η

t in the population at each period.

In practice, however, the variations are too small to precisely identify the consumption elasticities at

each period: when BPP split their sample period just in two and measure separately the elasticities over

each half of the sample, the estimates are no longer precise. As a result, what is measured is the average

value over the period sample, and φ ε and φ η are overidentified, not only because at each period several

restrictions can be used to identify φ ε , but also because the restrictions that identify them are observed

at several different periods.

3.1.2 The Kaplan and Violante (2010) version of the BPP estimator

Kaplan and Violante (2010) test on simulated data a version of the BPP estimator that differs on two

main aspects from the original BPP method: first, their estimator is adapted to an income process in

which the transitory shocks have zero persistence (θ = 0); second, they estimate separately the elasticity

to a transitory and to a permanent shock, instead of using a joint minimum-distance estimation. I show

that these two differences explain why their version of the BPP estimator yields an unbiased measure of

the elasticity to a transitory shock.

Transitory shock The covariance between log-consumption growth and the contemporaneous transitory

shock is identified from the following moment:

aaaaaaaaaaaaaaaaaaaaaaacov(∆ln(ct),−∆ln(yt+1)) = θcov(∆ln(ct),εt).

The variance of the transitory shock at t is obtained from:

aaaaaaaaaaaaaaaaaaaaaaacov(∆ln(yt),−∆ln(yt+1)) = θvar(εt).

The Kaplan and Violante (2010) version of the BPP estimator of the elasticity to transitory shocks is
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therefore:

φ̂
ε
BPP−KV =

covt(∆ln(ct),−∆ln(yt+1))

covt(∆ln(yt),−∆ln(yt+1))
= φ

ε .

It is unbiased. Indeed, because the transitory component of income has zero persistence, which is to say

is an MA(0) instead of being an MA(1), log-income growth at t +1 no longer depends on the realization

of past transitory shocks at t−1. It only covaries with log-consumption growth through the realization

of the current transitory shock.

Permanent shock The covariance with the contemporaneous permanent shock is estimated using the

following moment:

aaaacovt(∆ln(ct),∆ln(yt−1)+∆ln(yt)+∆ln(yt+1)) = cov(∆ln(ct),ηt)+ cov(∆ln(ct),ηt−1− εt−2)︸ ︷︷ ︸
neglected (precaution)

.

The variance comes from:

aaaacovt(∆ln(yt),∆ln(yt−1)+∆ln(yt)+∆ln(yt+1)) = vart(ηt).

Because, as BPP, it neglects the covariance with past shocks, the Kaplan and Violante (2010) version of

the BPP estimator of the elasticity to permanent shocks is:

φ̂
η

BPP−KV =
cov(∆ln(ct), ∆ln(yt−1)+∆ln(yt)+∆ln(yt+1))

var(ηt)
= φ

η +
cov(∆ln(ct),ηt−1− εt−2)

vart(ηt)︸ ︷︷ ︸
6= 0

6= φ
η .

This identification method is biased in the baseline life-cycle model because of the non-zero correla-

tion between log-consumption growth and past shocks: the sum of past, current and future log-income

growth, which is akin to an instrument used to select out the contribution of the current transitory

shock, depends on the realizations of past shocks. Thus, in the presence of a correlation between log-

consumption growth and past shocks, it is not exogenous: log-consumption growth covaries with the

sum through both the current permanent shock and the past transitory and permanent shocks.

While it is possible for me to determine the sign of the bias in the original BPP estimator, I can no

longer do it for this version of the BPP estimator, because the moments used are different. BPP assume

away any correlation with past shocks in the set of restrictions they use, while this version allows for a

correlation with εt−1 and neglect only the correlation with ηt−1 and εt−2 (Kaplan and Violante (2010)

rely exclusively on the restrictions presented above and do not impose anything besides). Because I

have not determined thereotically the sign of the covariance between log-consumption growth and ηt−1,

I cannot establish the direction of the bias.21

Because the two elasticities are estimated separately and not jointly, the bias in the measure of the

elasticity to permanent shocks does not contaminate the measure of the elasticity to transitory shocks,

21Kaplan and Violante (2010) find that their version of the BPP estimator underestimates the true elasticity to permanent
shocks, which indicates that, in their model and for their calibration, the covariance must be negative (cov(∆ln(ct),ηt−1))< 0).
Indeed, the impact of the past permanent shock must offset the impact of the past transitory shock and reduce the covariance
between log-consumption growth the instrument, to lead to an underestimation of the elastcity to permanent shocks.
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which remains unbiased.

3.2 Generalization

The analysis above shows that it is not difficult to theoretically identify the elasticity to transitory shocks,

even in the presence of a correlation with past shocks, because some moments of the BPP estimator

correctly measure it. Yet, the problem is to obtain precise estimates, since the identifying moments

that are robust to the presence of a correlation vary little. To overcome the problem, I explore two

solutions. My baseline solution is to explicitly model the presence of a correlation with past shocks and

estimate it, which gives me additional moments to exploit beyond those that are robust to the presence

of a correlation, capturing more variations. This solution is close to the spirit of the BPP estimator and

can be seen as a generalized version of the original method, allowing for a correlation with past shocks.

Second, as a check, instead of using additional moments, I change the moments a little, considering

directly the covariance over the entire population of households, instead of computing covariances at

each period and using them as a set of different restrictions on the elasticities. Finally, I explain why it

would be difficult to get rid of the problem by controlling for precautionary behavior.

3.2.1 Baseline generalized estimator

I consider a Taylor approximation similar as equation (2.5) but around small income innovations both at

t+1 and at all periods in the past, t, t−1, ...t0, to express log-consumption growth as a linear function of

both current and past shocks (in the BPP framework, the expression of log-consumption growth would

be unchanged by taking such an approximation). The elasticities to past transitory shocks and past

permanent shocks at t− s are denoted φ εLs
t and φ

ηLs
t . To improve the empirical identification, I estimate

the average elasticity to a past transitory shock, instead of estimating separately each elasticity to a past

transitory shock at t−1, at t−2 and at t−322 Because, from the theory, the elasticity to a past transitory

shock is larger when the shock is recent than when it is remote, this assumption is conservative in the

sense that I underestimate the actual correlation with past shocks and correct less than is necessary the

downward bias in the original BPP estimator.

The consumption-income covariance moments that I rely on are:
covt(∆ln(ct),∆ln(yt+2)) = −φ εθvart(εt),

covt(∆ln(ct),∆ln(yt+1)) = −φ ε(1−θ)vart(εt)−φ εL1θvart(εt−1),

covt(∆ln(ct),∆ln(yt−1)) = φ ηL1vart(ηt−1)+φ εL1vart(εt−1)

−φ εL1(1−θ)vart(εt−2)−φ εL1θvart(εt−3).

The first moment, covt(∆ln(ct), ln(yt+2)), is the only covariance with log-consumption growth used in

BPP that is unaffected the presence of a correlation with past shocks. Explicitly modeling a correlation

with past shocks, I adapt their expression of covt(∆ln(ct), ln(yt+1)) and use it for estimation. Also, I

use the covariance between log-consumption growth and past log-income growth, while it is zero under

22Formally, in the restrictions, I set:

φ
εL1 = φ

εL2 = φ
εL3.
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the assumptions made in BPP. I show in the results section that empirical evidence supports the use of

these moments, since in survey data the covariance with past log-income growth is large (as large the

covariance with future log-income growth). The variances are estimated from the same moments as in

BPP. The total set of restrictions that I use is presented in Appendix C. The final estimators are identified

from the following moments:

φ̂
ε =

covt(∆ln(ct),∆ln(yt+2))

covt(∆ln(yt),∆ln(yt+2))
= φ

ε

φ̂
εL1 =

covt(∆ln(ct),∆ln(yt+1)− 1−θ

θ
∆ln(yt+2))

covt(∆ln(yt−1),∆ln(yt+1))
= φ

εL1

φ̂
ηL1 =

covt(∆ln(ct),∆ln(yt−1))−Ct−2− 1−θ

θ
Ct−1 +

1
θ

Ct

covt(∆ln(yt),∑
t+2
s=t−2 ∆ln(ys))

= φ
ηL1,

with Ct = covt(∆ln(ct),∆ln(yt+1)− 1−θ

θ
∆ln(yt+2)). The details on how I derive these expressions is

presented in Appendix C. I gain in precision as compared to the case in which I would use only the first

equation, although I still have as many parameters as equations, because the additional moments contain

more information than the first one.

3.2.2 Generalized estimator with covariances over the whole sample period

To rely on more precise moments, I modify the method, to consider directly the covariance over the

whole population in the sample, instead of the covariances at each period. Variations across households

and across periods are treated identically. The elasticity to transitory shock is:

φ̂
ε =

cov(∆ln(ct),∆ln(yt+2))

cov(∆ln(yt),∆ln(yt+2))
= φ

ε .

The impact of measurement error is almost identical as in the baseline estimator. This is also the method

used in the Kaplan and Violante (2010) version of the BPP estimator, although, in their case, because

they use simulated data, considering the covariance over the entire period sample is almost the same as

considering it year by year.

Because with this method I do not identify the variance of the income shocks at each period23 nor

the parameter θ , it is difficult to apply it to additional identifying moments and combine this method

with the baseline one to gain in precision.

3.2.3 Controlling for precautionary behavior?

Let me explain why the solution of controlling for precautionary behavior would be difficult to imple-

ment in this framework. Indeed, the precautionary saving decision is dependent upon the household’s

net assets, its permanent income pt−1 and its current transitory income εt−1.24 Computing φ̂ ε
BPP and

φ̂
η

BPP within groups of households with the same at−1, pt−1 and εt−1, the impact of past shocks on

23Although I allow this variance to change over time I do not observe its value at each period but only the average value over
time.

24These last two variables determine the expected distribution of future income. The permanent income is not sufficient
when transitory shocks have some persistence, because Et−1[yt ] depends on the realization of εt−1.
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expected log-consumption growth would be the same for all households and their covariance with log-

consumption growth in the subsample would be zero. Yet, this would be difficult to realize empirically,

first because εt−1 is not observed (if transitory shocks were observed there would be no problem in the

first place), second, because the resulting groups of households would be smaller so the estimator would

lose precision.

3.3 Case of biennial panel data

Starting in 1999, the PSID data has been recorded every other year. I show that, with such data, not only

does the BPP estimator remain biased when applied to biennial log-differences (∆2ln(yt) = ln(yt)−
ln(yt−2) and ∆2ln(ct) = ln(ct)− ln(ct−2)), but there is no generalization method that makes it possible

to identify away the response of consumption to past shocks. The biennial log-income growth is:

∆
2ln(yt) = ηt +ηt−1 + εt +θεt−1 + εt−2 +θεt−3

The biennial log-consumption growth is:

∆
2ln(ct) = ln(R1/ρ

t−1,t+1)+φ
η

ηt +φ
ηL1

ηt−1 +φ
ε
εt +(φ ε +φ

εL1)εt−1 +2φ
εL1

εt−2 +2φ
εL1

εt−3

The non-zero moments of the autocovariance of ∆2ln(yt) and of the covariance between ∆2ln(yt) and

∆2ln(ct) are:{
covt(∆

2ln(yt),∆
2ln(yt)) = vart(ηt)+ vart(ηt−1)+ vart(εt)+θ 2vart(εt−1)+ vart(εt−2)+θ 2vart(εt−3)

covt(∆
2ln(yt),∆

2ln(yt+2)) =−vart(εt)−θ 2vart(εt−1)
covt(∆

2ln(ct),∆
2ln(yt)) = φ ηvart(ηt)+φ ηL1vart(ηt−1)+φ εvart(εt)+(φ ε +φ εL1)θvart(εt−1)

+2φ εL1vart(εt−2)+2φ εL1θvart(εt−3)

covt(∆
2ln(ct),∆

2ln(yt+2)) = −φ εvart(εt)− (φ ε +φ εL1)θvart(εt−1)

It is not possible to identify φ ε from these restrictions.

What can be measured, however, is the following ratio, which is a lower bound on the elasticity φ ε :

φ
ε =

covt(∆
2ln(ct),−∆2ln(yt+2))

covt(∆2ln(yt),−∆2ln(yt))
=

covt(ln(ct),εt +θεt−1)

vart(εt +θεt−1)
= φ

ε +θφ
εL1 vart(εt−1)

vart(εt +θεt−1)︸ ︷︷ ︸
<0

< φ
ε .

4 Empirical Implementation

4.1 Data

PSID 1978-1992: My main dataset is the same as in BPP. It contains observations from the Panel Study

of Income Dynamics (PSID) between 1978 and 1992.25 For comparison purpose, I apply the same

selection as BPP, which is detailed in their paper. The final sample is composed of 15,779 observations

25I considered including additional years after 1992, and before the 1999 remodeling of the survey, but a number of the
questions used by Blundell, Pistaferri and Preston are also redesigned in 1993, in particular regarding financial income, and
the impact of these changes is difficult to measure.
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from 1,765 households26.

The variables are constructed as follows. Net income is the taxable family income reported by the

household, net of financial assets and then net of the federal taxes paid on nonfinancial income, deflated

by the Consumer Price Index (CPI)27. Raw earnings is the taxable family income, net of financial assets

and deflated by the CPI. The real labor income of the male head is the yearly revenue he declares,

deflated by the CPI. His wage rate is his real labor income divided by the hours he worked. The yearly

number of hours worked is obtained from multiplying the average number of hours worked per week by

the number of weeks worked. Questions on income are retrospective and refer to the previous calendar

year.

The PSID only reports consumption expenditures on food, while it is more interesting to use a

broader category of nondurable consumption for the present exercise, in particular because food ex-

penditures are known to be less elastic to income shocks than expenditures on broader categories of

consumption. To overcome the problem, nondurable consumption is imputed from demographics and

food consumption, with the coefficients used for the imputation computed from the Consumer Expen-

diture Survey (CEX) over the same period. Further details are provided in the original BPP paper.

Nondurable consumption is the sum of expenditures on food (at home and away from home), alcohol,

tobacco, nondurable services, heating fuel, public and private transport (including gasoline), personal

care, clothing and footwear. In particular, this definition excludes expenditure on housing, health, and

education. To obtain the real analog to nominal consumption, it is deflated by the CPI.

I detrend variables from the impact of the demographic variables that I assume can shift log-income

and the utility derived from consumption, interacted with the period. To do so, I regress log-income and

log-consumption on year and year-of-birth dummies, and on dummies for education, race, family size,

number of children, region, employment status, residence in a large city, outside dependent, and presence

of income recipients other than husband and wife, interacted with a period dummy. In the robustness

section, I test the sensitivity of my results to the variables included in this set of demographics.

PSID 1999-2013: As a check, I run my estimator on post-1999 PSID data. This dataset is more recent

and records more extensive consumption information, making it possible to avoid the use of imputed

data, but the survey is only conducted every other year after 1999. Because of this, I can only estimate

a lower bound of the consumption elasticity to a transitory shock.

4.2 Empirical Implementation

The model provides more restrictions than required for identification. Following BPP, I take advantage

of these additional moments to get a more precise estimation and I use a minimum distance estimator as

26My sample is exactly the same as that of BPP. The number of observations reported differ (they report 17,604 observations)
simply because they count observations of log-income, while I report observations of log-income growth. Among these 15,779
observations, 12,041 comprise an observation of both log-income growth and log-consumption growth (and demographics),
and 3,738 comprise only log-income growth (and demographics).

27Federal taxes on nonfinancial income are assumed to be a proportion of total federal taxes; the proportionality coefficient
is given by the ratio between nonfinancial income and total income.
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follows:

m = f (Λ)+ϒ,

where m is a vector of moments and Λ is a vector of the parameters I am interested in. The term ϒ

captures sampling variability. I estimate Λ by solving:

min
Λ

(m− f (Λ))′A(m− f (Λ)),

where A is a weighting matrix. My estimator is the diagonally weighted minimum distance estimator:

A is diagonal and the elements in the main diagonal are given by diag(V−1), with V the variance-

covariance matrix of m.

The moments in m correspond to the restrictions listed in Appendix C. The parameters in Λ are

var(εt), var(ηt), the persistence coefficient of the transitory income process θ , the elasticities φ ε and

φ η , and the elasticities to a past transitory and permanent shock, φ ε
L1 and φ

η

L1.

4.3 Estimation issues

4.3.1 Measurement error

Both income and consumption data are likely to be measured with error, which can be represented

as additional shocks to log-income and log-consumption, uy
t and uc

t , non serially correlated and non

correlated with each other. The presence of measurement error in consumption has no impact on the

moments used for estimation. The presence of measurement error in income, however, can bias the

estimation of the income variances. When the income process is an MA(0), the effect of measurement

error is clear: it induces an overestimation the variances of the transitory shocks, thus an underestimation

of the elasticity to a transitory shock. The estimate obtained would only represent a lower bound on the

true value of the elasticity to a transitory shock. When the income process is an MA(1), the impact

of measurement error can no longer be pinned down as being entirely passed into the variance of the

transitory shock, but it increases the variances of both the transitory and permanent shocks, inducing an

underestimation of both elasticities.

4.3.2 Heterogeneity of the elasticity in the population

The presence of heterogeneity in consumption elasticities across households does not bias the estimation

over the whole population as long as the shocks are uncorrelated with the characteristics that shift the

elasticity. Let me assume that the elasticity is a function of the household’s assets, permanent income

and deterministic characteristics, φ ε
t−1 = φ̄ ε

t−1 + φ
ε,a
t−1at−1 + φ

ε,p
t−1 pt−1 + φ

ε,z
t−1zt−1. Then, the covariance

with the shock is:

cov(∆ln(ct),εt) =
(
φ̄

ε
t−1 +φ

ε,a
t−1E[at−1]+φ

ε,p
t−1E[pt−1]+φ

ε,z
t−1E[zt−1]

)
vart(εi,t) = E[φ ε

t−1]var(εi,t)

The estimator measures the average elasticity in the population.
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5 Results

5.1 Covariances between log-consumption growth and log-income growth

Table 1: Covariances between ∆ln(c) and past, present and future ∆ln(y)

cov(∆ln(ct), .) ∆ln(yt−2) ∆ln(yt−1) ∆ln(yt) ∆ln(yt+1) ∆ln(yt+2)

Covariance −0.0008 −0.0026 0.0167 −0.0032 −0.0035

Obs. 6,320 6,320 6,320 6,320 6,320

Note: This table presents the covariances between the log-consumption growth of a household
and its past, present or future log-income growth, in the PSID 1978-1992 sample described
in the Data section and keeping only observations from households followed for at least five
consecutive periods.

I begin by looking at the value of the covariances used for estimation, to get a broad idea whether

the covariance restrictions derived from the model are consistent with the data. Table 1 presents the

average covariance between log-consumption growth and prior, contemporaneous and posterior log-

income growth. Each covariance is computed unconditionally (e.g. not conditionally on the period)

over observations from households followed for at least five consecutive periods, so that the covariances

are measured from the same sample and comparable (which is why the number of observations is smaller

than in the estimation procedure). I stress two important stylized facts that emerge from this table and

that are difficult to rationalize in the absence of a correlation between log-consumption growth and past

shocks: (i) log-consumption growth at t covaries with past log-income growth at t−1 roughly as much

as it covaries with future log-income growth at t +1 (ii) log-consumption growth at t covaries with log-

income growth at t + 2 roughly as much as it does with log-income growth at t + 1 (even a little more

with log-income growth at t +2 in absolute value).

Regarding the first stylized fact, the BPP framework predicts that the covariance between ∆ln(ct)

and ∆ln(yt−1) is zero, but that the covariance between ∆ln(ct) and ∆ln(yt+1) is non-zero. It therefore

conflicts with their assumptions that the two are of comparable magnitude in the data. On the contrary,

in the baseline life-cycle model, when no random walk assumption is imposed, both covariances are

non zero because the realizations of past shocks determine current precautionary needs, which affects

current log-consumption growth, as follows:

cov(∆ln(ct),∆ln(yt−1)) = φ
ηL1
t︸︷︷︸
6=0

var(ηt−1)+φ
εL1
t︸︷︷︸
<0

(var(εt−1)− (1−θ)var(εt−2)−θvar(εt−3)) 6= 0.

Turning to the second stylized fact, the BPP framework predicts that the covariance between log-

consumption growth and future log-income growth at t + 1 should be larger, in absolute value, than its

covariance with log-income growth at t +2 by a factor of 1−θ

θ
, which is approximately 8 with their esti-

mate of θ 28. Instead, the two covariances are roughly similar in the data. In the baseline, unconstrained

life-cycle model, this is rationalized by the fact that the realization of the past transitory income shock at

t−1 covaries negatively with log-consumption growth and negatively with log-income growth at t +1,

28They estimate θ = 0.11. Therefore: 1−θ

θ
= 0.89

0.11 ≈ 8.
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so that it raises the covariance between the two and partly offsets the negative covariance caused by the

realization of the current transitory shock. This brings the value of this covariance closer to the value of

the covariance between ∆ln(ct) and ∆ln(yt+2). The two write as follow:

cov(∆ln(ct),∆ln(yt+1)) =−(1−θ)φ εvar(εt)−θφ
εL1
t var(εt−1)︸ ︷︷ ︸

>0

cov(∆ln(ct),∆ln(yt+2)) =−θφ
εvar(εt).

It is rather difficult to come up with an explanation other than the presence of negative correlation

between log-consumption growth and past shocks to explain these facts. For example, advanced infor-

mation of households on their future shocks could make the covariance with future log-income growth at

t +2 large, but it could not make it as large or larger than the covariance with future log-income growth

at t + 1: households should still have as much or more advanced information on their future shocks at

t +1 than on shocks at t +2.

5.2 Consumption elasticities to shocks on net income

Table 2: Estimated elasticities φ - Baseline

BPP-general. BPP

Trans. shocks: φ ε 0.26∗∗ (0.109) 0.03 (0.044)

Perm. shocks: φ η n.a. 0.66∗∗∗ (0.089)

Past trans. shocks: φ εL1 −1.59∗ (0.879) n.a.

Past perm. shocks: φ ηL1 −0.10 (0.081) n.a.

Implied MPC to ε 0.20∗∗ (0.084) 0.02 (0.025)

Obs. 15,779

Note: This table presents estimates of the average elasticity of nondurable
consumption expenditures to shocks on net income, in the PSID 1978-1992
sample that is detailed in the Data section. The left column presents the re-
sults obtained when allowing for a correlation with past shocks, and the right
column the results obtained with the original BPP method. In both cases,
the elasticities are measured from a joint estimation with the variances of the
transitory and permanent shocks. The estimating moments are presented in
Appendix D.

The first column of Table 2 reports the results obtained with my generalized estimator, robust to the

presence of a correlation between log-consumption growth and past income shocks. The second column

presents the estimates obtained with the original method of BPP.29 With my estimator, the point estimate

of the elasticity to transitory shocks is 0.26. This means that, on average, a 10% increase in transitory

income—which raises current income by 10% and next period income by 1.1% because θ is estimated

at 0.11—leads to a 2.6% increase in current consumption. This elasticity is statistically different from

29They differ slightly from the results they present in the paper because I exclude from their estimator the moments of the
autocovariance of consumption, which are not valid in the presence of a correlation with past shocks and would induce an
additional bias whose direction is undetermined. Also, I correct what I believe is a small typo in the estimation code of BPP.
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zero at the 5% level. It is also statistically different from the BPP estimate of 0.03 at the 5% level

and eight times as large. The variances of the transitory and permanent shocks and the persistence of

transitory income are not shown in Table 2 but presented in Table 12, Appendix D. For these variables,

the estimates obtained with my generalized estimator are close to those of BPP.

The point estimate of the elasticity to past transitory shocks is −1.59 and it is statistically different

from zero at the 10% level. The negative sign is consistent with the model described above, in which

positive transitory shocks reduce the households’ need for precautionary saving, decreasing their log-

consumption growth at later periods. The fact that it is larger than the elasticity to a current shock is due

to the fact that what is computed is the impact on ∆ln(ct) = ln(1+ ct−ct−1
ct−1

). Because transitory shocks at

t−1 do not only reduce ct − ct−1 (for precautionary reasons), but also increase ct−1, they have a strong

negative impact on ln(1+ ct−ct−1
ct−1

). On the contrary, transitory shocks at t only increase ct , therefore

ct − ct−1, but have no effect on ct−1, so their impact on the ratio ln(1+ ct−ct−1
ct−1

) is smaller. The point

estimate of the elasticity to past permanent shocks is−0.10, but this elasticity is not statistically different

from zero. The sign and value of this term were undetermined in my theoretical analysis of the model.

Marginal Propensity to Consume (MPC) Natural experiments measure the level change in consump-

tion caused by a transitory level change in income (which is to say the MPC out of transitory income),

while structural methods measure the elasticity of consumption to a transitory income shock. I therefore

derive the MPC out of transitory income that corresponds to my estimated value of the consumption

elasticity, to facilitate the comparison with natural experiments. The result is presented in the last line

of Table 2. To move from one measure to another, I proceed as follows. In level, net income at t writes

yt = ept eεt eθεt−1 . A good transitory income shock dεt generates a transitory income gain dyt = dεtyt .

Natural experiments measure the impact of such a gain on consumption: MPC = dct
dyt

= dct
dεt

1
yt

. In com-

parison, the BPP estimator measures the elasticity to transitory shocks, φ ε = dln(ct)
dεt

= dct
dεt

1
ct

. Therefore,

to derive the MPC from the elasticity, I compute:

MPC =
dct

dεt

1
yt

=
dct

dεt

ct

ct

1
yt

= φ
ε ct

yt
.

In the sample, the average ratio ct
yt

is 0.77, so MPC implied by an elasticity of 0.26 is 0.77×0.26 = 0.20.

This means that 20% of a transitory income gain is consumed over the following year .

How does this value of 20% compare with the results derived from natural experiments? Over a

similar period, between 1979 and 1990, Souleles (1999) exploits tax refunds to measure the MPC out

of transitory income. He estimates that 9% of a tax refund is spent on strictly nondurable expenditures

over the quarter following receipt, and his estimate is statistically significant at the 5% level (Table 5

in his paper). He does not measure the longer-run impact of refunds, in particular he does not have a

measure of their effect over the year following receipt. Yet, it is still possible to infer an upper and lower

bound for the yearly MPC: because he also finds that 64% of the refund is spent on total consumption

expenditures (including both nondurables and durables) in the following quarter, there is at most 26%

of the rebate left to be consumed over later quarters. This implies that the yearly MPC associated with

strictly nondurable consumption is between 9% and 35%.30. Also, his measure of strictly nondurable

30If none of what remains is spent on strictly nondurable consumption over the three subsequent quarters, the yearly MPC
is 9%, if all of what remains is spent on strictly nondurable consumption over these quarters, the yearly MPC is 35% (and if
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consumption is a little more restrictive than the one used in this paper and in BPP, so that his 9% estimate

is a lower bound for the MPC associated with the more general category of nondurable consumption

goods considered here. Papers that investigate the impact of tax rebates obtain larger estimates of the

marginal propensity to consume nondurable goods: studies converge to a quarterly value of 0.25.31 The

effect of the transitory shock on spending in the second three-month period after the payment is not

usually statistically significant, so the yearly MPC is probably larger but not too different from this

quarterly MPC. Yet, these tax rebates have a number of specificties that may differentiate them from

the average transitory shock captured in survey data. First, they typically occur during an economic

recession, which are periods when consumers are on average facing more uncertainty and more likely

to have low levels of income and assets. In Commault (2016), I show that, in the model presented

above, consumers with lower levels of assets and income respond more to an income shock, everything

else being equal. Thus, consumers would respond more to a tax rebate than they do on average over

a long period to a transitory shock. Second, both tax refunds and rebates are likely to be more or

less anticipated—consumers should have some idea of whether they have been overpaying or not and-

fiscal stimulus have been announced. This has the opposite effect: consumers would respond less to a

tax rebate than to the average transitory shock they face. Third, a tax rebate may be accompanied by an

unobserved change in households’ expectations: on the one hand if households simultaneously anticipate

an increase in future taxes, they might respond less to a tax rebate than to a typical transitory shock; on

the other hand, if they have some belief that the rebates are going to have some persistence, than might

respond more than to a typical, clearly non-persistent or shortly persistent income shock. Using data

from lottery gains in Norway,Fagereng, Holm, and Natvik (2016) obtain a very precisely estimated

yearly MPC out of a lottery gain, and their point estimate is 0.34. To sum it up, two characteristics

seem robust to the idiosyncrasies of the transitory income variations considered in different natural

experiments: (i) the MPC out of an unexpected transitory gain is statistically significant (ii) its value

over the year following the gain is above 9%. The MPC of 20% derived from my generalized estimator

is consistent with both stylized facts, while the MPC derived from the BPP estimator conflicts with both.

My results are also consistent with the value of the elasticity of consumption to a transitory shock

that prevails in the simulations of a life-cycle model run by Kaplan and Violante (2010), that mimics

the data used by BPP. They find that this elasticity ranges between 0.06 and 0.22, in a model assuming

that transitory shocks have zero persistence. Because transitory shocks persist for one period in the data

used here and in BPP, they should trigger an even larger response of consumption.

9% of what remains is spent on nondurable consumption over these quarters, the yearly MPC is 0.11%).
31Johnson, Parker, and Souleles (2006) study the response of consumption to the 2001 fiscal stimulus implemented in the

U.S. They obtain that the consumption of nondurable goods increased by 0.38 of the rebate, within quarter following receipt.
Kaplan and Violante (2014) do a similar correction and obtain close results. Misra and Surico (2014) refine the technique
to account for heterogeneity in the response of consumption and obtain a marginal propensity to spend on nondurable goods
of 0.25. Similar findings are obtained for the 2008 tax rebate (Parker, Souleles, Johnson, and McClelland (2013), Misra and
Surico (2014).
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5.3 Differences across households

Table 3: Estimated elasticities φ - Comparison between different subcategories of households

Financial income Low High

(≤/ > 300$ per year) BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.28∗∗ (0.124) 0.03 (0.066) 0.16∗ (0.084) 0.01 (0.056)

Perm. shocks: φ η n.a. 0.86∗∗∗ (0.129) n.a. 0.48∗∗∗ (0.093)

Past trans.: φ εL1 −1.62∗∗ (0.777) n.a. −0.99∗ (0.529) n.a.

Past perm.: φ ηL1 −0.17∗ (0.096) n.a. −0.01 (0.074) n.a.

Implied MPC to ε 0.22∗∗ (0.098) 0.02 (0.052) 0.12∗ (0.063) 0.01 (0.042)

Obs. 6,133 5,908

Wage rate Low High

(≤/ > 12$ per hour) BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.30∗∗ (0.128) 0.00 (0.072) 0.15∗∗ (0.062) 0.04 (0.036)

Perm. shocks: φ η n.a. 0.94∗∗∗ (0.130) n.a. 0.34∗∗∗ (0.066)

Past trans.: φ εL1 −1.73∗∗ (0.848) n.a. −0.86∗∗ (0.417) n.a.

Past perm.: φ ηL1 −0.17 (0.111) n.a. 0.01 (0.046) n.a.

Implied MPC to ε 0.31∗∗ (0.131) 0.00 (0.074) 0.08∗∗ (0.032) 0.02 (0.019)

Obs. 6,010 6,031

Education level Low High

(no college/college) BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.39∗∗∗ (0.113) 0.04 (0.071) 0.13∗ (0.080) 0.00 (0.048)

Perm. shocks: φ η n.a. 0.86∗∗∗ (0.123) n.a. 0.44∗∗∗ (0.085)

Past trans.: φ εL1 −2.11∗∗∗ (0.771) n.a. −0.99∗∗ (0.457) n.a.

Past perm.: φ ηL1 −0.13 (0.102) n.a. −0.07 (0.061) n.a.

Implied MPC to ε 0.33∗∗∗ (0.096) 0.03 (0.060) 0.09∗ (0.056) 0.00 (0.033)

Obs. 5,838 6,203
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Age Low High

(≤/ > 44 years old) BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.14 (0.090) 0.01 (0.057) 0.36∗∗∗ (0.096) 0.04 (0.060)

Perm. shocks: φ η n.a. 0.70∗∗∗ (0.101) n.a. 0.61∗∗∗ (0.108)

Past trans.: φ εL1 −0.87 (0.601) n.a. −2.07∗∗∗ (0.626) n.a.

Past perm.: φ ηL1 −0.20∗∗∗ (0.080) n.a. 0.01 (0.084) n.a.

Implied MPC to ε 0.11 (0.068) 0.01 (0.043) 0.28∗∗∗ (0.075) 0.03 (0.047)

Obs. 6,665 5,376

Note: This table presents estimates of the average elasticity of nondurable consumption expenditures to shocks on net
income within different subgroups of the baseline PSID 1978-1992 sample that is detailed in the Data section. The
variances of the transitory and permanent shocks are estimated separately over the whole population. The ’BPP-general.’
estimator allows for a correlation with past shocks while the ’BPP’ estimator does not. The estimating moments of each
method are presented in Appendix D.

Table 3 presents estimates obtained by running the estimators separately on different subcategories of

the population. I impose a common income process across all subcategories: the variances of transi-

tory and permanent income shocks and the persistence parameter θ are estimated separately over the

whole population, and only the elasticities are computed over subcategories. The assumption that the

parameters of the income process are identical across households is already necessary in the baseline

estimation, to ensure that the heterogeneity of the consumption elasticity in the population does not bias

the estimator. Doing a separate estimation has two advantages: first, it increases the precision of the esti-

mation, second, it makes the interpretation of the differences across subcategories easier: the disparities

observed cannot be driven by variations in the income process faced by two distinct subcategories.

The main result from this table is that, with an generalized estimator that allows for a correlation

between log-consumption growth and past shocks, the elasticity to transitory shocks remains statistically

significant and large in all subcategories considered except among households whose male head is young

(below 44). More precisely, households with low financial income have an elasticity to transitory shocks

that is almost twice as big as that of households with high financial income, but the correlation with

past shocks remains large and statistically significant at least at the 10% level in both groups. Another

difference between the two groups is that the elasticity to past permanent shocks is statistically signif-

icant and strongly negative among consumers with low financial income. It could reflect the fact that a

number of households within this group could be facing binding borrowing constraints, since a binding

constraint decreases the elasticity to both a past transitory shock and a past permanent shock while a

strong precautionary motive decreases the elasticity to a past transitory shock but may possibly increase

the elasticity to a past permanent shock. The same differences characterize households whose head has

a low versus a high wage rate and households whose head has no college education versus some college

education.

A household whose male head is below 44 responds on average less to a transitory income shock

than a household whose head is strictly above 44, although young households face on average more un-

certainty and are more often constrained. A possible explanation is that these effects are counterbalanced

by the typical permanent-income prediction that, for a young household, a transitory shock has a only
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small impact on its lifetime average expected income. On the contrary, a transitory shock represents a

larger increase in lifetime average income for a older household with a shorter remaining lifetime—in

the limit, for a household in its last period of life, a transitory shock is the same as a permanent shock.

These results on the heterogeneity of the consumption response across categories match with the

findings from natural experiments. Parker, Souleles, Johnson, and McClelland (2013) document the

impact of the 2007/2008 tax rebate across households with different characteristics. They find no statis-

tically significant impact on the marginal propensity to consume of being in low versus a high group of

age, income, liquid assets or housing status.32 Fagereng, Holm, and Natvik (2016) obtain that all cate-

gories of the population respond significantly to a lottery gain. With the original BPP estimator, contrary

to these findings, the elasticity to transitory income shocks is small and hardly statistically significant,

even among groups that are likely to be liquidity constrained and should respond strongly to an income

shock. As predicted by the theory, the difference between my generalized estimator and the original

BPP estimator is larger when the correlation with past transitory shocks is stronger (measured by the

elasticity to a past transitory shock).

In the four cases considered, the weighted average of the elasticities measured in each subcategory

coincide roughly but not perfectly with the elasticity measured over the whole population. The difference

can be due to a finite-sample bias affecting the estimation when applied to narrower samples. It could

also be that some of the assumptions—for example the hypothesis of no correlation between the shocks

and the households’ characteristics or the approximation of a linear relation between log-consumption

growth and the income shocks—hold roughly but not perfectly.

5.4 Differences across income shocks

Table 4: Estimated elasticities φ - Comparison between shocks on different components of net income

Net income (baseline) Raw income

BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.26∗∗ (0.109) 0.03 (0.044) 0.12∗∗∗ (0.036) 0.07 (0.031)

Perm. shocks: φ η n.a. 0.66∗∗∗ (0.089) n.a. 0.28∗∗∗ (0.060)

Past trans.: φ εL1 −1.59∗ (0.879) n.a. −0.39 (0.258) n.a.

Past perm.: φ ηL1 −0.10 (0.081) n.a. −0.08 (0.047) n.a.

Implied MPC to ε 0.20∗∗ (0.084) 0.02 (0.025) 0.12∗∗∗ (0.035) 0.07 (0.030)

Obs. 15,779 15,361

32The MPC of households in the low income group is 0.24, and it is 0.21 in the high income group, and only the second is
significant at the 10% level. The MPC is not statistically different from zero among both households with low liquid wealth
and high liquid wealth. The MPC of households with mortgage debt is 0.26 and the MPC of households who own a house
without mortgage is 0.47, both statistically significant at the 5% level (Table 6 in their paper).
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Male earnings Male wage rate

BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.07∗ (0.034) 0.03 (0.030) 0.01 (0.042) −0.04 (0.033)

Perm. shocks: φ η n.a. 0.26∗∗∗ (0.056) n.a. 0.26∗∗∗ (0.056)

Past trans.: φ εL1 −0.43 (0.273) n.a. −0.42 (0.247) n.a.

Past perm.: φ ηL1 −0.08∗ (0.043) n.a. −0.10∗ (0.057) n.a.

Implied MPC to ε 0.09∗ (0.045) 0.04 (0.040) 22.92 (96.529) −91.87 (75.844)

Obs. 14,690 14,676

Note: This table presents estimates of the average elasticity of nondurable consumption expenditures to shocks on
different measures of income: net income, raw income (including taxes and transfers), the labor earnings of the male
head of the household, and the wage rate of the male head of the household (built by dividing his labor earnings by
his number of hours worked). The sample is the PSID 1978-1992 detailed in the Data section. The ’BPP-general.’
estimator allows for a correlation with past shocks while the ’BPP’ estimator does not. The estimating moments of
each method are presented in Appendix D.

Table 4 details how the consumption elasticities vary when changing the model to consider and estimate

the impact of shocks to the raw components of net income rather than of variations in net income. It

shows that the consumption elasticity to a transitory shock on raw income is statistically significant but

smaller, with a point estimate of 0.12. This is not surprising: consumption responds less to a shock on

raw income, which can be insured by adjustments in taxes and transfers, than to a shock that affects

their final, net income. The elasticity to a transitory shock on the labor earnings of the male head is

also smaller than shocks on more final measures of income, with a point estimate of 0.07. Finally,

the elasticity to a transitory shock on the wage rate of the male is not statistically significant. Since it is

associated with an unreasonably large MPC of 22.92, I suggest it is because the elasticity of consumption

to shocks on the wage rate is too small to be precisely estimated.

If one is willing to take one step further in terms of hypotheses, and assume that both net income and

raw income obey a transitory-permanent specification at the same time, the estimates of the elasticities

to raw income and of the elasticities to net income coexist in the same framework. Their ratio, then, has

an interpretation: it measures the elasticity of transitory net income to transitory raw income, which is to

say the degree of insurance against a transitory shock on raw income provided by adjustments in taxes

and transfers. From the results above, this ratio is 0.12
0.26 = 0.46, meaning that if transitory raw income

increases by 10%, transitory net income increases by 4.6%. Thus, a substantial degree of insurance

against transitory shocks is obtained from taxes and transfers. It is difficult to interpret the differences

between other pairs of elasticities, partly because the assumptions required for the elasticities to raw

income and to individual earnings to hold in the same set-up are challenging33, and partly because the

elasticity on the wage rate of the male head is not estimated precisely enough to be compared with other

elasticities.
33For both raw income and the labor earnings of the male head to follow a transitory-income process at the same time, for

example, the labor earnings of other family members would have to be proportional to the labor earnings of the male head,
thus decrease when male earnings decrease and vice-versa, which I find to be a challenging hypothesis.
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5.5 Differences across consumption goods

Table 5: Estimated elasticities φ - Comparison between different set of consumption goods

Food Total exp.

BPP-general. BPP BPP-general. BPP

Trans. shocks: φ ε 0.19∗ (0.104) −0.01 (0.036) 0.30∗∗ (0.122) 0.05 (0.054)

Perm. shocks: φ η n.a. 0.53∗∗∗ (0.073) n.a. 0.72∗∗∗ (0.101)

Past trans.: φ εL1 −1.45∗ (0.854) n.a. −1.72∗ (0.961) n.a.

Past perm.: φ ηL1 −0.05 (0.072) n.a. −0.13 (0.100) n.a.

Implied MPC to ε 0.03∗ (0.018) −0.00 (0.006) 0.54∗∗ (0.220) 0.09 (0.097)

Obs. 15,779 15,779

Note: This table presents estimates of the average elasticity of consumption expenditures to shocks on net income
for different categories of consumption expenditures. The left part of the table shows the elasticities associated with
food expenditures and the right part the elasticities associated with total expenditures (nondurables and durables).
The sample is the PSID 1978-1992 sample described in the data section. Food expenditures are observed in the
PSID while other nondurable expenditures and durable expenditures are imputed from the CEX. The ’BPP-general.’
estimator allows for a correlation with past shocks while the ’BPP’ estimator does not. The estimating moments of
each method are presented in Appendix D.

Table 5 presents the elasticities obtained when measuring the response of food expenditures and total

consumption expenditures rather than the response of nondurable consumption expenditures. The elas-

ticity of food expenditures is 0.19 and is statistically significant at the 10% level. The associated MPC is

3%. Such a small number is not surprising: even if the percentage change in food expenditures is not too

different from that of nondurable expenditures, the level change is much smaller when food represents a

small share of nondurable consumption expenditures. The elasticity to total expenditures is 0.30, signifi-

cant at the 5% level. The associated MPC is 0.54, which is remarkably close to the findings from natural

experiments. Souleles (1999) finds that the average quarterly MPC associated with food expenditures

is 6% and the average quarterly MPC associated with total expenditures is 64%, both being statistically

significant. Parker, Souleles, Johnson, and McClelland (2013) obtains that the average quarterly MPC

associated with food is around 2%, and the average quarterly MPC associated with total consumption is

54%—the effect of the transitory shock on total expenditures in the second three-month period after the

payment is positive but not usually statistically significant, so, again, the quarterly MPC should not be

too different from the yearly MPC.

These results are useful on two other regards. First, because food consumption is not imputed but is

reported together with income in the PSID, this serves as a test for the validity of the imputation proce-

dure. Results are favorable: the pattern is qualitatively the same with food consumption as with imputed

consumption. The elasticity of food expenditures to a transitory shock is significant at the 10% level

and larger with a generalized version of the BPP estimator than with the original BPP estimator. The

elasticities of food consumption to a past transitory shock and to a past permanent shock are negative,

as in the case of nondurable consumption.
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Second, the comparison between the elasticities across goods provide information about the impact

of a shock on the composition of the consumption basket. Indeed, the elasticity of the share of food in

nondurable consumption to a transitory shock is:

1
cFood

t
ct

d cFood
t
ct

dεt
= φ

εFood−φ
ε =−0.07,

with cFood
t the level of food expenditures and φ εFood the elasticity of food expenditures to a transitory

income shock. This means that, following a transitory income gain of 10%, the share of food in non-

durable consumption decreases by 0.7%. Similarly, the elasticity of the share of nondurables in total

consumption to a transitory shock is:

1
ct

cTot
t

d ct
cTot

t

dεt
= φ

ε −φ
εTot =−0.04,

with cTot
t the level of total consumption expenditures and φ εTot the elasticity of total consumption expen-

ditures to a transitory income shock. It implies that, following a 10% increase in transitory net income,

the share of nondurable consumption in total consumption decreases by 0.4%.

5.6 Post-1999 biennial dataset

Table 6: Estimated elasticities φ - Shocks on raw income

BPP-general. BPP

Lower bound trans. shocks: φ ε 0.07∗∗ (0.035) 0.07∗∗ (0.034)

Implied MPC to ε 0.06∗∗ (0.030) 0.06∗∗ (0.029)

Obs. 9,620

Note: This table presents estimates of the average elasticity of nondurable consump-
tion expenditures to a transitory shock on raw income, in the PSID 1999-2013 sample
described in the Data section. The ’BPP-general.’ estimator measures a lower bound
on the true consumption elasticity and the ’BPP’ estimator measures the elasticity
obtained when applying the original BPP estimator to biennial data.

With biennial data, it is possible to derive a lower bound on the consumption elasticity to a transitory

shock, denoted φ ε . Table 6 presents the results of this exercise, applied to a transitory shock on raw

income, rather than on net income. The point estimate of the lower bound is 0.07, and it is statistically

significant, meaning that the true elasticity over this sample should be statistically different from zero

too. Consistent with the theory, this estimate is a little smaller than the yearly elasticity to transitory

shock on raw income in the 1979-1992 dataset, which is 0.12. This lower bound is very close to the

estimate obtained when applying the BPP estimator to biennial log-differences: indeed, the two are

identified from the same moments, and the only difference comes from the fact that the BPP estimate is

jointly measured with the permanent elasticity (not presented here).
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5.7 Robustness Checks

5.7.1 Variations in the set of estimating moments

Table 7: Estimated elasticities φ - Variations in the set of estimating restrictions

BPP-general. BPP-general. BPP-general. BPP-general.

(baseline)

covt(∆ln(ct),∆ln(yt+2)) yes yes yes yes

covt(∆ln(ct),∆ln(yt+1)) . yes yes yes

covt(∆ln(ct),∆ln(yt−1)) . . yes yes

covt(∆ln(ct),∆ln(yt−2)) . . . yes

Trans. shocks: φ ε 0.37 (0.410) 0.64∗ (0.372) 0.26∗∗ (0.109) 0.14∗∗ (0.061)

Past trans. shocks: φ εL1 n.a. −5.12 (4.158) −1.59∗ (0.879) −0.59∗ (0.322)

Past perm. shocks: φ ηL1 n.a. n.a. −0.10 (0.081) −0.10∗ (0.048)

Implied MPC to ε 0.29 (0.315) 0.35∗ (0.286) 0.20∗∗ (0.084) 0.11∗∗ (0.047)

Note: This table presents estimates of the average elasticity of nondurable consumption expenditures to shocks on net
income in the PSID 1978-1992 sample described in the data section, using different set of estimating moments. The
moments used to obtain the estimates presented in each column are those marked with a ’yes’ at the top of the column.

Table 7 presents the results obtained when varying the moments used for estimation. The elasticity

of consumption to transitory shocks is large regardless of the particular moments used to estimate it,

but it not always precisely estimated. For each column, the estimation is based on the restrictions on

the covariance between log-consumption growth and log-income growth that are marked with a ”yes”,

plus all restrictions on the autocovariance of income. The results presented in the first column are

derived by keeping the one restriction on consumption-income covariance in BPP that is unaffected

by the presence of a correlation with past shocks and dropping all other restrictions. The elasticity to

transitory shocks has a fairly large point estimate, but is not precisely estimated. The second column

supplement the estimation with the covariance between log-consumption growth and log-income growth

at t +1, estimating at the same time the elasticity to past transitory shocks thus allowing past transitory

shocks to affect log-consumption growth. With this method, the elasticity to a transitory shock is large

and statistically significant at the 10% level. The point estimate of the elasticity to a past transitory shock

is negative, as predicted by the theory, but not statistically significant. The third column corresponds to

my baseline estimator, which additionally relies on the covariance between log-consumption growth

and log-income growth at t − 1. This increases the precision of the estimation, but lowers the point

estimate of φ ε : I suggest that this comes from my underestimating φ εL1 by measuring it as the average

between φ εL1, φ εL2 and φ εL3. Finally, the fourth column presents the results obtained from an estimator

that additionally uses the covariance between log-consumption growth and log-income growth at t−2.

The precision increases further: both φ εL1 and φ ηL1 are statistically significant at the 10% level. Yet,

the point estimate of φ ε is smaller, which can be related to the fact that I measure φ εL1 as the average

between φ εL1, φ εL2, φ εL3 and φ εL4 this time. Therefore, this estimator underestimates more φ εL1 and
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misses a larger part of the downward bias caused by this term.

The differences in the point estimate of the consumption elasticities across these different estimators

can be attributed to the fact that they are run on different samples. Indeed, when I restrict the sample to

the households that are observed for at least five consecutive periods, which makes for a more homoge-

neous set of observations, the variations across estimators in the point estimates are much smaller: the

point estimate of the elasticity to transitory shocks ranges between 0.20 and 0.12. Because the sample

is smaller, however, the estimates are all less precise.

Table 8: Estimated elasticities φ - Covariances over the whole sample period

Whole sample cov.-general.

cov(∆ln(ct),∆ln(yt+2)) yes

Trans. shocks : φ ε 0.42 (0.269)

Implied MPC to ε 0.35 (0.224)

Note: This table presents estimates of the average elasticity of non-
durable consumption expenditures to shocks on net income in the
PSID 1978-1992 sample described in the data section. The estimating
moments are cov(∆ln(ct),∆ln(yt+2)) and cov(∆ln(yt),∆ln(yt+2)),
taken unconditionally over the whole population, instead of condi-
tionally on the period.

Table 8 presents the results obtained when the covariance is computed unconditionally over the

whole sample period.34 As with previous estimators that allow for a correlation with past shocks, the

consumption elasticity to transitory shocks is large. It is not statistically significant, but this estimator is a

little more precise than the one that only exploits the same moment—the covariance of log-consumption

growth with log-income growth two periods later—conditionally on the period (it is the one whose

results are presented in the first column of Table 7). It is less precise than the estimators based on

additional moments, though, and this alternative method is difficult to extend to the use of additional

moments.
34It is based only on cov(∆ln(yt),∆ln(yt+2)) and cov(∆ln(ct),∆ln(yt+2)), and it coincides exactly with an instrumental

variable estimator.
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5.7.2 Variations in the set of demographics

Table 9: Estimated elasticities φ - Variations in zt

zbaseline
t zsmall 1

t zsmall 2
t zsmall 3

t

BPP-general. BPP-general. BPP-general. BPP-general.

Trans. shocks: φ ε 0.26∗∗ (0.109) 0.29∗ (0.170) 0.26∗ (0.144) 0.23∗∗ (0.117)

Perm. shocks: φ η n.a. n.a. n.a. n.a.

Past trans.: φ εL1 −1.59∗ (0.879) −1.93 (1.334) −1.59 (1.056) −1.44∗ (0.873)

Past perm.: φ ηL1 −0.10 (0.081) −0.07 (0.073) −0.09 (0.074) −0.08 (0.071)

Implied MPC to ε 0.20∗∗ (0.084) 0.21∗ (0.131) 0.20∗ (0.111) 0.18∗∗ (0.090)

Note: This table presents estimates of the average elasticity of nondurable consumption expenditures to shocks
on net income, in the PSID 1978-1992 sample described in the data section. The first column present the results
obtained when detrending log-consumption and log-income for the baseline set of demographic characteristics
described in the Data section. In the second column, dummies on the employment status of the male head, and
their interactions with the year dummies are excluded from the set of demographics. In the third column, the
dummy for whether there is an extra income recipient in the household is additionally excluded. In the fourth
column, the dummy on the region in which the household lives, the dummy for whether it lives in a big city, and
their interaction with the year dummies are additionally excluded.

Table 9 presents the elasticities obtained for different assumptions on the set of demographic variables

that are allowed to shift utility and to affect the trend in log-income growth. The result that the elasticity

to transitory shocks is large and statistically significant is robust to such variations. Its value remains

within half a standard-deviation of the baseline point estimate in all cases.

More precisely, the first set of demographics, is the baseline set described in the data section, de-

noted zbaseline
t . The second set of demographics, denoted zsmall 1

t , excludes dummies on the employment

status of the male head, and their interactions with the year dummies. The reason I check for the effect

of including the employment status as a shifting characteristic is because, if it is true that the employ-

ment status commands some specific consumption expenditures (clothes, transportation, restaurant),

controlling for this variable could partly capture the impact of unexpected job losses or job finds that

I would rather categorize as income shocks35. Table 9 shows that the elasticity to transitory income

shock increases a little when these dummies are excluded, and moves from 0.29 to 0.26. It suggests

that consumers respond a little less to a transitory shock related to a change in employment status than

to a typical transitory shock. The third set of demographics, denoted zsmall 2
t , additionally excludes the

dummy for whether there is an extra income recipient in the household (besides the male and female

head). I investigate the impact of this variable for the same reason: it could partly pick-up income

shocks affecting the revenue of the additional income recipient. After excluding the extra income recip-

ient dummy, the elasticity to transitory shocks shifts from 0.29 to 0.26. This indicates that consumers

respond a little more to a transitory shock on the income of an extra recipient than to a typical transitory

shock. Finally, the fourth set of demographics that I consider, denoted zsmall 3
t , additionally excludes ge-

35In the limit case in which unemployment spells last only one period, it is impossible to distinguish between the consump-
tion response to receiving job loss news and the consumption response to getting the status of unemployed, which possibly
entails lower consumption needs.
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ographic information: it eliminates the dummy on the region in which the household lives, the dummy

for whether it lives in a big city, and their interaction with the year. I check for the effect of excluding

geographic variables because changes in location could reflect changes in job, and therefore permanent

income shocks. The estimated elasticity varies a little after excluding those variables, from 0.26 to 0.23.

I also re-run the estimation without allowing for interactions between the demographic variables and

the year dummies. Results are very close to my baseline findings: the point estimate of φ ε is 0.25. I

also estimate a model that allows for interactions with both year and cohort dummies. The elasticity to a

transitory shock is less precisely estimated by remains statistically significant at the 10% level: the point

estimate is 0.15, and it is not statistically different from the baseline estimate. The smaller point-estimate

could be related to the lack of precision in the estimation, it could also be that the true elasticity is a little

lower than when cohort effects are neglected, finally, because the cohort dummies are likely to capture

part of the cohort-specific income shocks, it could be that a household responds more to cohort-specific

shocks than to other types of transitory shocks, so that the elasticity decreases when taking out those

shocks. These additional results are shown in Table 13, Appendix E.

In a recent paper, Daly, Hryshko, and Manovskii (2016) show that the income shocks at the begin-

ning or at the end of an earnings spell are lower and more volatile than in the middle of the earnings

spell. It makes it important to include dummies on whether the income is being observed for the first

time (except if it is the first year of the sample) or for the last time (expect if it is the last year of the

sample) in the control variables to account for this effect before estimating the variances of the income

shocks. However, the authors show that this phenomenon does not matter much when the variances of

the income shocks are estimated from restrictions on the difference of log-income, which is what I do

here. The main problems arise when the variances of the income shocks are estimated from restrictions

on the level of log-income. Consistent with their findings, I find that adding these dummies barely affect

my results. These results are presented in Table 14, Appendix E.
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5.7.3 Variations in the allowed persistence of transitory shocks

Table 10: Estimates of φ - Variations in the allowed persistence of ε

Transitory Persistence MA(1) MA(2)

BPP-general. BPP-general.

First lag: θ1 0.11∗∗∗ (0.025) 0.15∗∗∗ (0.029)

Second lag: θ2 0 (n.a.) 0.02 (0.016)

Trans. shocks: φ ε 0.26∗∗ (0.109) 0.31∗∗ (0.130)

Perm. shocks: φ η n.a. n.a.

Past trans. shocks: φ εL1 −1.59∗ (0.879) −1.42∗ (0.777)

Past perm. shocks: φ ηL1 −0.10 (0.081) −0.11 (0.087)

Implied MPC to ε 0.20∗∗ (0.084) 0.21∗ (0.088)

Note: This table presents estimates of the average elasticity of nondurable
consumption expenditures to shocks on net income in the PSID 1978-1992
sample described in the data section. The first column presents the base-
line specification in which transitory income is an MA(1), the second column
presents the estimates associated with restrictions in which transitory income
is allowed to follow an MA(2).

Table 10 details the estimates of the consumption elasticities obtained for different assumptions on the

maximum persistence of transitory shocks. My baseline assumption is that the transitory component of

the log-wage rate has MA(1) serial correlation. Indeed, when allowing for one lag, θ1 is found to be

significantly different from zero while, when allowing for two lags, θ1 is still significant but θ2 is not.

Allowing for more lags than necessary does not change the results. The point estimate of the elasticity

to transitory shocks shifts up a little, from 0.26 to 0.31, but the two are not statistically different from

one another.

5.7.4 Alternative income process: fading permanent shocks

In the baseline specification, I assume that permanent shocks have the same impact on log-income

at the moment when they hit as any period later. It could be, however, that although they affect the

household’s income until the rest of their life, the impact of permanent shocks fades over time. I consider

a generalization of the permanent component of income from a random walk to an AR(1) process with

parameter ρ:

pt = ρ pt−1 +ηt

With this specification of permanent income, the identification strategy laid down above is no longer

valid.36. As noted by Kaplan and Violante (2010), however, when the value of ρ is known, a valid iden-

36More precisely, future log-income growth depends not only on the realization of the transitory income shock at t−1, but
also on the realizations of the current and past permanent shocks, at t, t− 1, t− 2, ... t0. As a result, the covariance between
current log-consumption growth and future log-income growth does no longer identify only the response of consumption to
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tification strategy can be recovered by substituting log-income growth by the quasi-difference ∆̃ln(yt) =

ln(yt)−ρln(yt−1). It writes:

∆̃ln(yt) = ηt + εt − (ρ−θ)εt−1−ρθεt−2

It is a linear combination of the permanent shock at t, the transitory shock at t, and the past transitory

shocks at t−1 and t−2, as is the total difference in the baseline specification. Thus, the same identifi-

cation strategy applies.

Table 11: Estimated elasticities φ - Variations in ρ

ρ = 1 (baseline) ρ = 0.98 ρ = 0.96 ρ = 0.94

BPP-general. BPP-general. BPP-general. BPP-general.

Trans. shocks: φ ε 0.26∗∗ (0.109) 0.25∗∗ (0.106) 0.23∗∗ (0.102) 0.21∗∗ (0.098)

Perm. shocks: φ 2η n.a. n.a. n.a. n.a.

Past trans.: φ εL1 −1.59∗ (0.879) −1.56∗ (0.858) −1.53∗ (0.839) −1.49∗ (0.817)

Past perm.: φ ηL1 −0.10 (0.081) −0.09 (0.079) −0.09 (0.076) −0.09 (0.071)

Implied MPC to ε 0.20∗∗ (0.084) 0.19∗∗ (0.082) 0.18∗∗ (0.079) 0.16∗∗ (0.076)

Obs. 15,779 15,779 15,779 15,779

Note:

Table 11 presents the results obtained for different values of ρ . They do not vary sensibly across

different values of ρ . Even in the case of a 6% depreciation of the permanent shock per year, the

consumption elasticity to a transitory shock is statistically significant at the 5% level, and the point is

0.21. The marginal propensity to consume associated with this elasticity is 16%, which is still consistent

with the results from natural experiments.

6 Conclusion

This paper shows that the discrepancy between the response of consumption to a transitory shock esti-

mated in natural experiments and the values derived from structural estimation methods is resolved when

allowing for a correlation between log-consumption growth and past shocks in structural approaches.

I show that such a correlation exists, because of precautionary behavior, in the life-cycle model

underlying structural methods. Indeed, precautionary behavior simultaneously responds to the value of

past shocks and contributes to the value of log-consumption growth. Also, other features commonly

incorporated in life-cycle models, including exogenous borrowing constraints, wealthy-hand-to-mouth

behavior and habit persistence, generate a similar correlation.

I prove that this correlation induces a downward bias in structural estimators. This is because, in

the current and past transitory shocks.
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these methods, the negative impact of past shocks on log-consumption growth partly offsets the positive

impact of current transitory shocks, causing an underestimation of the consumption elasticity to a tran-

sitory shock. On the contrary, the negative impact of past shocks on log-consumption growth increases

the value of the restriction used to identify the consumption elasticity to a permanent shock, leading to

an overestimation of this elasticity.

When adapting the estimating restrictions to take into account the impact of past shocks on log-

consumption growth, the elasticity to a transitory shock becomes statistically significant and the point

estimate jumps from 0.03 to 0.26. The MPC associated with such an elasticity is 20%, meaning that

20% of a transitory income gain would be consumed over the following year. This figure matches

with the evidence obtained from natural experiments, which place the quarterly MPC between 9% and

38%—with the response of consumption over later quarters not being precisely estimated so that it could

compare with a yearly MPC. The elasticity of consumption to a past transitory shock is negative, as

predicted by the theory, and statistically significant at the 10% level. Considering separately households

with different levels of liquidity, income, education level and age, the elasticity of consumption to a

transitory shock remains statistically significant across most types of households, even those with high

financial income and a high wage rate that are not likely to be constrained. This matches with studies

based on natural experiments that look at the heterogeneity of the response across households. The

method is easily adapted to measure the consumption elasticity to a shock on raw income, earnings

of wage rates, as well as to measure the response of consumption expenditures other than nondurable

expenditures.

These results give external validity to responses measured from idiosyncratic set-ups: households do

not respond to a tax rebate only because they might expect it to be permanent, they do not respond to a

fiscal stimulus simply because those stimulus often occur in times of recession, they do not respond to a

lottery gain only in Norway or to a pay freeze related to the government shut down only because they are

Federal government employees usually subject to little income uncertainty that have not accumulated

liquidity. It also provides a simple and robust method to be applied to new data in the future.
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Appendix A Detailed derivations on precautionary behavior

A.1 Log-consumption growth

The Euler equation is:

u′(ct)eδt zt = Et [u′(ct+1)]β (1+ r)eδt+1zt+1

u′(ct) = Et [u′(ct+1)]β (1+ r)eδt+1zt+1−δt zt

u′(ct) = Et [u′(ct+1)]Rt,t+1. (A.1)

with Rt,t+1 = β (1+ r)eδt+1zt+1−δt zt . Following Kimball (1990), I define ϕt the equivalent precautionary

premium associated with risk on consumption at t+1 from the point of view of period t. It is the variable

ϕt such that:

Et
[
u′(ct+1)

]
= u′(Et [ct+1]−ϕt). (A.2)

From Jensen’s inequality, the premium ϕt is strictly positive for strictly prudent consumers (marginal

utility is strictly convex) and zero for certainty-equivalent consumers (marginal utility is linear)37

Combining this expression for future expected marginal utility (A.2) with the Euler equation (A.1)

yields:

u′(ct) = u′(Et [ct+1]−ϕt)Rt,t+1

c−ρ

t = (Et [ct+1]−ϕt)
−ρRt,t+1

ct = (Et [ct+1]−ϕt)R
−1/ρ

t,t+1

Et [ct+1] = ctR
1/ρ

t,t+1 +ϕt (A.3)

I express Et [ct+1] = ct+1−ξt+1, and divide each side by ctR
1/ρ

t,t+1:

ct+1−ξt+1 = ctR
1/ρ

t,t+1−ϕt

ct+1

ctR
1/ρ

t,t+1

= 1+
ϕt +ξt+1

ctR
1/ρ

t,t+1

I take the logarithm of each side:

∆ln(ct+1) = ln(R1/ρ

t,t+1)+ ln

(
1+

ϕt +ξt+1

ctR
1/ρ

t,t+1

)

∆ln(ct+1) =
1
ρ

ln(β (1+ r))+
1
ρ

∆δt+1zt+1 + ln

(
1+

ϕt +ξt+1

ctR
1/ρ

t,t+1

)

I take a Taylor approximation around (εt+1,ηt+1) = (0,0), denoting with an exponent 0 the variables

37Indeed, using Jensen’s inequality, the convexity of u′(c) implies:

Et
[
u′(ct+1)

]
> u′(Et [ct+1]) ⇔ u′(Et [ct+1]−ϕt)> u′(Et [ct+1]) ⇔ Et [ct+1]−ϕt < Et [ct+1] ⇔ 0 < ϕt .

43



at this point. The only variable to depend on the value of εt+1 and ηt+1 is the consumption innovation,

ξt+1. Therefore it writes:

∆ln(ct+1) =
1
ρ

ln(β (1+ r))+
1
ρ

∆δt+1zt+1 + ln

(
1+

ϕt +ξ 0
t+1

ctR
1/ρ

t,t+1

)

+ εt+1
d∆ln(ct+1)

dεt+1
+ηt+1

d∆ln(ct+1)

dηt+1
+o(εt+1,ηt+1) (A.4)

The term ξ 0
t+1 = c0

t+1 − Et [ct+1], which is innovation to consumption at (εt+1,ηt+1) = (0,0), is

strictly positive because the partial derivatives of consumption with respect to ε and η are strictly nega-

tive, making the consumption functions of each shock concave (Commault (2016)). As a result, denoting

consumption as a function of the shocks as follows, ct+1(εt+1,ηt+1), I obtain that:

ct+1(0,0) = ct+1(Et [εt+1],Et [ηt+1])

ct+1(0,0)> Et [ct+1(εt+1,Et [ηt+1])]

ct+1(0,0)> Et [Et [ct+1(εt+1,ηt+1)]

ct+1(0,0)> Et [ct+1]

One moves from the first to the second line by seeing that because, when η is set at Et [ηt+1], the

consumption function of ε is concave in ε . Ones goes from the second to the third by seeing that, fixing

εt+1, consumption is concave in η and ct+1(εt+1,Et [ηt+1])> Et [ct+1(εt+1,ηt+1). Because this is true for

at any εt+1, it is true on average. Under perfect foresight, this term is zero because ct+1 is an exogenous

fraction of total expected resources at t+1,
(
(1+ r)at + pteηt+1eεt+1 ∑

T−t
s=0

pt eηt+1

(1+r)s

)
, which coincides with

its expected value at t when the income shocks are equal to their expected value (εt+1,ηt+1) = (0,0).

Therefore, the presence of the term ξ 0
t+1 > 0 results from precautionary behavior too

A.2 Theorem

At any period 0 < t < T , and for any 0 < k < t:

dϕt

dat
< 0 and

dϕt

dεt−k
< 0.

Response of ϕt to a change in net assets First, I derive each side of the equilibrium relation (A.3) with

respect to at :

dEt [ct+1]

dat
=

dct

dat
R1/ρ

t,t+1 +
dϕt

dat
(A.5)

Because ϕt is the difference between expected future consumption and current consumption, when ex-

pected consumption Et [ct+1] reacts less than current consumption ct , then the precautionary premium

has decreased, and vice-versa.

To compare the response of consumption over time, I derive each side of the Euler equation with
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respect to at :

dct

dat
u′′(ct) = Et [

dct+1

dat
u′′(ct+1)]Rt,t+1

dct

dat
R1/ρ

t,t+1 = Et [
dct+1

dat

u′′(ct+1)

u′′(ct)
]R(1+ρ)/ρ

t,t+1

dct

dat
R1/ρ

t,t+1 = Et [
dct+1

dat
]Et [

u′′(ct+1)

u′′(ct)R
−(1+ρ)/ρ

t,t+1

]︸ ︷︷ ︸
>1

+covt

(
dct+1

dat
,
u′′(ct+1)

u′′(ct)

)
R(1+ρ)/ρ

t,t+1︸ ︷︷ ︸
>0

(A.6)

To establish that Et [
u′′(ct+1)

u′′(ct)R
−(1+ρ)/ρ

t,t+1

] > 1, I use the fact that, when −u′′′(c)
u′′(c) is decreasing, which is the case

under isoelastic preferences, the second derivative of marginal utility is a convex function of marginal

utility38. I denote −u′′(c) = f (u′(c)), with f strictly convex. It implies:

Et [−u′′(ct+1)] = Et [ f (u′(ct+1))]

Et [−u′′(ct+1)]> f
(
Et [u′(ct+1)]

)
= f

(
u′(ct)R−1

t,t+1

)
= f

(
u′(ctR

1/ρ

t,t+1)
)

Et [−u′′(ct+1)]>−u′′(ctR
1/ρ

t,t+1) =−u′′(ct)R
−1+ρ)/ρ

t,t+1

Et [−u′′(ct+1)]

−u′′(ct)R
−1+ρ)/ρ

t,t+1

> 1

I pass from the first to the second line using the fact that f (c) is strictly convex, so that E[ f (c)]> f (E[c]).

Within the second line, I use the Euler equation to have that Et [u′(ct+1)] = u′(ct)R−1
t,t+1. Finally,to move

on from the second to the third line, I use that f (u′(c)) =−u′′(c).

To establish that the covariance term is strictly positive, I rely on a result of Commault (2016),

showing that d2ct+1
dat+1εt+1

< 0 and d2ct+1
dat+1ηt+1

< 0 (and also the more simple result that dat+1
dat

> 0). Therefore:



d2ct+1
dat εt+1

=
dat+1

dat︸ ︷︷ ︸
>0

d2ct+1

dat+1εt+1︸ ︷︷ ︸
<0

< 0

d2ct+1
dat ηt+1

=
dat+1

dat︸ ︷︷ ︸
>0

d2ct+1

dat+1ηt+1︸ ︷︷ ︸
<0

< 0.

38Intuitively, this condition means that −u′′′(c), the change in −u′′(c), increases faster than u′′(c), the change in u′(c), thus
that −u′′(c) is more convex than u′(c). Formally, this conditions implies that the coefficient of risk aversion, which measures
the convexity of a function, is always larger for −u′′(c) than for u′(c):

d u′′′(c)
−u′′(c)

dc
< 0⇔ u′′′(c)

−u′′(c)

(
u′′′(c)
−u′′(c)

− −u′′′′(c)
u′′′(c)

)
< 0

⇔ u′′′(c)
−u′′(c)

<
−u′′′′(c)
u′′′(c)

⇔ πu′ < π−u′′

⇔−u′′(c) is a convex function of u′(c)

The last line is obtained from Arrow (1965) and Pratt (1964), who show that if the risk premium of a function is strictly larger
than that of an another function for any value of c, then the former is a convex transformation of the latter.
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Regarding the variations in −u′′(ct+1), Commault (2016) proves the simple results that dct+1
dεt+1

> 0 and
dct+1
dηt+1

> 0. Therefore: 

d(−u′′(ct+1))
dεt+1

=−u′′′(ct+1)︸ ︷︷ ︸
>0

dct+1

dεt+1︸ ︷︷ ︸
>0

< 0

d(−u′′(ct+1))
dηt+1

=−u′′′(ct+1)︸ ︷︷ ︸
>0

dct+1

dηt+1︸ ︷︷ ︸
>0

< 0.

Because the only two shocks that occur between t and t+1 move each side of the covariance in the same

direction, the covariance is positive:

covt

(
dct+1

dat
,−u′′(ct+1)

)
> 0.

Then, combining equations (A.5) and (A.6) yields:

dϕt

dat
=

dEt [ct+1]

dat
− dct

dat
R1/ρ

t,t+1 < 0.

Response of ϕt to a change in a past transitory shock Because past transitory shocks only affect the

precautionary through their impact on net assets, this means that past transitory shocks are negatively

correlated with the premium ϕt . For any k > 1:

dϕt

dεt−k
=

dat

dεt−k︸ ︷︷ ︸
>0

dϕt

dat︸︷︷︸
<0

< 0

Indeed, the premium is entirely determined from the expected distribution of future consumption ct+1.

Now, consumption is chosen as the solution of problem (2.1)-(2.3), which means it only depends on

the household’s level of net assets, permanent income, immediately past transitory shock (because this

shock lasts for one period thus influences the level of their current income) and current transitory shock.

The only item in this list that transitory shocks at t−2 and before affect is net assets.

To determine the impact of past transitory shocks on current assets, I use the Euler equation: it

implies that the response of expected marginal utility to a transitory shock must be the same at all

periods. As a result, consumption must respond in the same direction at all periods, and assets too, so

that the change in transitory income to be transmitted to later periods. Formally, I derive each side of

the Euler equation with respect to εt−1:

dct−1

dεt−1︸ ︷︷ ︸
>0

(−u′′(ct−1))︸ ︷︷ ︸
>0

=
dat

dεt−1
Et [

dct

dat︸︷︷︸
>0

(−u′′(ct))︸ ︷︷ ︸
>0

]

Because all terms are strictly positive, dat
dεt−1

has to be strictly positive too. Similarly, a change in past net

assets has a positive impact on current net assets. Iterating backwards, a past transitory shock εt−k raises
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at−k+1 and then raises assets at each later period, including at :

dat

dεt−k
> 0

Regarding transitory shocks at t−1, they affect ϕt both their impact on at and on yt . To prove that

they are negatively correlated with past shocks, I apply the same proof as used for net assets:

dct

dεt−1
u′′(ct) = Et [

dct+1

dεt−1
u′′(ct+1)]Rt,t+1

dct

dεt−1
R1/ρ

t,t+1 = Et [
dct+1

dεt−1
]Et [

u′′(ct+1)

u′′(ct)R
−(1+ρ)/ρ

t,t+1

]︸ ︷︷ ︸
>1

+
dat+1

dεt−1
covt

(
dct+1

dat+1
,
u′′(ct+1)

u′′(ct)

)
R(1+ρ)/ρ

t,t+1︸ ︷︷ ︸
>0

The term Et [
u′′(ct+1)

u′′(ct)R
−(1+ρ)/ρ

t,t+1

] is larger than one for the same reason as above. The covariance is negative

too because, as shown above, dat+1
dεt−1

> 0. Thus:

dϕt

dεt−1
=

dEt [ct+1]

dεt−1
− dct

dεt−1
R1/ρ

t,t+1 < 0

A.3 Corollary

In the model presented above, log-consumption growth is strictly decreasing in the value of past transi-

tory shocks:

covt(∆ln(ct+1),εt−k)< 0.

Substituting for ∆ln(ct+1) with the expression (A.4) I break down the log-consumption growth into

its different elements:

covt(∆ln(ct+1),εt−k) = covt(∆ln(R1/ρ

t,t+1),εt−k)︸ ︷︷ ︸
=0

+covt(ln(1+
ϕt +ξ 0

t+1

ctR
1/ρ

t,t+1

),εt−k)

+Et [εt+1]︸ ︷︷ ︸
=0

covt(
d∆ln(ct+1)

dεt+1
,εt−k)+Et [ηt+1]︸ ︷︷ ︸

=0

covt(
d∆ln(ct+1)

dηt+1
,εt−k)

The covariance is therefore driven by the precautionary component of log-consumption growth,

ln(1+ ϕt+ξ 0
t+1

ct R
1/ρ

t,t+1

). I have established above that dϕt
dεt−k

< 0. Also, within the course of the proof, I have

shown that dct
dεt−k

= dct
dat

dat
dεt−k

> 0. Let me know study the response of the consumption innovation ξt+1 at

the point (0,0). I show in Commault (2016) that the partial derivative of dct+1
dat

with respect to ε and to η

are strictly positive, so that the functions dct+1
dat

(ε) and dct+1
dat

(η) are convex. As a result:

(
dξt+1

dat

)0

=
dc0

t+1

dat
− dEt [ct+1]

dat

< Et [
dc0

t+1

dat
]− dEt [ct+1]

dat

< 0
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Finally: (
dξt+1

dεt−k

)0

=
dat

dεt−k︸ ︷︷ ︸
>0

(
dξt+1

dat

)0

︸ ︷︷ ︸
<0

< 0

As a result the relation between the precautionary component of log-consumption growth and past

shocks is strictly negative:

dln(1+ ϕt+ξ 0
t+1

ct R
1/ρ

t,t+1

)

dεt−k
=


(

dϕt

dεt−k
+

(
dξt+1

dεt−k

)0
)

︸ ︷︷ ︸
<0

1

ctR
1/ρ

t,t+1

−
dctR

1/ρ

t,t+1

dεt−k︸ ︷︷ ︸
>0

ϕt +ξ 0
t+1

ctR
1/ρ

t,t+1

 1

ctR
1/ρ

t,t+1 +ϕt +ξ 0
t+1

< 0

A.4 Consumption elasticities

I look into the implications of precautionary behavior for the consumption elasticities φ ε
t and φ

η

t . To do

so, I first express consumption and precautionary saving in levels rather than in growth terms. Iterating

forward on equation (2.6), consumption growth between t and any future period t + s is a weighted sum

of the precautionary premiums between these two dates:

Et [ct+s] = ctR
1/ρ

t,t+s +
s

∑
k=1

Et [ϕt+k−1]R
1/ρ

t+k,t+s︸ ︷︷ ︸
precautionary

consumption growth
between t and t + s

.

What is the additional amount of saving at t necessary to implement this precautionary consumption

growth between t and all future periods? 39 I plug the equation above into the intertemporal budget

constraint (2.4), to obtain the following equilibrium relationship satisfied by consumption:

ct =
1

lt,0

(
(1+ r)at +

T−t

∑
s=0

Et [yt+s]

(1+ r)s

)
︸ ︷︷ ︸

consumption under perfect foresight
1

lt,0
Wt

− 1
lt,0

(
T−t

∑
s=1

lt,sEt [ϕt+s−1]

(1+ r)s

)
︸ ︷︷ ︸

precautionary saving
1

lt,0
PGt

. (2.7)

Under perfect foresight, the household consumes a fraction 1
lt,0

of its total expected lifetime resources—

the sum of its net assets, current income and expected future income—denoted Wt (for wealth). By defi-

nition, precautionary saving is the difference between actual consumption and the level of consumption

that would be chosen under perfect foresight. This equilibrium relationship shows that this difference

corresponds to a fraction 1
lt,0

of the household’s expected lifetime precautionary consumption growth,

denoted PGt (for precautionary growth): to be able to implement the consumption growth it desires,

the household takes out its total expected precautionary growth from its total expected resources and

consumes a constant share of what remains. Thus, the behavior of a household facing risk can be inter-

39Note that simply saving an additional amount ϕk at each period k is not the solution: this would reduce consumption at
t by ϕt , increase consumption at t + 1 by a fraction of this additional saving, and reduce consumption at t + 1 by ϕt+1. The
resulting consumption growth has no reason to coincide with ϕk in general.
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preted as a permanent-income style decision, but applied to an uncertainty-adjusted measure of its total

expected resources, instead of its total expected resources (as under perfect foresight). The exogenous

fraction 1
lt,0

= (∑T−t
s=0

R1/ρ

t,t+s
(1+r)s )

−1 measures the weight put on consumption at period t within their total life-

time consumption40. More generally, the fraction 1
lt,s

= (∑T−t−s
k=0

R1/ρ

t+s,t+s+k
(1+r)k )−1 represents the weight put on

consumption between the beginning of period t and the beginning of period t + s+1.

Using equation (2.7), it is then possible to explicit the contribution of precautionary behavior for the

consumption elasticities to the income shocks ε and η :

φ
ε
t =

︷ ︸︸ ︷(
dWt+1

dεt+1

)0

−

precaution (1)︷ ︸︸ ︷(
dPGt+1

dεt+1

)0

︷︸︸︷
Wt+1− (PGt+1)

0︸ ︷︷ ︸
precaution (2)

and φ
η

t =

︷ ︸︸ ︷(
dWt+1

dηt+1

)0

−

precaution (1)︷ ︸︸ ︷(
dPGt+1

dηt+1

)0

︷︸︸︷
Wt+1− (PGt+1)

0︸ ︷︷ ︸
precaution (2)

.

with Wt+1 = (1+ r)at+1 +∑
T−t−1
s=0

Et+1[yt+1+s]
(1+r)s the total expected resources at t +1, and

PGt+1 = ∑
T−t−1
s=1 lt+1,s

Et+1[ϕt+s+λ̃t+s]
(1+r)s the sum of future expected precautionary growth at date t +1. Pre-

cautionary behavior affects the elasticity of consumption in two ways, indicated with (1) and (2). First,

denoted with (1), income shocks affect the amount of precautionary saving that the household needs

to make, which can attenuate of reinforce their consumption response: if the shock increases income

but raises precautionary saving, consumption responds less than it would under perfect foresight, while

if the shock increases income and reduces precautionary saving, consumption responds more. Second,

denoted with (2), because the household saves for precautionary reasons, it consumes less at t +1 than

they would under perfect foresight, so that a given change in consumption corresponds to a larger per-

centage change in consumption for consumers engaging in precautionary behavior than for consumers

with perfect foresight: the denominator of the elasticity of consumption is always smaller.

A.5 Extensions

Let me now assume that the net income of a household i at period t is the sum of the male and female net

labor income at this period. Each writes as the product of their wage wm,i,t and w f ,i,t and the hours they

work hm,i,t and h f ,i,t , which are possibly chosen by the workers. The wage rates are subject to permanent

and transitory shocks, as does net income in the baseline case. Log-income is:

ln(yi,t) = ln(wm,i,thm,i,t +wm,i,thm,i,t)

The log of the wage rates are, for g = m, f :
ln(wg,i,t) = pg,i,t +µg,i,t +κg,tzg,i,t

pg,i,t = pg,i,t−1 +ηg,i,t

µg,i,t = εg,i,t +θ1εg,i,t−1 + ...+θqεg,i,t−q.

40When consumers are neither patient nor impatient (β = 1
1+r ) and individual characteristics are constant (zt = z), lt,0 tends

toward r
1+r as T approaches infinity.
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At each period t, the household i faces the following intertemporal optimization problem:

max
ci,t ,...ci,T ,cDur

i,t ,...cDur
i,T ,hi,t ,...hi,T

T−t

∑
s=0

β
t+seδt+szi,t+sEt

[
u(ci,t+s)+ l(cDur

i,t+s)+ v(hm,i,t+s,h f ,i,t+s)
]

(2.1)

s.t.
T−k

∑
s=0

ci,k+s + cND
i,k+s

(1+ r)s = (1+ r)ai,k +(1+ rt)a
risky
i,k +

T−k

∑
s=0

(rrisky
k+s − r)ai,k+s

(1+ r)s +
T−k

∑
s=0

yi,k+s

(1+ r)s ∀t ≤ k ≤ T,

(2.2)

ai,k+1 +arisky
i,k+1 >−

T−k

∑
s=1

y
i,k+s

(1+ r)s ∀t ≤ k ≤ T. (2.3)

The household derives utility from streams of nondurable consumption, {ci,s}T
s=t , but also from

durable consumption, {cDur
i,s }T

s=t , and it derives disutiliy from the hours worked by the male and female

heads, {hm,i,s}T
s=t and {h f ,i,s}T

s=t . The period utility of nondurable consumption u(c) is isoelastic. Utility

can be influenced by a vector of household demographic variables zi,t whose variations are assumed to

be known in advance without uncertainty by the household. The term yi,t is the net income earned by the

household at period t, which obeys the process described above, and its smallest possible realization at

period t is y
i,t

. The household has access to both a risk-free asset and a risky assets, of which it holds the

amounts ai,t and arisky
i,t at the beginning of period t (equivalently at the end of period t−1). The risk-free

assets yields an interest rate r and the risky asset an interest rate rrisky
t whose value is uncertain before

period t but distributed on a finite support. Its smallest possible realization a each period t is denoted rt .

There are no arbitrage possibilities, so that in expectations, the two yield the same expected return. In

the remainder of the paper, I drop the household index i to alleviate the notations.

In spite this more general framework, the Euler equation of nondurable consumption for the risk-free

asset is as before:

u′(ct) = Et [u′(ct+1)]Rt,t+1.

Indeed, households still make sure that their expected marginal utility of nondurable consumption is

not higher at a period than at another, in the case they place their savings in the risk-free assets, which

because of non-arbitrage yields the same expected return as the risky asset in expectation. The natural

borrowing constraint does not bind because, as before, consumers never wish to put themselves in the

position of possibly consuming zero.

Then, I follow the same reasoning as in the baseline case. Applying, for example, a Taylor expansion

around the point where shocks on the wage rate of the male head are equal to zero: (εm,t+1,ηm,t+1) =

(0,0), denoting with an exponent 0 the value of the variables taken at this point. It yields the following
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decomposition of log-consumption growth:

∆ln(ct+1) =
1
ρ

ln(β (1+ r))︸ ︷︷ ︸
int. substitution

+
1
ρ

∆(δt+1zt+1)︸ ︷︷ ︸
demographics

+ ln(1+
ϕt +ξ 0

t+1

R1/ρ

t,t+1ct

)︸ ︷︷ ︸
precaution

+ εm,t+1

(
dln(ct+1)

dεm,t+1

)0

︸ ︷︷ ︸
elasticity to

transitory shocks: φ
εm
t

+ηm,t+1

(
dln(ct+1)

dηm,t+1

)0

︸ ︷︷ ︸
elasticity to

permanent shocks: φ
ηm
t

+ o(εm,t+1,ηm,t+1) (2.5)

There is an important difference, however, in the interpretation of the elasticities: they represent the per-

centage change in nondurable consumption caused by a percentage change in the wage rate of the male,

which possibly depends on adjustments in hours worked by the male head but also by the female head,

adjustments in the proportion of the risky assets hold relative to that of risk-free assets, and adjustments

in non durable consumption.

A.6 Precautionary behavior in BPP

I follow the derivation presented in Blundell, Low, and Preston (2013), which is identical but more

detailed than in BPP. The authors begin with the Euler equation:

Et [u′(ct+1)] = u′(cteR1/ρ

t,t+1)

Using an exact Taylor expansion around et+1 = 0, the authors obtain that there exists a c̃, between

ctR
1/ρ

t,t+1 and ct+1 such that:

Et [∆ln(ct+1)] = ln(R1/ρ

t,t+1)+
1
2

u′(ctR
1/ρ

t,t+1)

ctR
1/ρ

t,t+1u′′(ctR
1/ρ

t,t+1)
Et [

c̃u′′′(c̃)+ c̃u′′(c̃)

u′(ctR
1/ρ

t,t+1)
e2

t+1]

with my notations (this equation corresponds to the unnumbered at the top of page 31 in Blundell, Low,

and Preston (2013)). They decompose the expected value of Et [∆ln(ct+1)] as the sum of ∆ln(ct+1) plus

an innovation, which is the term ut+1 with my notations:

∆ln(ct+1) = ln(R1/ρ

t,t+1)+
1
2

u′(ctR
1/ρ

t,t+1)

ctR
1/ρ

t,t+1u′′(ctR
1/ρ

t,t+1)︸ ︷︷ ︸
γ(ct R

1/ρ

t,t+1)

Et [
c̃u′′′(c̃)+ c̃u′′(c̃)

u′(ctR
1/ρ

t,t+1)︸ ︷︷ ︸
β (c̃,ct R

1/ρ

t,t+1)

e2
t+1]+ut+1

Now, because they erroneously assimilate et+1 and ut+1, they claim that the term γ(ctR
1/ρ

t,t+1)×Et [β (c̃,ctR
1/ρ

t,t+1)e
2
t+1]

is a O(Et [u2
t+1]) while it is a O(Et [e2

t+1]). They obtain:

∆ln(cBPP
t+1 ) = ln(R1/ρ

t,t+1)+O(Et [u2
t+1])+ut+1,
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When no such assimilation is made it writes:

∆ln(ct+1) = ln(R1/ρ

t,t+1)+O(Et [e2
t+1])+ut+1

∆ln(ct+1) = ln(R1/ρ

t,t+1)+O(Et [(ut+1 +Et [ln(1+
ϕt +ξt+1

R1/ρ

t,t+1

)])2]︸ ︷︷ ︸
6=O(Et [u2

t+1])

+ut+1

The trend of log-consumption growth is not deterministic in this case, because the term O((Et [ln(1+
ϕt+ξt+1

R1/ρ

t,t+1

]+ ut+1)
2) depends on the household’s level of net assets, and it cannot be neglected since it is

not small around small consumption innovations ut+1.

To express ut+1 as a function of the income innovations, they approximate each side of the intertem-

poral budget constraint, which yields the first relation below. Using their assimilation between e and u,

they additionally obtain the second relation below:{
ut+1 +O(Et [u2

t+1]) = εt+1φ ε
t +ηt+1φ

η

t +πt +O((εt+1,ηt+1)
2)

O(Et [u2
t+1]) = O(ε2

t+1,η
2
t+1).

This finally yield that log-consumption growth is linear in income innovations around small income

innovations:

∆ln(cBPP
t+1 ) = ln(R1/ρ

t,t+1)+πt︸ ︷︷ ︸
Γt+1

+εt+1φ
ε
t +ηt+1φ

η

t +O((εt+1,ηt+1)
2)

A.7 Other sources of correlation with past shocks

A.7.1 Exogenous borrowing constraints

In this section, I take into account the the possibility of an exogenously imposed borrowing limit Lt+1,

more tight than the natural borrowing constraint, which simply imposes that consumers cannot die in

debt. The consumer’s problem is:

max
ct ,...cT

Et

[
T−t

∑
s=0

β
t+su(ct+s)eδt zt

]

s.t.

 ∑
T−t
s=0

ct+s
(1+r)s = (1+ r)at +∑

T−t
s=0

yt+s
(1+r)s

at+1 > max
(
−∑

T−t−1
s=0

yt+1+s
(1+r)s+1 ,−Lt+1

)
The term y

t+s
denotes the worst possible realization of yt+s. The natural borrowing constraint at+1 ≥

−∑
T−t−1
s=0

yt+1+s
(1+r)s+1 emerges from the combination of the no default condition and the requirement that

consumption be positive. The exogenous borrowing constraint at+1 > Lt+1 can reflect frictions on the

lending market. I assume that the borrowing limit L is exogenous, predictable and perfectly anticipated

by consumers. The baseline model corresponds to the base where Lt = ∞ ∀t (the exogenous borrowing

constraint never binds).
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The Euler equation is:

u′(ct) = Et [u′(ct+1)]Rt,t+1 + λ̄
nat. + exo.
t

where λ̄ nat. + exo.
t ≥ 0 denotes the multiplier (normalized by the preference shifters of period t, eδt zt ) on

the constraint (3.1) which captures both the natural and the exogenous borrowing constraint. It is larger

or equal to the multiplier on the borrowing constraint in the baseline model, because the constraint is

possibly more binding (but cannot be less binding).

Applying the same reasoning, consumption is:

ct =
1

lt,0︸︷︷︸
exogenous fraction


(1+ r)at +

T−t

∑
s=0

Et [yt+s]

(1+ r)s︸ ︷︷ ︸
total expected resources

−
T−t

∑
s=1

lt,sEt [ϕt+s−1]

(1+ r)s︸ ︷︷ ︸
total expected

precautionary transfers: PTt

−
T−t

∑
s=1

lt,sEt [λ̃
nat. + exo.
t+s−1 ]

(1+ r)s︸ ︷︷ ︸
total expected

constrained saving: CSt


with λ̃ nat. + exo.

t , the remainder from a Taylor expansion around λ̄t = 041. For similar reasons as with λ̃ ,

(λ̃ nat. + exo.)PF correlates with the realizations of past shocks. The correlation is the same or stronger as

in the baseline model, since consumers are more likely to be constrained

Note that, the uncertainty towards future income interracts with borrowing constraints, the total

impact of uncertainty on consumption, is not simply PTt
lt,0

, but part of CSt
lt,0

qualifies as precautionary saving.

A.7.2 Wealthy hand-to-mouth

In this section, I generalize the model to include the existence of an illiquid asset ai whose rate of return

is higher than that of the risk-free asset: ri > r. The reason why consumers will keep holding risk-free

assets, though, is that there is a fixed cost τ associated to withdrawing money from the stock of illiquid

asset. The consumer’s problem is:

max
ct ,...cT

Et

[
T−t

∑
s=0

β
t+su(ct+s)eδt zt

]

s.t.


∑

T−t
s=0

ct+s
(1+r)s = (1+ r)at +∑

T−t
s=0

yt+s
(1+r)s +∑

T−t
s=0

ρt+s
(1+r)s − τ ∑

T−t
s=0

1ρt+s>0

(1+r)s

∑
T−t
s=0

ρt+s
(1+ri)s = (1+ ri)ai

t

at+1 >−∑
T−t−1
s=0

yt+1+s
(1+r)s+1 +∑

T−t
s=0

ρt+s
(1+r)s − τ ∑

T−t
s=0

1ρt+s>0

(1+r)s

where ρt denotes the amount withdrawn from the stock of illiquid asset at period t and ι1ρt>0 is the

fixed cost associated with this withdrawal. The first constraint emerge from the combination of the new

period budget constraint at+1 = (1+ r)at + yt +ρt − τ1ρt>0− ct with the terminal condition on wealth

aT = 0. The second constraint comes from the evolution law of the illiquid asset ai
t+1 = (1+ ri)at −ρt

and the same condition that ai
T = 0. Note that because the interest rate is higher, consumers will never

41The expression is λ̃ nat. + exo.
t = ∑

∞
n=1

(λ̄ natural + exogenous)n
t

n! (−u′−1)(n)(u′(ct))R
1/ρ

t,t+1
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choose to borrow illiquid assets but rather borrow risk-free assets. The borrowing limit ensures that they

will not borrow an infinite amount of risk-free assets to place it in the illiquid fund. Finally the third

constraint is the same borrowing constraint as in the subsection above. The baseline model corresponds

to the case where τ = ∞ (no one holds illiquid assets).

The risk-free Euler equation is unchanged, but total ressources now include the net present value of

future expected withdrawals from the illiquid funds minus the net present value of the fixed withdrawals

costs. The same reasoning as above gives:

ct =
1

lt,0


(1+ r)at +

T−t

∑
s=0

Et [yt+s]

(1+ r)s︸ ︷︷ ︸
total expected ressources

+
T−t

∑
s=0

ρt+s

(1+ r)s︸ ︷︷ ︸
total expected withdrawals

− τ

T−t

∑
s=0

1ρt+s>0

(1+ r)s︸ ︷︷ ︸
total expected

cost of withdrawal



−

T−t

∑
k=1

lt,k
Et [ϕt+k−1]

(1+ r)k︸ ︷︷ ︸
total expected

precautionary transfers: PTt

− 1
ρ

T−t

∑
k=1

lt,k
Et [λ̃t+k−1]

(1+ r)k︸ ︷︷ ︸
total expected

constrained saving: CSt


The new terms also induce a correlation between log-consumption growth and past shocks. As be-

fore, the current value of withdrawal and its cost, ρt + τ1ρt>0 enters consumption growth and therefore

log-consumption growth. Now, this terms depends on the realizations of shocks at t and before, since

consumers will want to withdraw money from their illiquid account if they undergo a bad shock, or will

not do so if they have accumulated sufficient assets from past good shocks.

A.7.3 Habit persistence

Under habit persistence, consumers derive utility from both their consumption level ct and of their

recent consumption growth ct − ct−1. The argument of the utility function is (1−h)ct +h(ct − ct−1) =

ct −hct−1. The coefficient h measures the weight consumers put on consumption growth in their utility.

The maximization problem writes:

max
ct ,...cT

Et

[
T−t

∑
s=0

β
t+su(ct+s−hct+s−1)eδt zt

]

s.t.

 ∑
T−t
s=0

ct+s
(1+r)s = (1+ r)at +∑

T−t
s=0

yt+s
(1+r)s

at+1 >−∑
T−t−1
s=0

yt+1+s
(1+r)s+1

The baseline case corresponds to the particular case in which h = 0. I prove in Commault (2016) that

habit persistence generates an additional correlation with the realizations of past shocks.

54



Appendix B Simulations

The graphs illustrate the behavior of a household in the baseline life-cycle model laid out in the paper. I

simulate the model for a household facing the parameter values presented in Table 11. The period t on

the graphs is the first period in the simulation.

Table 12: Calibration

Risk-aversion ρ 2 Variance transitory shock σε 0

Interest factor (1+r) 1.02 Variance permanent shock ση 0.23

Discount factor β 0.98 Initial permanent income p0 1

Number of periods T 4 Initial assets a0 1

Initial assets after a gain in assets a′0 2

Appendix C Estimating restrictions

C.1 Estimating restrictions In BPP

At each period t:
covt(∆ln(yt),∆ln(yt)) = vart(ηt)+ vart(εt)+(1−θ)2vart(εt−1)+θ 2vart(εt−2)

covt(∆ln(yt),∆ln(yt+1)) =−(1−θ)vart(εt)+(1−θ)θvart(εt−1)

covt(∆ln(yt),∆ln(yt+2)) =−θvart(εt)
covt(∆ln(ct),∆ln(yt)) = φ ηvart(ηt)+φ εvart(εt)−

neglected (precaution)︷ ︸︸ ︷
cov(ln(ct),(1−θ)εt−1 +θεt−2)

covt(∆ln(ct),∆ln(yt+1)) =−(1−θ)φ εvart(εt)− cov(ln(ct),θεt−1)︸ ︷︷ ︸
neglected (precaution)

covt(∆ln(ct),∆ln(yt+2)) =−θφ εvart(εt)+∆ln(yt−1)+∆ln(yt−1)+∆ln(yt−1)+∆ln(yt−1)∆ln(yt−1)

C.2 Estimating restrictions In BPP-KV

{
cov(∆ln(yt),∆ln(yt+1)) =−var(εt)

cov(∆ln(yt),∆ln(yt−1)+∆ln(yt)+∆ln(yt+1)) = var(ηt)
cov(∆ln(ct),∆ln(yt+1)) =−φ εvar(εt)

cov(∆ln(ct),∆ln(yt−1)+∆ln(yt)+∆ln(yt+1)) = φ ηvar(ηt)− cov(ln(ct),ηt−1− εt−2)︸ ︷︷ ︸
neglected (precaution)

++∆ln(yt−1)
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C.3 Estimating restrictions in BPP-generalized

At each period t:
covt(∆ln(yt),∆ln(yt)) = vart(ηt)+ vart(εt)+(1−θ)2vart(εt−1)+θ 2vart(εt−2)

covt(∆ln(yt),∆ln(yt+1)) =−(1−θ)vart(εt)+(1−θ)θvart(εt−1)

covt(∆ln(yt),∆ln(yt+2)) =−θvart(εt)
covt(∆ln(ct),∆ln(yt−1)) = φ

ηL1
t vart(ηt−1)+φ εL1

t (var(εt−1)− (1−θ)vart(εt−2)−θvart(εt−3))

covt(∆ln(ct),∆ln(yt+1)) =−(1−θ)φ εvart(εt)−θφ εL1
t vart(εt−1)

covt(∆ln(ct),∆ln(yt+2)) =−θφ εvart(εt)

C.4 Identification in BPP-generalized

The variance of the shocks and the persistence parameter θ is identified from the moments of the income

process alone, as shown in Meghir and Pistaferri (2004). The elasticity to the current transitory shock is

identified as in BPP, from the covariance with ∆ln(yt+2). Its value can be used to identify the covariance

with the past transitory shock in the covariance with ∆ln(yt+1). Finally, these two values make it possible

to identify the elasticity to the past permanent shock from the covariance with ∆ln(yt−1):

φ̂
ε =

covt(∆ln(ct),∆ln(yt+2))

covt(∆ln(yt),∆ln(yt+2))
= φ

ε

φ̂
εL1 =

covt(∆ln(ct),∆ln(yt+1)− 1−θ

θ
∆ln(yt+2))

covt(∆ln(yt−1),∆ln(yt+1))
= φ

εL1

φ̂
ηL1 =

covt(∆ln(ct),∆ln(yt−1))−Ct−2− 1−θ

θ
Ct−1 +

1
θ

Ct

covt(∆ln(yt),∑
t+2
s=t−2 ∆ln(ys))

with Ct = covt(∆ln(ct),∆ln(yt+1)− 1−θ

θ
∆ln(yt+2)).
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Appendix D Full estimation results

Table 13: Full estimation results - Baseline

BPP-general. BPP

Variance trans. shocks: σ ε 1979 0.0311 (0.0044) 0.0373 (0.0060)

1980 0.0263 (0.0029) 0.0300 (0.0039)

1981 0.0285 (0.0025) 0.0298 (0.0036)

1982 0.0282 (0.0028) 0.0287 (0.0039)

1983 0.0307 (0.0030) 0.0261 (0.0037)

1984 0.0371 (0.0036) 0.0343 (0.0039)

1985 0.0386 (0.0053) 0.0446 (0.0076)

1986 0.0456 (0.0058) 0.0456 (0.0058)

1987 0.0460 (0.0052) 0.0462 (0.0054)

1988 0.0397 (0.0039) 0.0401 (0.0047)

1989 0.0372 (0.0037) 0.0381 (0.0067)

1990-92 0.0372 (0.0036) 0.0424 (0.0039)

Variance perm. shocks: ση 1979-81 0.0234 (0.0051) 0.0113 (0.0035)

1982 0.0207 (0.0044) 0.0215 (0.0041)

1983 0.0254 (0.0062) 0.0305 (0.0056)

1984 0.0189 (0.0050) 0.0282 (0.0049)

1985 0.0381 (0.0157) 0.0305 (0.0096)

1986 0.0260 (0.0058) 0.0236 (0.0059)

1987 0.0293 (0.0064) 0.0291 (0.0063)

1988 0.0162 (0.0072) 0.0156 (0.0069)

1989 0.0195 (0.0061) 0.0182 (0.0059)

1990-92 0.0277 (0.0044) 0.0154 (0.0039)

Serial correlation trans. shocks: θ 0.1141 (0.0254) 0.1151 (0.0246)

Elasticity trans. shocks: φ ε 0.2611 (0.1090) 0.0252 (0.0437)

Elasticity perm. shocks: φ η n.a. 0.6558 (0.0887)

Elasticity past trans. shocks: φ εL1 −1.5852 (0.8790) n.a.

Elasticity past perm. shocks: φ ηL1 −0.0964 (0.0806) n.a.

Note: This table presents estimates of the average elasticity of nondurable consumption expenditures
to shocks on net income, in the PSID 1978-1992 sample that is detailed in the Data section. The left
column presents the results obtained when allowing for a correlation with past shocks, and the right
column the results obtained with the original BPP method. The estimating moments are presented in
Appendix D.
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Appendix E Other robustness checks

E.1 Heterogeneity in the effect of zt

Table 14: Estimated elasticities φ - Variations in the heterogeneity in the effect of zt

zt interacted with No interaction Year dummies (baseline) Year and cohort dummies

BPP-general. BPP-general. BPP-general.

Trans. shocks: φ ε 0.25∗∗ (0.112) 0.26∗∗ (0.109) 0.15∗ (0.086)

Perm. shocks: φ 2η n.a. n.a. n.a.

Past trans. shocks: φ εL1 −1.61∗ (0.937) −1.59∗ (0.879) −0.82 (0.555)

Past perm. shocks: φ ηL1 −0.10 (0.076) −0.10 (0.081) −0.12 (0.068)

Implied MPC to trans. shocks 0.20∗∗ 0.20∗∗ 0.12∗

Obs. 15,779 15,779 15,779

Note: This table presents estimates of the average elasticity of nondurable consumption expenditures to shocks on net income in
the PSID 1978-1992 sample described in the data section. In the first column, log-income growth and log-consumption growth
are detrended by demographic variables but non-interacted with year dummies. In the second column, demographic variables are
interacted with year dummies. In the third column, they are interacted with both year and cohort dummies.

E.2 Income particularities at the beginning and at the end of an earnings spell

Table 15: Estimated elasticities φ - Particularities at the beginning and at the end of an earnings spell

Baseline First + last year dummies

BPP-general. BPP-general.

Trans. shocks: φ ε 0.26∗∗ (0.109) 0.26∗∗ (0.111)

Past trans. shocks: φ εL1 −1.59∗ (0.879) −1.60∗ (0.894)

Past perm. shocks: φ ηL1 −0.10 (0.081) −0.10 (0.081)

Implied MPC to trans. shocks 0.20∗∗ 0.20∗∗

Obs. 15,779 15,779

Note: This table presents estimates of the average elasticity of nondurable consumption expen-
ditures to shocks on net income in the PSID 1978-1992 sample described in the data section.
In the first column, log-income growth and log-consumption growth are detrended by the base-
line set of demographic variables but non-interacted with year dummies. In the second column,
dummies on whether it is the beginning or the end of an earnings spell (e.g. the first time that
positive earnings are observed except for the first year of the sample, or the last time that they are
observed except for the last year of the sample) are included in the set of demographics.
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